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reputation of products or services. The widespread fake 
reviews stress the insufficiency of existing countermeasures 
(Zhang et al., 2016). Both practitioners and researchers have 
made extensive efforts to combat fake reviews. For instance, 
Yelp separates Not Recommended reviews from Recom-
mended ones based on review quality, reliability, and user 
activity. Amazon devotes significant resources to curbing 
fake reviews (He et al., 2020). However, fake review detec-
tion still faces significant challenges.

One of the key challenges in fake review detection is dis-
covering indicative signals that indicate a review might be 
fake (Wu et al., 2020). This is partly because fake reviews 
become increasingly similar to authentic reviews by dis-
guising their underlying intentions. As a result, distinguish-
ing between authentic and fake reviews is more challenging 
than ever. To help address humans’ truth bias and limited 
cognitive capacity in detecting deception (Plotkina et al., 
2020; Zhang et al., 2016), researchers have developed 
various machine learning models for fake review detection 

1  Introduction

The influence of online reviews on consumers’ decisions 
has, unfortunately, also contributed to proliferation of fake 
reviews. Unlike authentic reviews that reflect organic word-
of-mouth based on consumers’ actual experiences, fake 
reviews are incentivized to either promote or damage the 
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Abstract
Fake reviews can mislead consumers into making wrong or suboptimal decisions. Despite the tremendous effort in advanc-
ing fake review detection models, existing work has focused on developing complex models to improve the detection 
performance (e.g., accuracy); however, there has been little research on discovering knowledge about fake or authentic 
reviews that can guide the detection efforts from those complex models. In addition, previous detection models treat online 
reviews as the unit of analysis while ignoring the semantic coherence of different sentences within the same review. Using 
a combination of deep learning with transformers and unsupervised learning, we propose a model-agnostic and data-
independent knowledge discovery method for fake review detection that consists of two components: Domain Adaptation 
Transfer Learning (DATL) and Fine-Grained Knowledge Discovery (FGKD). DATL encodes review texts by adapting a 
transformer-based model to the context of online reviews. Drawing on the coherence principle from a deception theory, 
FGKD first identifies review sentences containing tacit knowledge and then uses them to discover knowledge in support 
of fake review detection. We further develop novel evaluation metrics beyond accuracy for the generated knowledge by 
extending those from interpretable machine learning. The empirical evaluation results demonstrate consistently positive 
effects of our knowledge discovery method on the efficiency of fake review detection without hurting model effective-
ness. This study not only contributes to interpretable machine learning but also lays the foundation for AI model design 
to augment humans’ ability in fake review detection.
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(e.g., (Paul & Nikolaev, 2021; Zhang et al., 2023)). How-
ever, the state-of-the-art models for fake review detection 
(Fornaciari et al., 2021; Salminen et al., 2022; Xu et al., 
2024) are often algorithmic black boxes, meaning they do 
not provide explicit knowledge about the fake content. This 
lack of transparency makes it difficult to understand the 
specific indicators of fake reviews and to improve detec-
tion methods. If we extend the definition of tacit knowledge 
from humans to (black-box) machine learning models, the 
ability to acquire and manage tacit knowledge in models 
effectively and efficiently can be a key success factor for 
the model, much like how managerial success is crucial for 
organizations (Wagner & Sternberg, 1987). This involves 
harnessing implicit insights and knowledge that are not eas-
ily codified but are essential for enhancing model perfor-
mance and decision-making. In addition, the performance 
of fake review detection models remains imperfect, and 
ultimately, it is the human user’s decision as to whether an 
online review is fake or not. Opportunities to exploit tacit 
knowledge sources such as fake review detection models 
will help detect fake content and curb the diffusion and vic-
timization of fake content. In contrast to tacit knowledge, 
the term explicit knowledge refers to codified and reusable 
information that can be reused to solve similar types of 
problems. This type of information can serve as a valuable 
resource for both humans and machines to identify fake con-
tents within online reviews. In the context of this research, 
however, how to acquire explicit knowledge that is readily 
communicated and shared remains under-explored. There-
fore, the key question of this research is how to transform 
the tacit knowledge embedded in machine learning models 
into explicit knowledge.

In this study, we propose a method for discovering 
knowledge at a finer granularity in regard to fake review 
detection. The method consists of two components, namely 
Domain Adaptation Transfer Learning (DATL) for fake 
review detection, and fine-grained knowledge discovery 
(FGKD) for discovering explicit knowledge that enhances 
fake review detection from the outputs of DATL. Build-
ing on transformer-based models, DATL captures knowl-
edge elements specific to fake review detection, which are 
embedded within the review representations. To this end, 
we extract review embeddings from the last few layers 
(rather than the last layer) of the transformer-based model 
to enhance the contextualization of review representations. 
Compared to previous studies, we made two technical 
extensions. Firstly, we use the embeddings from the last few 
layers as the embedding of the review text. Secondly, we 
employed stronger classifiers rather than the linear projec-
tions that come with the transformer-based models, both of 
which boost the performance in the fake review detection. 
More importantly, considering fake contents as a form of 

deception, we draw on the Truth-Default Theory (Levine, 
2022) to guide the design of the FGKD component. Accord-
ing to the coherence principle of the theory, descriptions in 
contextualized communication should not contain logically 
inconsistent claims. Thus, the core of FGKD is a sentence-
level similarity analysis method that splits the sentences 
within a review into high and low coherence groups, and 
among them, the high-coherence group contains reusable 
knowledge that can guide the detection of fake contents 
at the sentence-level. Building on the existing literature 
(e.g., (Abdulqader et al., 2022)), we operationalize the 
high-coherence group as sentences that are similar to the 
majority of the other sentences in the same review, and the 
low-coherence group contains the rest of the sentences. 
This also extends the granularity of the existing literature 
by drilling down the analysis to the sentence-level, which 
can guide the annotation of fake review sentences and lead 
to a better weapon to combat fake contents for online plat-
forms, particularly in sophisticated scenarios. We conduct a 
series of experiments to evaluate the proposed method. The 
experiment results demonstrate the superiority of DATL in 
fake review detection, compared to the deep learning base-
lines, laying a solid foundation for FGKD. Furthermore, we 
develop a set of novel evaluation metrics by adapting them 
from interpretable machine learning to assess the FGKD 
results.

This work contributes to the machine learning and 
social media analytics literature in multiple aspects. 
First, we propose a robust knowledge discovery Toward 
a Knowledge Discovery Method to Fake Review Detec-
tion for fake review detection at a finer granularity. Draw-
ing on the knowledge elements extracted with the FGKD, 
we made several observations that can guide future aca-
demic research and practices. Additionally, the method-
ology paves the way for future work aimed at enhancing 
the interpretability of fake review detection models. 
Second, the proposed method enhances the efficiency in 
fake review detection without relying on the existence of 
ground truth labels. This is because the models can focus 
on the part of high-coherence groups rather than the entire 
reviews. Notably, the identification of the high-coherence 
group is conducted through an unsupervised process. 
Third, we leverage and situate transformer-based models 
in fake review detection to better capture nuanced patterns 
and contextual clues that indicate fake reviews. Fourth, we 
developed and operationalized a set of novel metrics based 
on interpretable machine learning to evaluate and refine the 
knowledge discovery approach. The findings of this study 
have implications for supporting human decision making 
in fake review detection decisions. They help build trust 
in computational models, and enhance the effectiveness of 
efforts to combat online fake reviews.
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2  Related Work

Despite significant progress in fake review detection, it still 
faces several significant challenges, one of the most sig-
nificant ones is the reliance on features within high-qual-
ity labeled training data (Paul & Nikolaev, 2021). Another 
challenge is that careful and experienced deceivers can 
infuse truthful information in fake reviews (D. Zhang et al., 
2016). Additionally, certain characteristics of fake reviews, 
such as specific language or call-to-action languages, can 
“trick” a fake-review detection system into making a false 
detection (Plotkina et al., 2020). This renders it ineffective 
to classify fake content at the review level. Additionally, 
despite various theories for explaining fake review content, 
incorporating these theories into the feature/representation 
design of fake review detection models remains challeng-
ing. Fourth, the trade-off between performance and inter-
pretability is a well-known challenge in machine learning 
and artificial intelligence. In particular, interpretability is 
crucial for understanding the fake review detection process 
and gaining user trust. This study aims to address these chal-
lenges by building on two related lines of research, which 
we review in this section.

2.1  Feature Engineering in Fake Review Detection

A substantial body of research examines extracting features 
for online fake review detection (e.g., Paul & Nikolaev, 
2021; Tufail et al., 2022)). For instance, Paul and Nikolaev 
(2021) categorized features used in fake review detection 
models, including content similarity, writing footprints, 
behavior footprints, network footprints, rating footprints, 
and collusion footprints. To operationalize the above feature 
categories, sentiment orientation, lexical diversity, and use 
of specific detail fillers were particularly emphasized. They 
are all textual features, which are the focus of this discus-
sion. In addition, Skalicky et al. (2020) suggested that lexi-
cal sophistication and diversity, cohesion/coherence, and 
sentiment are important features for fake content detection. 
Specifically, the authors used sentence/word similarity as 
measures for coherence, and polarity scores as measurement 
of sentiment. Their findings suggest that deceptive news 
include a higher polarity, more lengthy, detailed, complex 
word use, and lack of coherence. However, the study utilized 
only one traditional machine learning model - Generalized 
Linear Mixed Effect Model, which limits its generalizabil-
ity. Furthermore, the authors made several observations on 
feature importance in the model. Because of the abstract 
and indirect nature of the features, such observations have 
limited effect on future research and practice. In contrast, 
Plotkina et al. (2020) suggest that fake reviews tend to have 

shorter lengths and less detailed content, compared to their 
authentic counterparts. Zhang et al. (2023) proposed a fake 
reviewer detection model using extracted textual and behav-
ioral features. Specifically, the textual features include sen-
timent orientation, lexical diversity, maximal similarity, and 
so on. It is worth noting that the diversity based measures 
are at word/bi-gram level, and the maximal similarity metric 
is at the review level. It is worth noting that even though 
semantic similarity has been adopted as the operationaliza-
tion of coherence, it is measured either at the review level, 
or pairwise between sentences. We believe a more proper 
measurement is between any sentence and the rest of the 
review: if a review is logical coherent, the majority of the 
content should be semantically similar.

Drawing on the interpersonal deception theory and the 
persuasion knowledge model, Petrescu et al. (2022) hypoth-
esized that features such as positive valence, authenticity, 
analytical writing, and text formalism are useful for detect-
ing fake reviews. Specifically, the authors, and then used 
a Partial Least Square-Structural Equation Modeling (PLS-
SEM) model to explain the effects of the features toward a 
review being authentic or fake. While positive valence may 
indicate incentivized reviews, as discussed in this study, it 
cannot capture all fake reviews, as some fake reviews are 
designed to negatively impact target products/services. 
Also, the other features are hard to measure in an automatic, 
domain-independent manner. Similarly, Wang et al. (2022) 
examined emotional, cognitive, and linguistic cues and 
their effects on review fakeness, based on the interpersonal 
deception theory. The linguistic cues are measured as counts 
of emotional/cognitive words, respectively. Using data col-
lected from Yelp, their regression-based empirical results 
suggested that emotional cues are effective to detect fake 
reviews. In addition, the cognitive cues are effective for fake 
review detection if the reviews are in a negative sentiment. 
Vidanagama et al. (2022) proposed a rule-based method 
that leverages an ontology and combines sentiment with 
linguistic features (including content similarity) to detect 
fake reviews. Du et al. (2020) proposed a joint topic senti-
ment model to detect online deceptive reviews and news, 
by inserting a mapping of sentiment between the original 
topic-document matrix from topic modeling. They used the 
topic loading on documents, with or without the insertion 
of sentiment as a measurement of logical coherence. Du et 
al. (2021) extended above work by introducing chuck-level 
topic-sentiment features. Similarly, Birim et al. (2022) pro-
posed a method to utilize topical and sentiment features for 
fake review detection. One common limitation of the above 
studies is that they only used traditional machine learn-
ing based models, such as support vector machines, naive 
Bayes, logistic regression and decision trees.
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incorporating the multiple later layers (e.g., layers 9 ~ 12) 
compared to the final layer only. Therefore, it would be 
promising to explore an alternative method for retrieving 
word representations from the multiple layers, rather than 
merely the last layer.

2.3  Domain Adaptation

Since the direct application of pre-trained generic models is 
unlikely to be effective for specific domains, domain adap-
tation is highly desired to apply these models. After pre-
training, transformers are often fine-tuned on specific tasks, 
allowing them to leverage broad language understanding 
and adapt to particular applications. Domain adaptation 
refers to the process of “re-training” the pre-trained mod-
els with domain-specific data, where the weights in the net-
works are updated to capture the domain-specific nuances. 
Domain adaptation usually entails combining the unsuper-
vised pre-training with supervised domain adaptation can 
help a model quickly adapt to certain specific tasks thor-
oughly, which can better represent domain-specific nuances 
from the contents (Peters et al., 2019). For instance, Tao 
and Fang (2020) fine-tuned BERT and XLNet with online 
reviews for aspect-based sentiment analysis.

Recent developments in the NLP field have demonstrated 
that representation learning can not only reduce the need 
for feature engineering but also improve the performance on 
various tasks by leveraging large amounts of both labeled 
and unlabeled data. Liu et al. (2020) propose a representa-
tion learning method utilizing a bi-directional Long Short-
Term Memory (LSTM) model to encode information of the 
words and their parts-of-speech. Jain et al. (2019) use pre-
trained word embeddings to represent the review contents 
in building fake review detection models. However, those 
pre-trained models are not tailored to fake review detection, 
and consequently, are unable to capture the intricacies of 
review content.

The use of (self-)attention mechanisms and trans-
former-based models are prevalent in recent fake review 
detection studies. For instance, Xu et al. (2024) pro-
posed an attention-based LSTM (A-LSTM) model to 
detect online fake reviews. Their results suggest that 
fake reviews have a stronger emotional tone, while real 
reviews disclose more details. Fornaciari et al. (2021) 
proposed a BERT based deception detection model, spe-
cifically for courtroom transcripts. Their findings suggest 
that the inclusion of contextual features may boost the 
detection performances, but performance improvement is 
subject to the use of specific models in selected contexts, 
its generalizability. Salminen et al. (2022) proposed an 
approach to generating fake reviews based on real-life 
reviews from Amazon by integrating ULMFiT and GPT-2 

2.2  Contextualized Word Representation in 
Transformer-Based Models

Static word embedding models (e.g., word2vec) are con-
structed based on the co-occurrence of words in the respec-
tive texts, and as a result, all senses of the same polysemous 
word must share the same word vector. Context-sensitive 
word embeddings from transformer-based models can over-
come the above limitation. For instance, transformer-based 
models (Vaswani et al., 2017) can create contextualized 
word representations by calculating self-attention, where 
each word is represented based on the amount of attention 
that it is currently paying to all other words in the same text. 
Contextualized word representations have been employed 
in various text classification tasks, yielding superior perfor-
mances to static word embeddings (Gao et al., 2019; Gar-
rido-Merchán & González-Carvajal, 2020; Lu et al., 2020).

Transformer-based models are trained on a vast amount 
of general-purpose text data. Once the network is pre-
trained, its weights become stabilized so that they can be 
used in downstream tasks (e.g., classification). The origi-
nal transformer model consists of an encoder that pro-
cesses input sequences and a decoder that generates output 
sequences. However, many transformer-based models 
use only the encoder (e.g., BERT and XLNet) or only the 
decoder (e.g., GPT). The transformer-based models have 
demonstrated their effectiveness in various NLP tasks. For 
instance, BERT (Devlin et al., 2019) is pre-trained based 
on Masked Language Modeling and trained to predict the 
masked word given its context. BERT can achieve state-of-
the-art results in sentiment analysis, document summariza-
tion, question answering, etc. Similarly, XLNet (Yang et 
al., 2019) is also an encoder network, but its pre-training is 
based on permutation language modeling that covers more 
dependencies without masking the target words. Radford 
et al. (2019) proposed GPT-2, a 12-layered transformer 
decoder network. The network is initially pre-trained using 
unlabeled text data collected from 8 million webpages, as a 
word-level language model.

One key measure of how well the word representations 
are contextualized is anisotropy, which refers to the direc-
tional uniformity of word vectors (Ethayarajh, 2019). The 
basic idea of anisotropy is: if the self-similarity of a word is 
relatively lower than the similarity between any uniformly 
randomly sampled pair of words, then the word representa-
tion is well contextualized. Specifically, the closer the aver-
age cosine similarity between any random pair of words to 1, 
the more anisotropic the representation is. Previous studies 
have suggested that the penultimate layers yield the high-
est anisotropic representations in some models (e.g., BERT) 
(Ethayarajh, 2019). Moreover, our preliminary study reveals 
that transformer-based models yield higher anisotropy when 
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Third, although several deception theories have underpinned 
the design of fake review detection features, they employed 
supervised methods that rely on labeled data. More impor-
tantly, those features or representations were extracted at 
the level of individual words or phrases (e.g., sentiment fea-
tures, lexical diversity) of online reviews without consider-
ing the full context of the entire review discourse. Finally, 
while the use of latent features (e.g., word vectors) and 
algorithmic black boxes (e.g., neural networks) can enhance 
model performance, none of the studies supports knowledge 
discovery for fake review detection (Athira et al., 2023). We 
address the research gaps by proposing a method, which is 
introduced in the next section.

and then fine-tuned a RoBERTa Model to classify those 
reviews. While these methods might be effective in fake 
review detection, they function as algorithmic black-
boxes, making it difficult to extract insights or interpreta-
tions post-hoc.

We summarize representative studies on fake content/
review detections in Table 1. Based on our literature review, 
we identify the following main research gaps First, the 
extant literature focuses on fake review detection at the 
review level. Second, the extant literature either utilized tra-
ditional machine learning techniques (e.g., support vector 
machines, k-nearest neighbor) or transformer-based mod-
els (e.g., BERT, RoBERTa) with one fully connected layer. 

Study Features Datasets Unit of 
analysis

Models Interpret-
ability

 Skalicky et 
al. (2020)

Lexical sophistication
Sentiment
Cohesion and coherence
Syntactic complexity
Lexical diversity

Bluff the Listener 
News Stories

Review Generalized Lin-
ear Mixed Effect 
Model

Feature 
Impor-
tance

 Du et al. 
(2020)
 Du et al. 
(2021)

Topic features
Sentiment features

Yelp restaurant/
hotel reviews
ISOT fake news
Buzzfeed political 
news

Review Soft voting-based 
ensemble

Explana-
tory 
Analysis

Fornaciari et 
al. (2021)

Text embeddings Scenario-
specific context features

DECOUR court-
room transcripts

Review BERT No

 Zhang 
(2023)

Behavior features
Textual features (review 
and word level)

Yelp-ZIP Review BERT
RoBERTa
ALBERT
Longformer

No

Salminen et 
al. (2022)

Text embeddings Generated dataset 
and Amazon 
reviews

Review RoBERTa No

 Petrescu et 
al. (2022)

Positive valence
Authenticity
Analytical writing
Text formalism

Amazon reviews Review PLS-SEM No

 Wang et al. 
(2022)

Emotional cues
Cognitive cues

Yelp reviews Review Regression No

 Birim et al. 
(2022)

Topic features
Sentiment features

Amazon reviews Review Decision Tree
Random Forest
Support Vector 
Machine
Artificial Neural 
Networks

No

 Xu et al. 
(2024)

Text embeddings Yelp-CHI Review A-LSTM No

 Tufail et al. 
(2022)

Linguistic features
Sentiment features

Yelp reviews Review Support Vector 
Machine
K-Nearest 
Neighbors
Logistic 
Regression

No

 Vidanagama 
et al. (2022)

Linguistic features
Sentiment features

Amazon Unlocked
Mobile Reviews

Review Rule-based 
(ontology)

No

Table 1  Summary of represen-
tative studies on fake review 
detection
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3.1  Data Preprocessing

Data preparation comprises three processes: text pre-
processing, label consolidation, and stratified sampling. 
Text preprocessing involves three tasks: 1) Sentence seg-
mentation, word tokenization and stemming. We first 
split reviews into sentences, and then tokenize each sen-
tence into units, such as words, punctuations, numbers, 
and symbols. It is worth noting that transformer-based 
models have their own “stemming” method – e.g., word 
“stronger” is split into two tokens “strong” and “###er”. 
We also add special tokens to the sentences, including 
[CLS] to the start, and [SEP] to the end of the tokenized 
sentences. 2) Pad/Truncate tokens: the sentences are pad-
ded/truncated to a predefined length. 3) Attention mask: 
mark which tokens will be used in the models (exclud-
ing the padded ones). The outputs of text preprocessing 
are represented as tensors (e.g., TensorFlow constants or 
PyTorch tensors), serving as the inputs to DATL, which 
we introduce next. Label consolidation aims to address 
the variations of different labels across different datasets 
of fake reviews. Stratified sampling helps ensure similar 
distributions of fake versus authentic reviews between the 
training and testing data.

3.2  DATL for Fake Review Detection

The DATL component consists of three subcomponents: 
domain adaptation, representation learning, and classifica-
tion, as shown in Fig. 1. They are designed to adapt pre-
trained models to the fake review detection domain, learn 
representations of fake/authentic reviews, and apply the 
representations to build models for fake review detection.

Domain Adaptation  We re-train a pre-trained transformer-
based model using a set of labeled reviews, y = {0,1}, 
where 1 indicates a fake review, and 0 an authentic review. 
The objective of the re-training is to update the weights in 
the pre-trained model so it can converge on the fake review 
classification task with minimal loss. In other words, the 
updated weights can better capture the intricacies specific to 
fake and authentic reviews, rather than generic, domain-free 
texts. Suppose X  denotes a review of length m, and each of 
the words is represented using an n-dimensional continu-
ous vector, such that X ∈ Rm×n. The model takes X  as 
input and runs through several layers to produce a matrix 
D ∈ Rm×n. We then use, d, a row in D, to calculate vector 
z :

z = d · W + b� (1)

where W ∈ Rn×|y| and, b ∈ R|y|.

3  The Proposed Method

To address the aforementioned research gaps, we propose 
a method for fake review detection with the following key 
design artifacts and considerations:

	● Domain adaptation: refines pre-trained transformer-
based models for fake review detection. The method 
not only incorporates contextualized word embedding 
to understand the context of online reviews, but also em-
ploys transformer-based models (e.g., BERT, XLNet) to 
capture domain-specific nuances.

	● Representation learning: that incorporates embeddings 
from the last few layers of the domain-adapted model. 
To the best of our knowledge, this is the first study that 
utilizes embeddings from multiple layers of domain-
adapted transformer-based models in fake review detec-
tion. Additionally, the classification/detection perfor-
mance is expected to improve by using classifiers as this 
study does rather than a fully connected layer, as com-
monly practiced when processing contextualized word 
embedding.

	● Unsupervised method for coherence measurement: 
based on the correspondence and coherence module of 
the Truth-Default Theory that emphasizes contextual-
ized communication in detecting detection, we propose 
an unsupervised method for measuring coherence (logi-
cal consistency of communication) in the context of en-
tire reviews.

	● Fine-grained knowledge discovery: to address evolving 
deception strategies that mix fake with real contents, our 
knowledge discovery design is performed at the level 
of review sentences. Based on the coherence measure-
ment results, we distinguish sentences belonging to 
high-coherence group (HCG) and low-coherence group 
(LCG). By leveraging classification probabilities from 
the trained classification models, we extract knowledge 
by comparing the signal-to-noise ratio in HCG with that 
of the entire review.

	● Operationalization of knowledge evaluation metrics. 
Evaluation is essential to validate the quality and ap-
plicability of discovered knowledge. Operationalization 
bridges the gap between abstract guidelines and tangi-
ble measurement in research. In this study, we extend 
evaluation guidelines from the field of interpretable ma-
chine learning and develop evaluation metrics in practi-
cal terms and empirically test them for reliability and 
validity.

The method consists of three main components: data pre-
processing, DATL for fake review detection, and FGKD for 
knowledge discovery, as shown in Fig. 1.
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We use the negative log-likelihood loss as the objective 
function (see Eq. (3)):

J(X) = −log(P (y|z))� (3)

Then, we can use the re-trained model to represent the 
review texts in the form of contextualized word embedding.

P (y|z) is a probability distribution, calculated as the soft-
max of z. For instance, if X  is a fake review, P (y = 1|z) is 
defined in Eq. (2).

P (y = 1|z) = softmax(z) = ez[1]
∑

yez[y] � (2)

Fig. 1  Overall architecture of the 
proposed method
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on the above introduction to DATL we propose the follow-
ing hypotheses regarding its two key design artifacts:

H1 (Representation Learning): The proposed repre-
sentation learning method outperforms the baseline text 
representation methods (e.g., W2V, LSTM-AE, LM) in 
fake review detection.
H2 (Domain Adaptation): Transformer-based mod-
els with domain adaptation outperform the pre-trained 
counterparts in fake review detection.

3.3  Fine-Grain Knowledge Discovery (FGKD)

Despite their potential performance benefits, transformer-
based models are more complex (i.e., more parameters 
compared to traditional machine learning models) and 
consequently more difficult to make sense of compared to 
traditional machine learning models. To better help human 
understand models for fake review detection, we need to 
further analyze model outputs, and the task falls under the 
umbrella of interpretable machine learning (Molnar, 2019).

The FGKD component is essentially a sentence-level 
analysis to discover coherence groups that may contain 
knowledge contributing to fake review detection. Build-
ing on the learned representations and detection results 
from DATL, FGKD allows us to conduct finer-grained 
analysis at the sentence-level (compared to the review-
level in DATL). It is worth noting that we do not require 
the ground truth labels in FGKD, thus, this component is 
unsupervised in nature (compared to supervised-natured in 
DATL), so that our proposed method is essentially hybrid 
learning. As the starting point, we extract the learned rep-
resentations of the detected fake reviews from the DATL 
component. Figure  3 illustrates the proposed sentence-
level analysis process.

Representation Learning  We propose a representation 
learning method based on domain adaptation to capture the 
context of the review texts. The proposed encoding method 
takes the review text that has passed through multiple trans-
former layers in DATL as the input. Specifically, the input 
text, X ∈ Rm×n, is first obtained through word embed-
ding and positional encoding (Vaswani et al., 2017). Each 
transformer layer is represented as three n × n matrices, 
W Q, W K , and W V , where W Q and W K  are used to com-
pute the self-attention of X, W V  is used along with self-
attention in producing E, the output of the current layer.

To increase the anisotropy of the representations, the 
embedding of X , is the average of [CLS] vectors from the 
last t layers, where the value of t is determined heuristically. 
We denote the embedding of X  as C. The [CLS] vectors 
from the domain-adapted model guarantee the anisotropy of 
the review sentences. Figure 2 illustrates the entire process 
of representation learning.
We can observe clear differences between the self-atten-
tions from the pre-trained and domain-adapted models. 
For instance, in the pre-trained model, the attentions of the 
word “everything”, are strong toward other words in the 
same sentence, whereas the domain-adapted model paid 
more attention to other words in the same review (e.g., 
“place”, “food”, “dessert”). The comparison suggests that 
the domain-adapted model pays more attention to domain-
specific words, and thus it is capable of better capturing the 
domain-specific information, as well as the semantic rela-
tionship, from the review texts.

Classification  We train widely adopted supervised classifi-
cation models (e.g., random forest, gradient boosting, see 
Sect. 4.2 for details) by using the embedding C as the input 
and use the trained model for fake review detection. Based 

Fig. 2  Representation learning 
algorithm
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HCGs and LCGs proceed to subsequent analyses. Addi-
tionally, since we are particularly interested in discovering 
signals that contribute to fake review detection, we only 
consider reviews that contain more sentences in their HCG 
than LCG.

Sentence Group Analysis  We first retrieve the contextual 
word representations of the sentences in the HCG and 
LCG groups from the detected fake reviews using the 
classification model in DATL (see Sect.  3.2). In terms 
of fake reviews, higher classification probabilities mean 
that the model is more confident that the contents are 
fake. If a subset of sentences in a review has a higher 
probability compared to the overall review, that means 
they are more likely to be fake contents. Borrowing from 
the signal processing field (Zhang, 2022), we introduce 
a metric namely Signal-to-Noise Ratio (SNR), which 
measures the relationship between desired signals and 
background noises. We define SNR in the fake review 
detection context (see Eq.  (4)) as the model confidence 
level of the content being fake divided by 1 minus the 
model confidence level of the content being fake (which 

Based on the coherence principle of the Truth-Default 
Theory (Levine, 2022) we design an algorithm (i.e., sen-
tence grouping, see Fig.  4) that captures content coher-
ence by zooming into individual sentences within the same 
reviews. The algorithm separates the semantically coherent 
sentences (e.g., signals) from other incoherent ones (e.g., 
noises).

Similarity Calculation  We calculate the similarities between 
all pairs of sentences in a fake review using cosine similar-
ity. Sentence pairs with similarity values greater than the 
average similarity are assigned to semantic set A, and the 
remaining sentence pairs are assigned to set B.

Sentence Clustering  During this step, the sentences within a 
review are clustered into the High Coherence Group (HCG) 
or Low Coherence Group (LCG). Specifically, if a sentence 
appears in greater than 50% (which is set heuristically) of 
all sentence pairs in set A, it is assigned to HCG; otherwise, 
it is assigned to LCG. For instance, if set A contains 10 sen-
tence pairs, and five or more pairs contain sentence s, then 
s is assigned to HCG. Only those reviews with non-empty 

Fig. 3  Sentence-level analysis 
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and then compared with the SNR for the overall review 
(SNRALL). When SNRHCG > = SNRALL, we identify that 
HCG contains knowledge elements that contribute to the 
fake review detection, and LCG contains noises.

4  Dataset and Experiments

We introduce the datasets, experiment settings, and evalua-
tion metrics for the proposed approach.

is the same as the model confidence level of the content 
being authentic).

SNR = P (y = 1|cs)
1 − P (y = 1|cs) � (4)

In Eq. (4), P  is the classification probability (of the sen-
tence s being fake) given the learned representation of 
it (cs). The SNR for the HCG (SNRHCG) is calculated 
as the average SNR for each of the sentences in HCG, 

Fig. 4  Sentence grouping algorithm 
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analysis. Second, we select one dataset where the best 
model significantly outperforms the others (Amazon: max 
difference in F1-Fake: 0.21) and another dataset as a com-
parison group (Yelp-ZIP: max difference in Fake-F1: 0.10). 
After applying the review filtering method (see Sect. 3.3), 
the Amazon dataset contains 4,197 reviews, with 51.6% 
fake versus 48.4% authentic reviews. The Yelp-ZIP dataset 
contains 2,948 reviews, with 53.97% fake versus 46.03% 
authentic reviews. Additionally, given that the XLNet 
embedding yields the best results on both datasets, we select 
the XLNet embedding in this experiment. Furthermore, we 
employ the same classifiers (i.e., SVM, XGBoost, RF, LR, 
and MLP), as well as follow the same train/test split as used 
in Sect. 4. As a result, the filtered Amazon dataset results in 
a 90%/10% split, whereas the Yelp-ZIP dataset results in an 
82%/18% split.

Molnar (2019) suggests a few guidelines for interpretable 
machine learning to assess the robustness of explanations/
interpretations, including accuracy, consistency, and stabil-
ity. In the context of this study, robustness means the discov-
ered knowledge is model-agnostic and data-independent. 
However, the guidelines are too abstract for practical imple-
mentation. Therefore, we extend and operationalize them 
into the novel metrics, tailored to evaluate their robustness 
in the context of fake review detection.

	● F1-Fake ranges from 0 to 1, the higher the better.
	● Consistency: consistency is defined as how similar the 

predictions are between different models trained on the 
same dataset for the same classification task. In the con-
text of this study, consistency measures how much the 
discovered knowledge is independent of the classifier 
used in the classification task. If the consistency is high-
er, the discovered knowledge is more model-agnostic. 
We operationalize consistency as 1 minus the maximal 
difference between the fake class F1 score (F1-Fake) 
from different models using the same data (e.g., discov-
ered knowledge or original data), which ranges between 
0 and 1. Thus, a higher value is more desirable.

	● Stability: stability measures the similarity between the 
predictions using similar instances. Unlike consistency 
which is used to compare the predictive performances 
across different models, stability compares the predic-
tion performances across similar subsets of the data in 

4.1  Datasets

To test the robustness of the proposed method, we use four 
datasets collected from two different domains. The first 
three datasets are restaurant reviews collected from Yelp.
com (Rayana & Akoglu, 2015). These datasets cover three 
geographic locations, including New York city (Yelp-NYC), 
Chicago (Yelp-CHI), and various other regions such as New 
Jersey, Vermont, Connecticut, and Pennsylvania (Yelp-ZIP). 
The fourth dataset is collected from Amazon.com (Saxena, 
2018), which contains reviews from a variety of product 
categories, such as personal computers, electronics, office 
products, and beauty products. We split each dataset into 
training and test sets via random stratified sampling, respec-
tively, as reported in Table 2.

4.2  DATL Experiment Setup

We select three transformer-based models, namely BERT, 
XLNet, and GPT-2, for representation learning of review 
contents in the proposed DATL component. For the deep 
learning baselines, we select autoencoders with LSTM lay-
ers (LSTM-AE) and language models with bidirectional 
Gated Recurrent Unit layers (LM). Additionally, we use 
the pre-trained GloVe model (W2V) to represent the review 
texts.

The outputs from these two groups of models are then 
fed into mainstream classification models, including Logis-
tic Regression (LR), Support Vector Machines (SVM), 
Random Forest (RF), XGBoost (XGB), and Multi-layer 
Perceptron neural networks (MLP), to classify reviews as 
either fake or authentic. Additionally, we set t to 4 in the text 
encoding algorithm (see Fig. 2).

In view of the variations in data balance across different 
datasets, we select the F1-score for the fake class (F1-Fake) 
as the main evaluation metric, which is the harmonic mean 
of the precision and recall metrics for the fake class.

4.3  FGKD Experiment Setup

To evaluate the proposed FGKD component, we select two 
datasets from Table 3 with two main rationales. First, they 
come from two completely different platforms (Yelp and 
Amazon) to demonstrate the robustness of the sentence-level 

Table 2  Experiment datasets
Dataset Train size Test size Class distribution 

(Authentic/Fake)
Yelp-NYC 60,000 12,000 36,000/36,000
Yelp-CHI 12,800 3,200 8,000/8,000
Yelp-ZIP 20,000 4,000 12,000/12,000
Amazon 19,000 2,000 10,500/10,500

Table 3  Representation learning settings
Learning strategy Transformer-based 

model
Baseline 
model

Pre-trained weights + DATL BERT, XLNet -
Pre-trained weights BERT, XLNet, 

GPT-2
W2V

Random weights with training - LSTM-
AE, LM
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	● The relatively low F1-Fake scores (i.e., 0.57 - 0.67) 
from the deep learning baselines suggest that fake re-
view detection is a difficult classification task, which 
in turn highlights the significant improvements (i.e., > 
= 10%) made by the proposed method in this study.

Based on the above three observations, DATL outperforms 
all other models. Thus, H1 is supported. To test H2, we per-
form an independent-sample t-test to compare the model-
ing results of DATL with those of pre-trained models (88 
results). The results show that the F1-Fake of DATL is sig-
nificantly higher than those without DATL (p < 0.001). Thus, 
hypothesis H2 is supported. In other words, the proposed 
DATL yields the best performance in fake review detection.

5.2  FGKD Results

Based on the representation learning and classification 
results from the DATL component, we apply the sentence 
grouping algorithm (see Fig. 4) to cluster sentences in fake 
reviews from the two datasets into HCG and LCG, respec-
tively. Then, the evaluation results, using the proposed con-
sistency and stability metrics, of the HCG/LCG are reported 
in Fig. 5. It is shown from the figure that HCG outperforms 
LCG and ALL (overall review) across all the selected 

this study. The higher the stability, the more the discov-
ered knowledge is data-independent (i.e., less affected 
by sampling biases). We operationalize stability as the 
1 minus the maximal difference between the F1-Fake 
from different subsets of the testing data. Accordingly, a 
higher value is more desirable.

5  Results

5.1  DATL Results

In Table  4, we report the fake review detection results in 
each representation learning setting.

We make the following observations from the results.

	● Among the four datasets, the domain-adapted XLNet 
model outperforms its BERT counterpart across all da-
tasets. This observation confirms the efficiency of the 
XLNet model.

	● On three out of four datasets (except for the Yelp-CHI da-
taset), the LSTM-AE model outperforms the LM model. 
This observation suggests that it might be valuable for 
future research to investigate autoencoder-based models 
and their effectiveness in representing textual contents.

Table 4  Detection results on different representation learning settings
Dataset Yelp-NYC Yelp-CHI Yelp-ZIP Amazon Average

Random Weights with training Baseline LSTM-AE 0.67 0.63 0.63 0.65 0.65
LM 0.61 0.66 0.62 0.55 0.61
W2V 0.57 0.67 0.61 0.62 0.62

Pre-trained weights BERT 0.67 0.63 0.66 0.49 0.61
XLNet 0.68 0.67 0.67 0.50 0.63
GPT-2 0.68 0.60 0.64 0.48 0.60
BERT* 0.67 0.60 0.65 0.52 0.61
XLNet* 0.67 0.66 0.67 0.5 0.63

Pre-trained weights + DATL BERT 0.68 0.65 0.67 0.68 0.67
XLNet 0.69 0.73 0.71 0.69 0.71

* denotes transformer-based encoders with linear projection for classification; the rest of the table shows the best performance for the 5 different 
classifiers. Bold-faced values are the best results from each dataset, respectively

Fig. 5  HCG and LCG evaluation 
results (left: YELP-ZIP, right: 
Amazon)
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581.10%), or at least maintain the same SNR performances, 
in terms of fake review detection.

6  Discussion

6.1  Observations

The experiment results demonstrate the efficacy of the pro-
posed method as a whole and its key components such as 
DATL for fake review detection. In addition, our experiment 
results also consistently demonstrate the positive effects of 
our knowledge discovery method on the effectiveness of 
fake review detection.

Based on the sentence group analysis results of the pro-
posed method, we make the following observations of the 
patterns of fake reviews:

	● Review sentences in HCG have higher sentiment inten-
sity than those in LCG.

	● Sentiment polarity (e.g., positive vs. negative) ex-
pressed in LCG is opposite to the overall sentiment of 
the review.

	● LCG contains more product/service-specific details than 
HCG.

	● LCG contains more call-to-action languages than HCG.

We can find support for the above observations in the litera-
ture. First, studies have shown that fake reviews are more 
polarized compared to their authentic counterparts (Wu et 
al., 2020), however, we discovered that the high polarity is 
driven by the HCG sentences. This observation in turn sug-
gests that measuring sentiment polarity at the review level 
is insufficient; if drilling down to the sentence level, we 
can combine observations #1 and #2 to better detect fake 
reviews. Additionally, details and call-to-action languages 
are characteristics of authentic reviews (Plotkina et al., 
2020), which makes fake review detection more difficult. 
Our observations suggest that if these sentences are in LCG, 
which means they are less coherent compared to other sen-
tences in the same review, they are more likely to be fake. 
Moreover, Abdulqader et al. (2022) proposed a five-stage 
methodology, rooting on various deception theories, to 
guide the online fake review detection process. Among the 
various hypotheses, the authors highlighted constructs, such 
as specificity (amounts of detail), affect, and inconsistency 
help improve fake review detection performance. However, 
in contrast with the findings of our study, the study sug-
gests that lack of specificity usually indicates deceptions. 
We believe that due to the different features of products 
and services, the semantic similarity of the contents is low, 
but specificity is high. The discrepancy can be attributed 

metrics on both selected datasets. In summary, the results 
confirm that our proposed method is capable of discovering 
knowledge that contributes to fake review detection (i.e., 
the HCG groups).

We present the results to demonstrate the usefulness of 
the proposed method. In the Yelp-ZIP dataset, 80 out of 290 
fake reviews (27.59%) in the test data show higher or equal 
classification probabilities toward the fake class using the 
HCG contents only, compared to using all contents. Out of 
these reviews, 95% show a higher SNR in HCG, compared 
to the overall review. In the remaining 5% of reviews, LCG 
contains knowledge that may also contribute to authentic 
review detection.

In the Amazon dataset, 45 out of 217 fake reviews 
(20.73%) in the testing data show a higher probability for 
the fake class using HCG, than the overall reviews. Addi-
tionally, the average classification probabilities over HCG 
are 89.7%, which is 16.3% higher than the counterpart on 
the overall reviews (73.40%). The comparison results pro-
vide strong evidence that the classification models are more 
confident with detecting fake reviews using HCGs than not 
using them.

Additionally, we use several examples from the Yelp-
ZIP and Amazon test data in Table  5 to demonstrate the 
output from the sentence grouping analysis process (see 
Fig. 5). It is worth noting that all results in the test data show 
SNRHCG > = SNRALL are in accordance with the process 
in Fig. 5 (HCGR > = ALLR), which means that excluding 
LCG contents from the fake reviews would improve (up to 

Table 5  Exemplar fake reviews from FGKD
Dataset HCG (underlined) and LCG 

(italicized)
SNRALL SNRHCG

Yelp-ZIP Great food, quick service. Went to 
Becco for a quick meal before see-
ing a show, not knowing anything 
about the restaurant, and was very 
pleasantly surprised. Plus they had 
a lengthy wine list of $25 bottles 
(plus a real wine list) …. not bad 
if you're on a budget

0.68 2.02

Very inattentive and snotty staff. 
They all seemed miserable and 
unwelcoming. Food was ok but 
might have enjoyed it more with 
more pleasant service

1.76 1.76

It was ok. The spinach which is 
served with the seafood dishes is 
extremely bland. The service is 
excellent

0.57 2.02

Amazon The outer plastic is rigid and looks 
nice. Inside is hard rubbery mate-
rial which I guess should be for 
drop protection. The cutouts are 
precise and clean. I would recom-
mend the case

2.17 12.61
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to other tasks, such as other anomaly detection and text clas-
sification problems.

6.3  Practical Implications

The findings in this study have implications for automatic 
and manual fake review detection. First, the fine-grained 
analysis of fake review discourse will inform more precise 
intervention strategies. Second, the sentence clustering and 
filtering method can enhance the efficiency of fake review 
detection without compromising its effectiveness, thereby 
better supporting real-time applications or human assess-
ment. Third, the discovered knowledge can both advance our 
understanding and educate users, which is particularly sig-
nificant given the large number of people relying on online 
reviews. More importantly, the interpretability offered by 
the discovered knowledge can strengthen user trust in fake 
review detection models and enhance users' ability to detect 
fake reviews.Particularly, with models being utilities avail-
able on repositories (e.g., the Huggingface model hub, prac-
titioners can select a reliable model functioning as the DATL 
component (or even use zero-/few-shot learning) in the pro-
posed method and directly apply the FGKD component for 
knowledge discovery purposes. This observation suggests 
that the domain-adapted XLNet model is more capable of 
capturing the linguistic intricacies in fake reviews. Given 
the pervasiveness of reviews across various online plat-
forms and the significant influence of (fake) online reviews 
on consumer decisions, the results of our work constitute an 
important endeavor in improving consumer decisions and 
enhancing consumer trust on online platforms, in terms of 
investigating other aspects (e.g., helpfulness (Kang & Zhou, 
2019) sentiment (Tao & Zhou, 2020)) of online reviews 
using a data-driven method.

7  Limitations and Future Work

This study can be extended in several directions. The DATL 
component of the proposed method may benefit from the lat-
est development in recent decoder-based models (e.g., GPT-4 
(Li et al., 2023) or Meta LLaMA (Touvron et al., 2023)). 
Even though we incorporated careful design to ensure it can 
be more thoroughly tested with online reviews from more 
diverse domains and platforms. In addition, we discovered 
initial knowledge for fake review detection in this study. More 
knowledge can be discovered from analyzing the outputs of 
fake review detection models. This knowledge can in turn be 
used as inputs to enhance the performances of existing detec-
tion models, and as a source for creating guidelines for fine-
grained analyses of fake reviews. For instance, the observations 

to diverse product or service features mentioned in online 
reviews. Although these varying features may reduce coher-
ence or semantic similarity scores, they also increase the 
specificity of the review content.

6.2  Research Contributions and Implications

Our research contributions are threefold. First, we proposed 
a knowledge discovery method for detecting fake reviews. 
We developed a domain adaptation method that situates 
pre-trained transformer-based models in the context of 
online reviews, to learn better representations in regard to 
this problem space. We conducted a series of experiments 
to evaluate the efficacy of DATL. The experiment results 
demonstrate that the proposed method outperforms baseline 
fake review detection methods. They suggest that domain 
adaptation is important for improving the effectiveness of 
generic transformer-based models for solving domain-spe-
cific problems. In addition, domain-adapted XLNet consis-
tently outperforms BERT in representing the review texts 
for fake review detection across different datasets.

Second, fake reviews may not be entirely fake. Accord-
ing to a seminar work studying online deception (e.g., (Zhou 
et al., 2004)), deceivers may intentionally demonstrate their 
credibility in performing a task as part of their strategies 
of gaining trust from the receivers. With the guidance of a 
deception theory, we designed FGKD to extract knowledge 
from sentence-level coherence groups. Moreover, our find-
ings show that only including the contents from the high-
coherence group not only produces better detection results 
but also maintains model robustness. The work contributes 
a novel method for filtering out irrelevant review contents 
that do not aid in fake review detection, thereby enabling 
fine-grained sentence-level analysis for more effective and 
efficient fake review detection. This artifact design is sig-
nificant since most of the transformer-based models impose 
a length constraint on the input sequence (e.g., 128/256/512 
tokens) without crashing the model training process (e.g., 
causing out-of-memory issues). Thus, excluding irrelevant 
contents or focusing only on useful content can help alle-
viate the impact of this constraint. Moreover, the analysis 
of online reviews based on sentence clusters lays the foun-
dation for discovering new knowledge for fake reviews 
detection in future studies. Furthermore, the hybrid learning 
nature of the FGKD does not assume the existence of the 
ground truth labels, which can help researchers overcome 
the scarcity of quality labeled data of fake reviews.

Third, building upon interpretable machine learning, we 
extended and implemented a set of novel metrics for assess-
ing the results of knowledge discovery. These measures 
along with the sentence clustering method can be extended 

1 3

1122



Information Systems Frontiers (2026) 28:1109–1125

extended literature review shows that these classification 
models are widely used in the extant literature (see Table 1). 
The comparison of different encoding/embedding methods 
and their respective performances in the table provides evi-
dence for our selection of BERT and XLNet as the encoder 
in this study. Appendix Table 6 reports the detailed perfor-
mance of all classifiers.
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reported in Sect. 6.1 can be further developed into decision 
rules or guidelines. Additionally, it will be an interesting future 
research direction to measure how constructs, such as speci-
ficity and coherence, interact with each other. Our proposed 
method has a comparable computational complexity to state-
of-the-art models. However, the domain adaptation compo-
nent demands more computational resources than other parts 
of the method. Fortunately, this process is only required dur-
ing training. Once trained, the model can be deployed to real-
time or test data without significant concerns. Furthermore, 
the efficiency in sentence clustering and analysis process can 
be improved by storing sentence embeddings and their pair-
wise similarities in vector databases, similar to Retrieval-Aug-
mented Generation (RAG) techniques (Lewis et al., 2020). A 
field experiment applying the knowledge discovery approach 
on a real review platform would be a valuable next step. More 
specifically, the field study can be used to validate the design 
and configuration of the proposed method, such as the heuris-
tic threshold we selected to determine HCGs.

Appendix 1. Comparison of Classifiers in 
DATL

In this study, we employed 5 different classifiers, including 
Logistic Regression (LR), Support Vector Machines (SVM), 
Random Forest (RF), XGBoost (XG), and Multi Layer Per-
ceptron (MLP). In addition, we also tested using the fully 
connected layer with BERT and XLNet (linear projection, 
or single layer perceptron) for classification purposes. Our 

Table 6  Comparison of classifiers in DATL
Encoder BERT XLNet

Dataset Classifier f1-fake accuracy precision recall f1 f1-fake accuracy precision recall f1
Yelp-NYC SVM 0.68 0.72 0.74 0.63 0.72 0.69 0.74 0.73 0.70 0.75

RF 0.67 0.72 0.73 0.66 0.71 0.69 0.73 0.71 0.74 0.72
XG 0.66 0.71 0.70 0.70 0.70 0.68 0.72 0.69 0.70 0.72
LR 0.63 0.66 0.65 0.66 0.66 0.67 0.70 0.68 0.70 0.69
MLP 0.68 0.72 0.73 0.65 0.72 0.67 0.69 0.70 0.67 0.67

Yelp-CHI SVM 0.65 0.69 0.66 0.70 0.70 0.73 0.77 0.75 0.76 0.77
RF 0.65 0.69 0.66 0.70 0.70 0.70 0.69 0.73 0.70 0.70
XG 0.64 0.70 0.70 0.68 0.66 0.72 0.71 0.75 0.70 0.69
LR 0.65 0.69 0.68 0.66 0.67 0.73 0.76 0.74 0.69 0.71
MLP 0.64 0.70 0.70 0.68 0.66 0.71 0.70 0.70 0.71 0.71

Yelp-ZIP SVM 0.67 0.74 0.69 0.76 0.73 0.71 0.72 0.68 0.74 0.70
RF 0.67 0.74 0.69 0.76 0.73 0.70 0.69 0.66 0.65 0.67
XG 0.67 0.74 0.69 0.76 0.73 0.71 0.73 0.66 0.72 0.70
LR 0.66 0.72 0.66 0.70 0.72 0.70 0.70 0.68 0.71 0.70
MLP 0.66 0.72 0.66 0.70 0.72 0.69 0.66 0.64 0.70 0.66

Amazon SVM 0.68 0.69 0.69 0.70 0.70 0.69 0.72 0.68 0.74 0.70
RF 0.66 0.66 0.69 0.65 0.63 0.69 0.71 0.64 0.69 0.70
XG 0.68 0.68 0.72 0.61 0.64 0.68 0.73 0.66 0.72 0.72
LR 0.67 0.69 0.69 0.70 0.70 0.67 0.70 0.66 0.69 0.70
MLP 0.68 0.67 0.67 0.68 0.67 0.69 0.68 0.69 0.66 0.66
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