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ABSTRACT

DAVY JAMES HALLIHAN. A comparative performance study of OP-TEE on
AMD Zynq architectures. (Under the direction of DR. RONALD SASS)

Prior measurements of ARM TrustZone latency focus on bare-metal monitors or hy-

pervisor abstractions rather than the full overhead of a production Trusted Execution

Environment (TEE). This thesis benchmarks Open Portable TEE (OP-TEE) on two

AMD FPGA-SoC platforms, the PYNQ-Z2 (Zynq-7000, Cortex-A9, ARMv7, 667

MHz) and the AUP-ZU3 (Zynq UltraScale+, Cortex-A53, ARMv8, 1.2 GHz), mea-

suring world-switch latency and end-to-end secure peripheral access through a Trusted

Application (TA). The delay was decomposed into the portion spent switching worlds

and the portion spent on AXI transactions. The AUP-ZU3 outperforms the PYNQ-

Z2 by 3.0x on SMC round-trip latency and 4.2x on PTA AXI read cost. Expressed

in clock cycles derived from wall-clock time, the AUP-ZU3 completes a world-switch

round trip in approximately 63,200 cycles compared to 105,000 on the PYNQ-Z2.

Normalizing the 3.0x SMC speedup by the 1.8x clock-frequency ratio leaves a further

1.66x not explained by clock frequency. This residual is hypothesized to come from

a cleaner Exception Level model in ARMv8 than the modes of ARMv7, as well as

highly optimized firmware routing. On both platforms, OP-TEE dispatch overhead

accounts for the majority of secure peripheral access latency. On the PYNQ-Z2, the

AXI bus transaction itself accounts for less than 15% of total PTA AXI read cost,

while it accounts for over 30% of total PTA AXI read cost on the AUP-ZU3. For

engineers migrating between device generations, the world-switch path is the primary

latency concern, and optimization concerning minimization of OP-TEE world-switch

invocations is the most effective way to increase trusted application performance on

ARM FPGA-SoCs.
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CHAPTER 1: INTRODUCTION

Field Programmable Gate Arrays (FPGAs) are increasingly being deployed in

safety-critical embedded systems [17, 23]. Across public infrastructure, energy distri-

bution networks, and modern automotive platforms, FPGAs have given rise to the

ability to deploy customized logic at the edge. This is due to the shortened devel-

opment cycle and relative affordability of FPGAs compared to Application Specific

Integrated Circuits (ASICs), which require significant upfront investment in design

and fabrication.

Systems requiring the flexibility and design agility of FPGAs are becoming more

commonplace and increasingly interconnected. FPGA-based automotive sensors com-

municate with centralized vehicle computers and ICS/SCADA systems increasingly

become orchestrated using cloud infrastructure. This increased connectivity expands

the attack surface significantly [2]. When a Linux computer is exposed to a network

and implicitly trusts connections from that network, the only necessary step remain-

ing for compromise is a vulnerability in the software receiving input. In safety critical

systems, such vulnerabilities can be exploited, and the results of such exploitation can

be dire. This means that we must protect core device functionality from compromise,

or suffer the consequences.

A primary objective in such designs is the isolation of core functionality from

potentially compromised peripheral components. This can be achieved through ARM

TrustZone, a hardware-based security architecture offered on ARM processors that

provides Trusted Execution Environments (TEEs). TEEs provide hardware-enforced

isolation, executing sensitive software in a secure world separate from other system

workloads and restricting access to critical system resources. Developers can then
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define specific APIs and limited ingress channels to the TEE.

While the fundamental security architecture of TrustZone has remained the same

since its introduction in ARMv6 [8], the underlying hardware implementation has

had to change and evolve through generations as other chip architecture changes

are made for chip optimization and new usecases. These transitions fundamentally

change architecture, hierarchy, and above all, performance.

Safety critical edge systems often use the Zynq 7000 series FPGAs, originally re-

leased by Xilinx in 2011, which are based on the ARMv7 architecture. These devices

are still of such wide use that AMD recently extended the support end of life twice,

once from the prior end date of 2026 to 2035 (in 2022) [7], and again from 2035 to

2040 (in 2026) [5].

The next generation chip beyond the Zynq 7000 series is the Zynq UltraScale+

series, which is based on the ARMv8 architecture. These chips are becoming increas-

ingly common in new designs, and represent a significant portion of transitions to

ARMv8 coming from the Zynq 7000 series.

While the transition is necessary in order to modernize applications and take ad-

vantage of the new features and capabilities of the ARMv8 architecture, it introduces

a fundamentally different exception model and new TrustZone enforcement mecha-

nisms. These changes have profound implications for trusted computing performance

that are not well documented and are important for developers to understand when

planning migrations.

Other studies before have measured the performance of bare TrustZone hardware

transitions [21, 31], which provides context for the performance impact. However,

those measurements fail to account for the cumulative overhead introduced by a pro-

duction implementation of trusted computing. There are various Trusted Execution

Environments that provide tooling such as monitor programs, client libraries, and se-

cure operating systems. One such example is Open Portable TEE (OP-TEE) [18, 29],
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Secure AXI HardwareOP-TEE (Secure OS)Secure Monitor (SMC)Non-Secure KernelNon-Secure App (Linux)

Secure AXI HardwareOP-TEE (Secure OS)Secure Monitor (SMC)Non-Secure KernelNon-Secure App (Linux)

Cumulative Latency Path for an OP-TEE Call

Request Secure Operation
1

Context Switch (Normal World)
2

Dispatch to Secure World
3

AXI Read/Write Transaction
4

Hardware Response
5

Context Return (Secure World)
6

Return to Normal World
7

Operation Complete
8

Figure 1.1: Summary of all penalties associated with a secure hardware read from
the non-secure world.

an open-source TEE framework meant for ARM devices. A single secure transaction

involving a peripheral read on these frameworks requires a complex series of executions

in addition to the actual hardware context switch. First, the non-secure operating

system must set up and invoke the TEE client libraries, and trigger a Secure Monitor

Call (SMC) exception. That exception triggers the context switch and secure world

setup necessary to establish the enclave. The sources of latency are illustrated in

Figure 1.1. These full stack latencies are important to keep in mind, as production

implementations of trusted computing necessitate more advanced software tooling to

produce more comprehensive functionality.

This thesis addresses this gap by providing the first direct, end-to-end performance

comparison of the OP-TEE stack running on both ARMv7 and ARMv8 FPGA-SoCs.

By timing the full execution path from the non-secure world benchmark application,

through the TEE dispatch, to a secure AXI peripheral access, this work provides the

quantitative data necessary for engineers to make informed architectural decisions

when migrating between FPGA-SoC generations.
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Specifically, we pose this question: does the architectural shift from ARMv7 to

ARMv8 make operation of OP-TEE more or less performant? To address this, we

define three specific research questions:

1. RQ1: How does OP-TEE world-switch latency compare between ARMv7 and

ARMv8 FPGA-SoC platforms, and to what extent is any difference attributable

to clock frequency versus architectural changes in the TEE execution path?

2. RQ2: How does the overhead of accessing a TrustZone-protected AXI periph-

eral through OP-TEE compare between ARMv7 and ARMv8 FPGA-SoC plat-

forms?

3. RQ3: How is total secure peripheral access latency distributed between the

OP-TEE world-switch path and the underlying AXI bus transaction?

Based on these questions, three hypotheses were formulated:

• H1 (SMC Cycle Count): We anticipate the cycle count for each Secure

Monitor Call will be higher on the Zynq UltraScale+ than on the Zynq-7000.

Managing a full 64-bit context requires saving 31 general-purpose registers in-

stead of 15 [10, 15].

• H2 (SMC Wall-Time): We expect the Zynq UltraScale+ to complete each

SMC round-trip at least 20% faster in wall-clock time, driven primarily by a

nearly doubled clock frequency (1.2 GHz vs 667 MHz).

• H3 (PTA AXI Performance): We expect a minimal PTA performing an AXI

transaction to be at least 40% faster in wall-clock time on the Zynq UltraScale+

compared to the Zynq-7000.

The primary contributions of this work include:
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• Benchmarking Framework: The development of a simple OP-TEE bench-

marking framework targeting measurement of SMC, OPTEE dispatch, and se-

cure AXI transactions on both ARMv7 and ARMv8 Zynq-based FPGA-SoCs.

• Quantitative Architectural Analysis: A direct cross-platform comparison

of OP-TEE overhead on FPGA-SoC architectures, providing quantifiable timing

data for the performance differences of OP-TEE between platforms.

• Design Guidance: An analysis of the performance differences between plat-

forms that enables system designers to make informed decisions when migrating

trusted computing applications between ARMv7 and ARMv8 based FPGA-

SoCs using comparable OP-TEE build configurations.

The remainder of this thesis is structured as follows. In Chapter 2 (Background),

we provide technical knowledge and describe architecture for ARM TrustZone, the

OP-TEE environment, and the specific features of the Zynq-7000 and Zynq Ultra-

Scale+ FPGA-SoCs and their processing subsystems. In Chapter 3 (Design), we

describe our benchmarking hardware and software. This includes the design of a

TrustZone-protected AXI peripheral, a custom Pseudo-Trusted Application (PTA)

used for measurement and timing, and the boot flow for each platform. In Chapter 4

(Results), we present the experimental data, evaluate our core assumptions, and pro-

vide an analysis of the observed performance differences and the sources of latency.

Finally, in Chapter 5 (Conclusion), we summarize the findings by discussing the per-

formance implications for secure embedded systems as they transition generations.



CHAPTER 2: BACKGROUND

2.1 ARM TrustZone Architecture

ARM TrustZone technology establishes a hardware-enforced isolation boundary,

dividing the system into two distinct execution environments, the Secure world and

the Normal (non-secure) world [8, 28]. Resources residing in the Secure world cannot

be accessed by Normal world components, ensuring that sensitive applications remain

protected even if the normal world software is fully compromised. Switching between

these worlds is mediated by a “secure monitor” program, and initiated via a Secure

Monitor Call (SMC) instruction [14].

The software we run in the Secure world is called the Trusted Computing Base.

This is typically minimized as much as possible, to reduce the attack surface. While

the non-secure world may run a rich Linux operating system with many accessible

network interfaces such as a web server, the secure world can expose a small set of

APIs to the normal world that control access to cryptographic keys and sensitive data.

This means that even if someone gained full compromise of the non-secure world by

exploiting a vulnerability in the web server, they would have limited ingress channels

to compromise sensitive data.

ARM TrustZone and Trusted Execution Environments in general are best under-

stood as a foundational security primitive. They are a hardware-enforced isolation

method to separate worlds with different capabilities. The ARMv7 and ARMv8 gen-

erations represent the two architectures evaluated in this thesis, each implementing

TrustZone through meaningfully different hardware models [30].

As pictured in Figure 2.1, on ARMv7 devices like the PYNQ Z2 (which uses a

Cortex-A9 processing system), the processor has a variety of modes it switches be-
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HYP
Hypervisor

SYS
System

Secure
SYS

UND
Undefined

Secure
UND

ABT
Abort

Secure
ABT

SVC
Supervisor

Secure
SVC

IRQ
Interrupt

Secure
IRQ

FIQ
Fast Int.

Secure
FIQ

USR
User Mode

Secure
USR

MON (Secure Monitor)

Figure 2.1: Comprehensive physical mapping of ARMv7 execution modes across
TrustZone boundaries.
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Normal World Secure World

EL2
Hypervisor

EL1
Rich OS / Linux

Secure EL1
Secure OS / OP-TEE

EL0
Client Apps

Secure EL0
Trusted Apps

EL3
Secure Monitor / ATF

Figure 2.2: Comprehensive mapping of ARMv8-A Exception Levels (EL0–EL3) across
TrustZone boundaries.

tween for normal operation. While there is some hierarchy for these modes, they all

serve different functions that are necessary for the processor to operate. This means

that for TrustZone to operate the processor in a secure world, we need equivalents of

those modes in both worlds. On top of that, we also need a dedicated Monitor mode

that services switching between the worlds and that cannot be managed from within

either world. When an SMC is dispatched on this platform, the processor transitions

through Monitor Mode, which preserves and swaps banked registers across the world

boundary before routing execution into the Secure world.

As shown in Figure 2.2, the ARMv8 architecture replaces the complex mode-based

model we described earlier with a simpler four-tiered Exception Level (EL0–EL3)

hierarchy. The higher the Exception Level, the more access a program has. Differently

from ARMv7 as well, for each exception level there is a dedicated stack pointer, link

register, and saved program status register. Furthermore, ARMv8 adds support for

tagging cache and TLB entries by world, removing the need for software-initiated

flushes on every switch [15, 30]. ARMv7 in the meanwhile has to flush the entire

TLB before every world switch, to prevent one world from resolving virtual addresses

to physical addresses present in the other world.

The highest level, EL3, executes the secure monitor code responsible for performing
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world switches [15, 30]. In ARMv8, ARM Trusted Firmware (TF-A) acts as the EL3

monitor, amongst other purposes [33]. It handles world switching and secure boot

services.

In the ARMv8 model, standard Linux kernel execution occurs at EL1, TrustZone

switches are handled explicitly at EL3, and OP-TEE executes its trusted OS kernel

isolated in S-EL1. A secure request on this platform therefore traverses a strictly

bounded set of Exception Levels (EL0 -> EL1 -> EL3 -> S-EL1 -> S-EL0).

While not the focus of this work, it’s worth mentioning where TrustZone can be

taken even farther. ARMv9 is a more recent release that introduces the Arm Confi-

dential Compute Architecture (CCA) alongside TrustZone, and adds the Realm Man-

agement Extension (RME), enabling multiple hardware-isolated confidential compute

environments analogous to AMD SEV and Intel TDX [12, 22]. This enables running

multiple sensitive workloads and mutually isolating them from each other, enabling

defense against more complex threat models and the possibility of running more sen-

sitive workloads on the same device. RME is beyond the scope of this work, but the

ARMv7-to-ARMv8 measurements presented here provide a concrete baseline for eval-

uating the overhead cost of each generation step as ARMv9 CCA platforms eventually

appear in embedded deployments.

2.2 OP-TEE and Trusted Execution Environments

TrustZone provides the hardware isolation primitive, but within each execution

environment, a software operating system is needed to practically run software and

interact with complex peripherals. On the normal world side, this is almost always

some variant of Linux or a real time operating system. In the secure world, there

are also many options. For this thesis, we use Open Portable TEE (OP-TEE) as our

TEE implementation, a common TEE for ARM processors. This enables us to not

just measure the hardware overhead, but measure performance overheads associated

with the dispatch of a complete secure operating environment akin to what would



10

be used in industry for production deployments. OP-TEE is a mature, well docu-

mented operating system, providing secure logic scheduling, session management, and

cryptographic APIs [18, 29].

OP-TEE has three structural pieces relevant to this work. On the secure side,

OP-TEE OS is a lightweight kernel that manages and schedules secure world applica-

tions. On the normal world side, a client library (libteec) provides the GlobalPlat-

form TEE Client API, which applications link against to open sessions and invoke

commands in the secure world. For Zynq-7000, OP-TEE also ships its own ARMv7

secure monitor; on Zynq UltraScale+, TF-A at EL3 handles that role instead [1].

Secure software runs inside OP-TEE as one of two types:

• Trusted Applications (TAs) run in secure user-space (S-EL0), similar to a

user-space application on Linux. They are logically isolated from the OP-TEE

kernel and from each other and cannot access hardware resources directly. If

they wish to access peripherals, they must make a request to the OP-TEE

kernel.

• Pseudo Trusted Applications (PTAs) are compiled into the OP-TEE ker-

nel and run at S-EL1 on ARMv8 (or equivalently Secure Supervisor mode on

ARMv7) with full kernel privilege. This can be thought of as a kernel module

in Linux. When you add a hardware peripheral to an OP-TEE deployment,

this is how you facilitate access. We use a PTA for our benchmark as described

in Chapter 3. Alternatively you could have a minimal PTA and manage access

through a TA that also performs other logic in the secure world, but that adds

unnecessary complexity for the purposes of our benchmark.

2.3 Xilinx Zynq FPGA SoCs

Modern System-on-Chip (SoC) devices, such as the Xilinx Zynq-7000 and the Xil-

inx Zynq UltraScale+ (ZU3), combine hard-core ARM Processor Subsystems (PS)
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with Programmable Logic (PL) fabrics [37, 38]. The integration between the hard-

core processor subsystem and the programmable logic relies on an AXI interconnect,

which enables memory-mapped reads and writes across the PS-PL bridge [13]. Cus-

tom hardware peripherals that interact with I/O can be created in the PL, and then

mapped to memory ranges that the PS can access, allowing many capabilities includ-

ing sensor interfaces, custom accelerators, and physical interactions with the world.

This is where the power of reconfigurable computing lies.

As a result of this flexibility, security mechanisms are necessary to enforce software

access to hardware resources, otherwise minimal access to embedded systems could be

escalated to full system compromise, which can have devastating consequences when

FPGAs are used in critical applications. The AXI interconnect on AMD SoCs can be

used to enforce TrustZone access to peripherals, sourcing a bit from the TrustZone

control registers to determine if a transaction is secure or not. This means that it is

enforceable to allow a secure world application access to a peripheral in the PL, and

block normal world applications from accessing it.

The Zynq-7000 SoC allows enforcement of TrustZone access to the PL, but only at

a coarse-grained level. The System Level Control Register (SLCR) fields TZ_FPGA_M

and TZ_FPGA_AFI gate the entire AXI General-Purpose master port as a unit, so

enabling TrustZone protection at the PS-PL boundary blocks all non-secure traffic

to the PL, not just traffic targeting a specific peripheral. This is in contrast to

the Zynq UltraScale+ SoC architecture, which allows for control over exactly which

peripherals are accessible by the secure world, and which are accessible to the normal

world. This is achieved through the Xilinx Memory Protection Unit (XMPU) and

Xilinx Peripheral Protection Unit (XPPU), which allow granular, per-region AXI

security filtering at the interconnect level. This architectural difference shapes how

TrustZone enforcement is configured on each platform, as described in Chapter 3.

Beyond their differing security capabilities, the two platforms also differ substan-
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(a) PYNQ-Z2 (Zynq-7000) (b) AUP-ZU3 (Zynq UltraScale+)

Figure 2.3: The two AMD FPGA-SoC platforms used in this thesis.

tially in their processor specifications, which directly affects how benchmark results

must be interpreted. Both boards use ARM chips (Figure 2.3), and both use the

Application (A) specifications of their respective chip generations, which are meant

to run Linux and other rich operating systems. The PYNQ-Z2 processing subsystem

uses a dual-core ARM Cortex-A9 running at 667 MHz, a 32-bit ARMv7-A processor

fabricated on a 28nm process [4, 38]. The AUP-ZU3 processing subsystem uses a

quad-core ARM Cortex-A53 running at up to 1.2 GHz, a 64-bit ARMv8-A processor

fabricated on a 16nm process [6, 37]. Additionally, the Cortex-A9 is an out-of-order

processor, while the Cortex-A53 is in-order [9, 11]. These differences mean that a raw

speed comparison between the two boards can conflate microarchitectural behavior

with clock-speed advantages, which is why cycle-count normalization is essential when

analyzing results.

2.4 TrustZone on FPGA SoCs

The mechanism that enforces TrustZone protection within the AXI interconnect is

the AxPROT[1] signal, defined by the AXI protocol [13]. This bit is carried on both

the read channel (ARPROT[1]) and the write channel (AWPROT[1]) of every AXI trans-

action. The value is derived from the current processor security state, so transactions

originating from the secure world carry AxPROT[1]=0 (low is secure) and normal-
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world transactions carry AxPROT[1]=1 (high is non-secure). An AXI interconnect

configured to protect a downstream peripheral will reject any transaction without

the proper value, returning a SLVERR response.

Extending TrustZone protection into the PL therefore requires the interconnect or a

downstream firewall to be configured to honor TrustZone protection. The enforcement

strategy differs between the two platforms used in this thesis.

• On the Zynq-7000 (PYNQ-Z2), TrustZone routing at the PS-PL interface is

controlled via the SLCR registers TZ_FPGA_M and TZ_FPGA_AFI, which apply

protection to the entire AXI master port [16, 38]; the benchmark bitstream

enables this enforcement so the secure world can reach the protected peripheral.

• The UltraScale+ (AUP-ZU3) instead enforces protection per-port through the

XMPU and XPPU, applied to the protected peripheral’s interconnect port.

2.5 Prior SMC and World-Switch Latency Measurements

The cost of entering and exiting the secure world via the monitor is a major de-

sign constraint. Amacher and Schiavoni [3] measure this overhead using OP-TEE

on general-purpose ARM hardware, and TS-Perf [32] benchmarks TrustZone per-

formance alongside other TEE architectures. To our knowledge, no previous work

examines this cost on FPGA-SoC platforms, across ARMv7 and ARMv8 generations,

or the impact of a TrustZone-protected FPGA peripheral.

Evaluating bare TrustZone latencies can give designers inaccurate expectations.

Real-world deployments tend to rely on a full TEE OS, which introduces a software

stack that includes secure OS overhead on top of the raw TrustZone setup [25]. Thus,

the benchmark data collected purely against a bare monitor does not reflect the

delay characteristics of interacting with a secure peripheral through OP-TEE. The

measurements in this thesis are not directly comparable to prior bare-monitor figures
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because they include the full OP-TEE software stack: kernel driver, client library, OP-

TEE thread scheduling, and PTA dispatch layered on top of the hardware cost. This

is intentional and is the overhead a developer deploying OP-TEE actually observes.

2.6 Recent Generic TrustZone and OP-TEE Benchmarking

The necessity of understanding TrustZone and OP-TEE overhead remains an active

area of research as the industry fully explores the scope of what TEEs can protect

and their security. As TEEs are adopted for increasingly complex and time-sensitive

workloads, they are being pushed to support advanced runtimes, so benchmarking

must be expanded to cover more diverse scenarios to fully understand the timing

implications of using trusted computing to run such software.

Recent studies have expanded OP-TEE benchmarking into cutting-edge domains.

For example, Liu et al. explored the memory and performance bottlenecks of execut-

ing neural networks within OP-TEE [26]. Similarly, M{'e}n{'e}trey et al. presented

WaTZ, a framework for deploying and attesting WebAssembly applications inside

TrustZone [27]. Both of these studies underscore that the software overheads intro-

duced by moving advanced runtimes into the secure world are significant and require

careful measurement. However, they primarily focus on the impact of running com-

plex software entirely within the secure world.

Furthermore, the timing constraints of TrustZone world-switches remain a critical

bottleneck across emerging domains. Recent literature highlights the impact of these

context-switching delays in real-time cyber-physical systems [35], the architectural

transition to ARM’s new Confidential Compute Architecture (CCA) [12, 22], and

energy-efficient mobile task scheduling [34]. This trend continues into cutting-edge

2026 research, where studies on securing Large Language Models (LLMs) [36] and

broad surveys of trust chain architectures [24] consistently identify TEE interaction

latency as a primary limitation. These diverse benchmarking efforts reinforce that

quantifying TEE overhead is a fundamental prerequisite for deploying modern se-
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cure applications, further motivating the need for the specific platform measurements

presented in this thesis.

2.7 Research Motivation

Prior work establishes measurements for TrustZone world-switch latency, but stops

short of measuring the full software overhead that production systems actually expe-

rience. Existing studies target general-purpose ARM hardware [3] or cross-TEE plat-

form comparisons [32]. These are environments that omit the layers a real FPGA-SoC

deployment adds, and that developers care about. Additional latency sources include

kernel driver dispatch, TEE client libraries, EL3 monitor handling, TEE dispatch,

and TEE OS overheads. A latency figure from these benchmarks therefore cannot be

applied to a system running OP-TEE on an FPGA-SoC without significant adjust-

ment.

Additionally, while TrustZone has been benchmarked against other TEE archi-

tectures [32], it has not been compared against itself across ARMv7 and ARMv8

FPGA-SoC generations. A designer migrating from a Zynq-7000 to an UltraScale+

system must currently extrapolate from disparate data points rather than a controlled

side-by-side measurement.

Finally, while prior work has demonstrated TrustZone-protected PL peripherals

[19, 20], to our knowledge the available literature does not include a measurement of

the full round-trip latency of accessing such a peripheral through OP-TEE, nor a de-

composition of that overhead into its world-switch and AXI transaction components.

This work addresses these gaps with a controlled benchmark of both the PYNQ-

Z2 and AUP-ZU3 platforms. We measure full OP-TEE round-trip latency to a

TrustZone-protected AXI peripheral and decompose it into world-switch overhead

and AXI transaction cost, providing a practical reference for developers working with

or migrating between these platforms.



CHAPTER 3: SYSTEM DESIGN AND IMPLEMENTATION

Measuring the performance cost of TrustZone context switching and secure pe-

ripheral access on ARM architectures requires an environment free of unnecessary

variability. We present a benchmark system targeting two platforms from AMD, the

ARMv7-based (Cortex-A9) PYNQ-Z2 and the ARMv8-based (Cortex-A53) AUP-

ZU3. We use this system as a baseline to collect the timing data needed to answer

the latency questions we posed.

The rest of this chapter is organized as follows. In Section 3.1, we detail the imple-

mentation of an AXI hardware peripheral that enforces TrustZone protection, which

we use to benchmark timing of transactions between boards. In Section 3.2, we outline

the software execution stack, focusing on the OP-TEE Pseudo Trusted Application

(PTA) which is capable of measuring AXI transactions or simply returning instantly

for SMC benchmarking. In Section 3.3, we describe the benchmark application de-

veloped for the non-secure Linux OS. In Section 3.4, we cover the build pipelines and

boot infrastructure needed to run the benchmarks on both the Xilinx PYNQ-Z2 and

AUP-ZU3. Finally, Section 3.5 addresses the design constraints encountered and the

methodologies employed to ensure the latency metrics are directly comparable.

3.1 Hardware Design

Both boards share a common base programmable logic (PL) design built with

Vivado 2025.2. A single TrustZone-protected AXI4-Lite peripheral is connected to

the hard core processor subsystem (PS) via an AXI Interconnect IP [13, 37, 38]. This

topology is illustrated in Figure 3.1. The design deliberately keeps the peripheral

itself trivial, just reading a switch, as the goal is to create a clean, reproducible
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Programmable Logic 100MHz

Processing System

M_AXI

M00_AXI (Secure)
0x40001000 / 0xA0001000

ARM Cortex Processors

AXI Interconnect

Secure Switch AXI

Figure 3.1: Experimental hardware architecture with the TrustZone-protected AXI
peripheral.

AXI transaction that can be measured consistently across both boards without any

variable overhead.

The peripheral, secure_switch_axi, is a minimal read-only AXI4-Lite peripheral

implemented in Verilog. The custom peripheral samples the physical slide switches

present on both boards. It is read via a single 32-bit memory-mapped register. No-

tably, functionality and speed wouldn’t vary until the AXI peripheral needs to carry

more than 32 bits of data, so multiple switches and buttons can be bundled into

the same PL peripheral without downside. Two switches are currently being read

through this peripheral. Additionally, the 32-bit register width does not change be-

tween boards despite the 64-bit architecture of the ZU3. AXI4-Lite bus width is

configurable and we standardized it to 32-bit on both the PYNQ-Z2 and AUP-ZU3

to minimize variability and differences between platforms. The same RTL source
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Figure 3.2: Vivado hardware block design showing the AXI Interconnect topology.
The non-secure AXI peripheral visible in the block design is retained from the broader
board design and is not exercised in the reported measurements.

is used on both boards without modification, with only the Vivado target part and

address assignment differing.

The AXI Interconnect connects the PS master to the secure_switch_0 periph-

eral on master port M00. TrustZone enforcement is configured so that only secure-

world transactions are forwarded to secure_switch_0: on the AUP-ZU3 via the

M00_SECURE property on the interconnect IP, and on the PYNQ-Z2 via the SLCR

TZ_FPGA_M and TZ_FPGA_AFI registers. The Vivado block design implementing this

topology is shown in Figure 3.2.

The peripheral runs on the 100 MHz fabric clock (FCLK_CLK0). The

secure_switch_0 peripheral is mapped at base address 0x4000_1000 on the PYNQ-

Z2 and 0xA000_1000 on the AUP-ZU3, with TrustZone enforcement applied on both

platforms.

While the base PL design is visually identical on both platforms, the two SoCs

enforce TrustZone security through different mechanisms at the interconnect level.

On the Zynq UltraScale+ based AUP-ZU3, the interconnect supports granular per-

port filtering. The M00_SECURE property strictly isolates the secure_switch_0 port

so that only secure-world transactions reach the peripheral.

The older Zynq-7000 based PYNQ-Z2 lacks granular per-port filtering; TrustZone
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Zynq-7000 Architecture PYNQ-Z2

Normal World

Blocked

Secure World

M00

PS7 CPU

TZ_FPGA_M
whole-port gate

Transactions Halted

AXI Interconnect

Secure Switch

Zynq UltraScale+ Architecture AUP-ZU3

Any State

M00: Secure Only

PS8 CPU

AXI Interconnect

Secure Switch

Per-port filtering: only 
secure

transactions reach the 
peripheral

TZ_FPGA_M gates the 
entire

master port to secure only

Figure 3.3: TrustZone enforcement differences between the PYNQ-Z2 and AUP-ZU3.

enforcement is instead applied to the whole AXI master port through the SLCR

TZ_FPGA_M and TZ_FPGA_AFI registers, which restrict the port to secure-world trans-

actions. These architectural gating differences are illustrated in Figure 3.3.

3.2 OP-TEE PTA

The secure-world benchmark logic runs as an OP-TEE Pseudo Trusted Application

(PTA). A standard PTA is compiled directly into the OP-TEE kernel. It executes at

S-EL1 on ARMv8 (AUP-ZU3), or equivalently in Secure Supervisor mode on ARMv7

(PYNQ-Z2), utilizing the same privilege level as the TEE kernel itself. We made

the choice to use a PTA instead of a user-space TA to minimize intermediary stages,

letting us target the most basic world-switch possible with OP-TEE. The software

execution stack across both worlds is illustrated in Figure 3.4.

The PTA exposes two commands, each targeting a different component of our

latency model.
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Secure World (TrustZone)

Normal World (Linux)

SMC

World Switch

AXI Read

Host Benchmark App

libteec

OP-TEE Linux Driver

OP-TEE Kernel

Benchmark Pseudo TA

ARM Trusted Firmware
EL3 Monitor

Secure Switch AXI

Figure 3.4: Software execution stack and boundary segregation within the OP-TEE
environment.
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1. PTA_CMD_NOP: Performs no work and returns immediately. It isolates the base-

line cost of a complete world-switch round trip. This includes the SMC trap

from Linux, the OP-TEE setup and dispatch, the PTA dispatch, and the return

path through the monitor back to normal world.

2. PTA_CMD_AXI_READ: Performs a single io_read32() to the memory-mapped

secure switch address. PMU cycle timestamps are taken immediately before

and after the read inside the handler body to measure the AXI transaction

time directly in hardware clock ticks.

To collect hardware timestamps, the PMU cycle counter is configured at PTA ini-

tialization to count every cycle. The counter is reset before each measurement. Since

the boards rely on different ARM generations, two separate PTA source files were cre-

ated, one for each generation. Both implement identical command structure, session

management, and dispatch logic. The place where they differ is in how they access the

PMU cycle counter. The AUP-ZU3 build must use AArch64 system registers [11, 15]

while the PYNQ-Z2 build uses the ARMv7 CP15 coprocessor interface [9, 10]. Ad-

ditionally to the differences in how they access the PMU cycle counter, a build-time

flag differs between the board’s PTAs. The flag is CFG_SWITCH_BASE, which is set

to the board-specific peripheral address for the secure AXI switch, 0xA000_1000 for

the ZU3 and 0x4000_1000 for the PYNQ-Z2. These addresses are different due to

different AXI master port base addresses.

3.3 Host Benchmark Application

The host application is a C program running in Linux normal-world userspace.

It communicates with the PTA through libteec, the GlobalPlatform TEE Client

API library, which can interface with OP-TEE. The user-space library calls OP-TEE

through the Linux OP-TEE device /dev/tee0. A context and session are opened

at startup and kept open to avoid benchmarking session establishment overhead,
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isolating the measurement to the InvokeCommand round-trip. Production apps can

choose to temporarily open many OP-TEE sessions or simply keep a session open

once secure code is running. We chose to model the latter.

Two benchmark modes cover all necessary latency measurements to analyze the

world-switch and AXI read latencies. Each runs a 10,000-iteration loop and writes

per-iteration results to stdout in CSV format with the --csv flag. The first few

iterations are often slower due to caching, but are retained in the data for analysis.

1. --smc invokes the PTA command PTA_CMD_NOP in a loop. A CLOCK_MONOTONIC

timestamp (read from the ARM system timer, not the CPU clock) is taken be-

fore and after each TEEC_InvokeCommand() call so we can measure the full

dispatch round trip time of OP-TEE. The NOP command simply returns im-

mediately, so the invocation completes the world-switch round trip with no

secure-world work. The two boards require separate call path diagrams be-

cause their SMC paths differ structurally. As discussed in background, ARMv7

and ARMv8 vary significantly in how they structure modes, and ARMv8 addi-

tionally implements TF-A. On the AUP-ZU3, the SMC passes through TF-A at

EL3 before being forwarded to OP-TEE at S-EL1. On the PYNQ-Z2, OP-TEE

supplies an ARMv7 monitor which handles the world switch directly with no in-

termediate firmware layer. These paths are shown in Figure 3.5 and Figure 3.6

respectively.

2. --smc-axi invokes the PTA command PTA_CMD_AXI_READ under the same loop

structure as --smc. This means that the PTA will perform a singular AXI read

on top of the world switch. This measurement returns more than just the SMC

time, it also includes the time it takes to perform just the AXI read, and the

cycles taken for each so we can analyze architectural efficiency and not just

speed. The full call paths are shown in Figure 3.7 and Figure 3.8.
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OP-TEE Pseudo TAARM Trusted Firmware (EL3)Linux Host Application

OP-TEE Pseudo TAARM Trusted Firmware (EL3)Linux Host Application

--smc Benchmark Mode (Pure Context Switch)

(No AXI Read Operation)

Wall-clock RTT = end - start

OP-TEE execution cycles = end_cyc - start_cyc

clock_gettime(start)

SMC (TEESMC32_CALL_WITH_ARG)

Context Switch to Secure World

Read PMCCNTR (start_cyc)

Read PMCCNTR (end_cyc)

Return to Normal World

Context Switch Return

clock_gettime(end)

Figure 3.5: Pure isolated SMC context switch benchmark trace (AUP-ZU3).
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OP-TEE OS (Secure SVC Mode)Secure Monitor (Monitor Mode)Linux Host Application (SVC Mode)

OP-TEE OS (Secure SVC Mode)Secure Monitor (Monitor Mode)Linux Host Application (SVC Mode)

PYNQ-Z2 (ARMv7) --smc Benchmark Mode (Pure Context Switch)

(No AXI Read Operation)

Wall-clock RTT = end - start

SMC context switch cycles = end_cyc - start_cyc

clock_gettime(start)

SMC Instruction

Context Switch to Secure World

Read PMCCNTR (start_cyc)

Read PMCCNTR (end_cyc)

SMC Return

Context Switch Return

clock_gettime(end)

Figure 3.6: Pure isolated SMC context switch benchmark trace (PYNQ-Z2).
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AXI PeripheralOP-TEE Pseudo TAARM Trusted Firmware (EL3)Linux Host Application

AXI PeripheralOP-TEE Pseudo TAARM Trusted Firmware (EL3)Linux Host Application

--smc-axi Benchmark Mode

Wall-clock RTT = end - start

AXI read cycles = end_cyc - start_cyc

clock_gettime(start)

SMC (TEESMC32_CALL_WITH_ARG)

Context Switch to Secure World

Read PMCCNTR (start_cyc)

io_read32(CFG_SWITCH_BASE)

Read DATA

Read PMCCNTR (end_cyc)

Return to Normal World

Context Switch Return

clock_gettime(end)

Figure 3.7: Benchmark sequence for a Secure AXI call on the AUP-ZU3.
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AXI PeripheralOP-TEE Kernel (Secure SVC Mode)Secure Monitor (Monitor Mode)Linux Host Application (SVC Mode)

PYNQ-Z2 (ARMv7) --smc-axi Benchmark Mode

Wall-clock RTT = end - start

AXI read cycles = end_cyc - start_cyc

clock_gettime(start)

SMC Instruction

Context Switch to Secure World

Read PMCCNTR (start_cyc)

io_read32(CFG_SWITCH_BASE)

Read DATA

Read PMCCNTR (end_cyc)

SMC Return

Context Switch Return

clock_gettime(end)

Figure 3.8: Equivalent benchmark flow adapted for the Zynq-7000 execution modes.
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3.4 Build & Boot Infrastructure

3.4.1 PYNQ-Z2

OP-TEE supports ARMv7, but the mainline codebase does not include Zynq-7000

platform support. This has led to a few community projects to compile OP-TEE for

the Zynq-7000, which is a string of relatively simple changes from existing builds. The

benchmarking build system used here is based on one of such projects by zakimadaoui

[39], which creates a Linux-from-scratch stack for the PYNQ-Z2 using git patches. We

adapted this base to add the benchmark PTA, the dual-peripheral hardware design,

and to boot over JTAG for quicker development cycles.

The PYNQ-Z2 build works from the hand-written Makefile by zakimadaoui [39],

building components in the correct order using git patches to solve compatibility

issues with the PYNQ-Z2.

• FSBL (First Stage Bootloader)

• U-Boot (secondary bootloader)

• OP-TEE OS (patched for Zynq-7000)

• Linux kernel

• BusyBox initramfs and boot scripts

No Yocto or Petalinux layer is used, which gives us direct control over every config-

uration flag. We compile the OP-TEE build with CFG_TEE_CORE_LOG_LEVEL=4 and

DEBUG=1 to maximize observability during development. This comes at the cost of the

OP-TEE core and PTA running without compiler optimization. All benchmark val-

ues reported in this thesis reflect this debug configuration, on both the PYNQ-Z2 and

AUP-ZU3. The absolute numbers are higher than a production build would show,

but the cross-board comparisons hold since both boards were built with identical

settings.
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The full boot sequence is shown in Figure 3.9.

We patch OP-TEE with fix_zynq_support_in_optee.patch against a clean up-

stream checkout. It sets the SLCR TrustZone registers (TZ_FPGA_M, TZ_FPGA_AFI) to

allow secure-world AXI access to the PL and registers the peripheral’s physical mem-

ory region. The PTA is wired in separately: the Makefile copies pta_benchmark.c

into the OP-TEE tree and appends to core/pta/sub.mk after patching, because the

Makefile runs git restore . before each build and would discard any direct edits.

3.4.2 AUP-ZU3

The ZU3 stack is built with Petalinux 2025.1. The UltraScale+ boot sequence adds

two firmware stages not present on the Zynq-7000:

• PMUFW, running on the Platform Management Unit

• TF-A, running at EL3 as the secure monitor

Petalinux builds both. The resulting boot sequence is shown in Figure 3.10.

On the ZU3, PTA additions go in as a Yocto/quilt patch series un-

der meta-user/recipes-security/optee-os/. The primary patch,

0002-add-benchmark-pta.patch:

• Adds the PTA source file and build rules

• Sets CFG_SWITCH_BASE=0xA0001000

• Enables CFG_BENCHMARK_PTA=y

• Registers the secure peripheral’s physical memory region with OP-TEE

A kernel configuration fragment appends clk_ignore_unused to the kernel com-

mand line and sets CONFIG_STRICT_DEVMEM=n. The OP-TEE Yocto recipe also sets

CFG_TEE_CORE_LOG_LEVEL=4 and DEBUG=1 to match the PYNQ-Z2 build.
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Zynq-7000 PYNQ-Z2 Boot Sequence

BL1: BootROM
Hardware

BL2: FSBL
First Stage Bootloader

BL32: OP-TEE OS & 
Secure Monitor

Secure Mode / Monitor 
Mode

BL33: U-Boot
Non-Secure SVC 

Bootloader

Linux Kernel
Non-Secure SVC Mode

Note: On ARMv7 Zynq-
7000, OP-TEE inherently 

houses the
Secure Monitor itself, as 
there is no separate TF-A 

(BL31).

Figure 3.9: Multi-stage sequential boot procedure for the PYNQ-Z2.
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Zynq UltraScale+ AUP-ZU3 Boot Sequence

1. Init Secure World

2. Yield to BL31, Hand-off 
to NS

BL1: BootROM
Hardware

BL2: FSBL / PMUFW
Platform Setup

BL31: ARM Trusted 
Firmware

EL3 Exception Monitor

BL32: OP-TEE
Secure OS in Secure EL1

BL33: U-Boot
Non-Secure Bootloader in 

EL2

Linux Kernel
Non-Secure EL1

Figure 3.10: Boot sequence including TF-A (BL31) on the AUP-ZU3.
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Table 3.1: Memory load addresses for PYNQ-Z2 boot artifacts

Artifact Load Address
Kernel 0x0300_0000
Device Tree 0x02A0_0000
Initrd 0x0500_0000
OP-TEE image 0x1000_0000
Boot script 0x0200_0000

Table 3.2: Memory load addresses for AUP-ZU3 boot artifacts

Artifact Load Address
Kernel 0x0020_0000
Device Tree 0x0010_0000
Initrd 0x0400_0000
OP-TEE image 0x1E00_0000
Boot script 0x2000_0000

3.4.3 JTAG Boot

We boot both boards via JTAG using a Tcl script run in XSCT (Xilinx Software

Command-line Tool). Both development and data collection used this flow, with each

run starting from a hardware reset with exactly the artifacts from that build. The

script connects to the hw_server, programs the PL, and loads everything via dow.

Load addresses for PYNQ-Z2 artifacts are listed in Table 3.1.

The bitstream is generated by create_secure_switch_design.tcl, which config-

ures TrustZone enforcement so the secure world can reach the protected peripheral.

The ZU3 boot follows the same structure but with different load addresses, shown

in Table 3.2.

3.5 Design Constraints

3.5.1 Cross-Board Comparability

Comparing the two boards directly in nanoseconds would conflate clock speed with

architectural behavior, since the Cortex-A9 runs at 667 MHz and the Cortex-A53 at
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1.2 GHz. A faster result on the ZU3 could simply come from the higher clock rather

than any difference in how the TEE path executes. PMU cycle counts from the PTA

give us a way to separate the two: if the ZU3 completes the same operation in fewer

cycles, the gain is architectural rather than just a result of running faster.

Both boards use the same io_read32() source, so the PMU cycle measurements

capture the same operation on each. We report both wall-clock nanoseconds and

PMU cycle counts. Wall time is the primary comparison unit; cycle counts are used

to pull apart clock speed from architectural behavior.



CHAPTER 4: RESULTS & ANALYSIS

4.1 Experimental Setup

As described in the design section, we evaluated three benchmarks on two different

platforms.

• The PYNQ-Z2 FPGA board from AMD, running a Zynq-7000 FPGA-SoC. The

Zynq-7000 has a dual-core ARMv7-A Cortex-A9 processing subsystem running

at 667 MHz.

• The AUP-ZU3 FPGA board from AMD, running a Zynq UltraScale+ FPGA-

SoC. The Zynq UltraScale+ has an ARMv8-A quad-core Cortex-A53 processing

subsystem running at 1.2 GHz.

Both platforms are configured to run Linux in their non-secure world and OP-TEE

in their secure world. OP-TEE is an open-source trusted execution environment

designed for ARM. The ability to boot OP-TEE on both platforms was accomplished

in slightly different ways, but as many variables were kept consistent as possible.

• On the PYNQ-Z2, we utilize a manual boot flow where a patched version of OP-

TEE provides the Secure Monitor. The system is loaded via JTAG, with the

ARMv7 monitor mode handling the transition between the non-secure Linux

environment and the secure OP-TEE kernel.

• On the AUP-ZU3, the platform uses Petalinux to generate boot artifacts to

run OP-TEE alongside Linux. It uses ARM Trusted Firmware (TF-A) as the

secure monitor in Exception Level 3 (EL3) to dispatch secure calls to OP-TEE

running at S-EL1.
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Table 4.1: Cross-platform performance comparison across benchmark modes (median
of 10,000 iterations).

Benchmark Mode PYNQ-Z2 (µs) AUP-ZU3 (µs) Speedup Ratio
SMC Round-Trip 157 53 3.0x
PTA AXI Read Cost 3.93 0.93 4.2x

Variables that remained consistent between the two boards include configu-

ration of DEBUG=1 in OP-TEE builds to disable optimization and enabling

OPTEE_LOG_LEVEL=4 for maximum visibility. While these configurations in-

duce overhead compared to some production builds, it is not uncommon to leave

debug and logging enabled if timing criteria are met to further diagnose errors in pro-

duction systems [1]. Additionally, the variables are consistent between boards and

keep our comparisons intact.

Additionally, PL fabric clock rate is consistent between both boards and CPU

frequency scaling was disabled.

Two benchmark modes were created and evaluated.

• –smc : Measure of the wall-clock time taken for an entry and exit to the secure

world from the non-secure world.

• –smc-axi : Measure of the wall-clock time taken for an AXI transaction through

the secure world from the non-secure world

For each benchmark mode, we ran for 10,000 iterations on each board. These were

output to csv format, which was then used for data analysis. We chose 10,000 itera-

tions to minimize standard error for the primary SMC benchmarks on both platforms.

While consecutive iterations in a tight loop may experience some correlation due to

OS scheduling and caching, the large sample size makes the median estimates highly

precise; we report 95% confidence intervals for the medians and the derived PTA AXI

read cost.
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Table 4.2 provides comprehensive descriptive statistics for all measured and derived

metrics across both platforms.

Table 4.2: Benchmark statistics (n = 10,000 per platform), shown as median (σ).
PTA AXI Read Cost is the derived difference median(SMC+AXI RTT) − me-
dian(SMC RTT).

Metric PYNQ-Z2 AUP-ZU3
(Cortex-A9, 667 MHz) (Cortex-A53, 1200 MHz)

Wall-clock round-trip latency
SMC RTT (µs) 157.4 (19.6) 52.7 (2.1)
SMC+AXI RTT (µs) 161.3 (17.9) 53.6 (2.2)

PMU cycle counter inside OP-TEE
AXI read (cycles) 296 (48.5) 346 (5.6)

Derived
PTA AXI Read Cost (µs) 3.93 0.93

We report a 95% confidence interval on each median. With the n samples sorted

in increasing order, the interval is the pair of values at positions n/2 ± 1.96
√
n/2,

where 1.96 is the standard-normal z value for 95% confidence. For n = 10, 000

this is positions 5000 ± 98, the 4,902nd and 5,098th sorted values. The SMC RTT

median intervals are [157.36, 157.42] (PYNQ-Z2) and [52.71, 52.71] µs (AUP-ZU3),

and the SMC+AXI RTT intervals [161.29, 161.36] and [53.64, 53.64] µs. The PTA

AXI read cost is the difference of the two medians; combining them conservatively

gives [3.86, 4.00] µs on the PYNQ-Z2 and [0.93, 0.93] µs on the AUP-ZU3. A 20,000-

resample bootstrap yields slightly narrower intervals, but the addition is reserved as

a more conservative estimate.

4.2 SMC Round-Trip Latency

Across both tests, both boards remained rather consistent. Both boards had minor

noise likely caused by OS scheduling, but the PYNQ-Z2 had much greater variance

and noise, likely due to Linux kernel scheduling jitter, interrupt handling, or OP-

TEE thread contention. Both boards had a slight “warm-up” period, where much
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Figure 4.1: Comparative time series of execution profiles on the PYNQ-Z2 architec-
ture.
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Figure 4.2: Comparative time series of execution profiles on the AUP-ZU3 architec-
ture.
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Figure 4.3: Summary of median RTT values across execution models and platforms
(error bars show IQR).

greater latency was observed, likely due to microarchitectural state populating (such

as instruction and data caches) as the processor began executing almost exclusively

our benchmark code.

Looking at Figure 4.3, we can clearly see a performance difference between the two

platforms for both benchmarks, with the AUP-ZU3 outperforming the PYNQ-Z2 on

all tests. The ZU3 outperforms the PYNQ-Z2 by 3.0x for SMC RTT and 4.2x for PTA

AXI read cost (median values; see Table 4.2). While some of this can be accounted

for by the 1.8x clock speed improvement from the Cortex-A9 to the Cortex-A53, there

is also a clear architectural advantage for the AUP-ZU3.

4.3 PTA AXI Read Cost

The PTA AXI read cost measures the additional latency of doing nothing but a

single AXI read inside a PTA, above the world-switch baseline. It is derived as the
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difference between the median smc_s_axi_rtt and median smc_rtt: the cost of the

PTA AXI benchmark minus the cost of a NOP SMC, isolating the contribution of

the AXI transaction and its surrounding PTA dispatch path.

Figure 4.4 shows this decomposition for both platforms. The PTA AXI read cost

is 3.93 µs on the PYNQ-Z2 and 0.93 µs on the AUP-ZU3. This is a 4.2x improvement

from ARMv7 to ARMv8. However, it is important to note that in both cases the cost

is a small fraction of the total smc_s_axi_rtt latency, and world switching is still

the largest source of latency on both platforms.

The PMU cycle counter provides us with a finer decomposition of this cost. The

raw io_read32() inside the PTA takes a median of 296 cycles (444 ns) on the Z2 and

346 cycles (288 ns) on the ZU3. Based on this, we know that the code surrounding the

actual AXI transaction is responsible for the vast majority of the latency. Subtracting
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Figure 4.5: Latency distribution for pure isolated SMC switching on the PYNQ-Z2.

these timings derived from cycle counts from the PTA AXI costs we measured, we

are left with roughly 3.5 µs of overhead on the Z2 and 0.6 µs on the ZU3.

This shifts the design burden onto developers and designers. The world-switch costs

157.4 µs on the PYNQ-Z2 and 52.7 µs on the AUP-ZU3, values that are impossible to

ignore in real-time systems. These values are roughly two orders of magnitude greater

than the AXI transaction as well, making AXI transaction costs minimal compared

to the cost of OP-TEE world-switch invocations. Bundling many AXI reads into

a single InvokeCommand amortizes this cost and is the primary architectural lever

available to improve throughput in TrustZone-secured peripheral applications.

4.4 Latency Distributions

To prevent extreme outliers from compressing the x-axis, the PYNQ-Z2 and AUP-

ZU3 histograms below clip the x-axis at the 98th percentile of recorded latency figures.

Statistical summaries still include said outliers.

Figure 4.5 and Figure 4.6 provide insight into the consistency of the latency mea-

surements for the two benchmark modes on the PYNQ-Z2.

Figure 4.7 and Figure 4.8 provide insight into the consistency of the latency mea-
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surements for the two benchmark modes on the AUP-ZU3.

4.5 Hypothesis Evaluation

Based on the data gathered, we can evaluate our hypotheses and assumptions, and

whether we have answered our central questions.

In H1, we stated that we expected the SMC cycle count to be higher on the AUP-

ZU3 compared to the PYNQ-Z2. This was not the case. The AUP-ZU3 both per-

formed faster (a median of 52.7 µs compared to 157.4 µs) and in fewer cycles when

world switching (~63,240 cycles compared to ~104,986 cycles, calculated from wall-

clock time and CPU frequency), signifying that in addition to clock speed improve-

ments, leaps and bounds were made in the ARMv8 architecture to overcome the

additional context requirements of a 64-bit processor. This refutes H1. It is worth

noting that H1 also overstated the register-save penalty. Upon further review, it

was discovered that the world switch handler in TF-A saves only a subset of the 31

general-purpose registers [33], so the save state does not linearly increase with register

count. A large portion of the optimization can likely be attributed to this, alongside
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a cleaner processor exception model in ARMv8.

In H2, we stated that we expected the SMC world-switch to be at least 20% faster

on the AUP-ZU3 compared to the PYNQ-Z2. This was an underestimate of the im-

provements made to the architecture, as we observed a 3.0x speedup in wall-clock

time. In addition to the architectural benefits outlined above, the AUP-ZU3 ben-

efits from a higher clock speed of 1.2 GHz compared to the PYNQ-Z2’s 667 MHz,

contributing to this improved performance. This confirms H2.

In H3, we stated that we expected a minimal PTA performing an AXI transaction

to be at least 40% faster on the AUP-ZU3 compared to the PYNQ-Z2. This was also

an underestimate of the improvements made to the architecture, as we observed a

4.2x speedup in wall-clock time. This one includes a bit of nuance, as specifically we

did not expect the impact of secure world operating system impact on a simple AXI

read. Observed cycle counts for the io_read32() operation show that the AUP-ZU3

actually requires more cycles to complete the core AXI transaction than the PYNQ-

Z2 (a median of 346 cycles vs 296 cycles). The AUP-ZU3 only comes out ahead due to

the rest of the PTA code associated with reading a secure AXI peripheral, which adds

an extra ~3.5 µs of latency on the PYNQ-Z2 and ~0.6 µs of latency on the AUP-ZU3.

These numbers show that secure world OS overhead accounts for approximately 89%

of the PTA AXI read cost on the PYNQ-Z2 and approximately 69% on the AUP-ZU3.

This confirms H3, but via an unexpected mechanism.

4.6 Architectural Interpretation

The data in Figure 4.9 provides context for how all results must be read against

their clock speeds. Using the hardware PMU cycle counter inside OP-TEE, the

PYNQ-Z2 completed the raw MMIO read in a median of 444 ns, while the AUP-ZU3

completed it in a median of 288 ns — a 1.54x improvement. This is a narrower metric

than the PTA AXI Read Cost row in Table 4.1, which measures the full overhead

added by going through OP-TEE above the SMC baseline (median 3.93 µs vs 0.93 µs,
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Table 4.3: Cross-platform performance comparison normalized for clock frequency
(median of 10,000 iterations). Clock-Normalized Speedup is the wall-clock speedup
divided by the 1.8x clock-frequency ratio; it estimates the portion of the improvement
not explained by clock speed. It is not a direct PMU cycle ratio — the measured
io_read32() cycle counts are in fact higher on the AUP-ZU3.

Benchmark Mode PYNQ-Z2 (µs) AUP-ZU3 (µs) Speedup Clock-Norm. Speedup

SMC Round-Trip 157 53 3.0x 1.66x
PTA AXI Read Cost 3.93 0.93 4.2x 2.3x

4.2x); the difference between the two reflects OP-TEE dispatch and PTA scheduling

overhead on each platform. The AUP-ZU3 completes the MMIO operation faster,

but Figure 4.9 shows a different story when it comes to architectural efficiency. The

AUP-ZU3 actually required more clock cycles (median ∼ 346 cycles) to complete the

AXI transaction than the older PYNQ-Z2 (median ∼ 296 cycles).

Decomposing the speed up observed across the benchmarks, we can see the true

architectural advantage of the ARMv8 FPGA-SoC.

So now we must ask the question- why exactly does the AUP-ZU3 so vastly out-

perform the PYNQ-Z2? We can attribute about 1.8x of the speedup to clock speed

increases, but that still leaves us with a 1.66x faster SMC and a 2.3x faster PTA AXI

read. We hypothesize that the primary architectural optimizations that create such

a speedup are as follows:

• Mode Simplification: Coordination between processor modes is much less

complex in ARMv8. A clear path is formed from EL0 up to EL3 and back

to S-EL1 for our benchmark, as opposed to the ARMv7 implementation which

relies on a more complex series of mode transitions (user to system to supervisor

mode) that involve saving state.

• Firmware Optimization: The introduction of ARM Trusted Firmware (TF-

A) at EL3 in ARMv8 provides a highly optimized, standardized routing layer

for world-switching, potentially reducing the overhead seen in the older ARMv7
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monitor implementations.

• Variance Reduction: The AUP-ZU3 shows substantially lower SMC timing

variance: σ/median is 4.0% on the ZU3 versus 12.5% on the PYNQ-Z2. This

difference is too large to attribute to pipeline-level effects such as in-order vs

out-of-order execution, which produces jitter on nanosecond scales rather than

microsecond scales in a simple benchmark like this. In a more complex appli-

cation with more operations, the PYNQ-Z2’s out-of-order execution may start

to play a small part in variance. Regardless, the variance is greater on the

PYNQ-Z2.

• Microarchitecture Changes: The Zynq UltraScale+ has additional smaller

optimizations over the Zynq-7000 that contribute. Some of these include a

newer AXI interconnect, dedicated hardware for memory security management

(XMPU/XPPU), and layout improvements over the Cortex-A9. These un-

doubtedly contribute to the overall performance boost observed.

4.7 Limitations

These results only provide insight into sweeping architectural concepts and how

they perform, and neglect the nuance of many practical applications. To start with,

these results were taken with debugging and logging enabled. While this is a com-

mon configuration during development and in deployed systems that keep diagnostics

enabled, it disables compiler optimization and inflates absolute latency. Because -O0

code is not penalized identically across the ARMv7 and ARMv8 toolchains, the clock-

normalized residual we report is a measured speedup for comparably-configured de-

bug builds, not an isolated measurement of ISA efficiency. We also do not internally

decompose the world-switch round trip: it bundles the Linux syscall, TEE driver,

monitor, and OP-TEE dispatch, and that full software path, not the hardware switch

alone, is what dominates the reported latency. Secondly, the experiments isolate the
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latency of world switches and singular read-only AXI transactions. Many production

TrustZone applications include other features such as on-chip peripherals (crypto

engines and similar accelerators), more complex AXI transaction patterns (bursts,

writes, bulk memory actions), or interaction with other peripherals. These applica-

tions also typically include much more complex logic on the secure-world side, such

as processing data or making decisions, while our trusted application is a barebones

program that immediately returns. Additionally, the impact of Linux and OP-TEE

scheduling induces significant noise and variance in the results. Production builds

that use operating systems more suited for real-time, or use nuanced configurations

of Linux and OP-TEE to decrease scheduling variance may mitigate this inconsistency

greatly.

Additionally, the --smc and --smc-axi runs were independent rather than inter-

leaved, so the PTA AXI read cost is calculated as a difference of medians instead of

being measured as a median of differences. The 10,000-sample size stabilizes both

medians: combining the 95% confidence interval of each component median conser-

vatively places the PYNQ-Z2 PTA AXI read cost in [3.86, 4.00] µs, with a 20,000-

resample bootstrap giving the tighter [3.88, 3.98] µs inside it. The AUP-ZU3 cost

is 0.93 µs, reported at the AUP-ZU3 system-timer resolution of about 30 ns. The

difference is therefore robust, not an artifact of per-sample variance.



CHAPTER 5: CONCLUSION

This thesis addressed a practical question for engineers planning migrations from

Zynq-7000 to UltraScale+ FPGA-SoC platforms. Does the jump from ARMv7 to

ARMv8 make OP-TEE faster, and what key functions are made faster and by how

much? The results are clear. The AUP-ZU3 outperforms the PYNQ-Z2 on every

measured metric by at least 3.0x, driven by both a faster clock speed and a speedup

that persists after normalizing for clock frequency. We hypothesized that the AUP-

ZU3 would spend more cycles per world switch because of a larger 64 bit state to save

and that wall-clock time would improve for both world switches and secure peripheral

calls.

To answer our question, we benchmarked OP-TEE on the AMD PYNQ-Z2 (Zynq-

7000 FPGA-SoC with Cortex-A9, ARMv7) and the AMD AUP-ZU3 (Zynq Ultra-

Scale+ FPGA-SoC with Cortex-A53, ARMv8). We measured world-switch round-trip

latency and secure peripheral access through an OP-TEE Pseudo Trusted Application

(PTA). Timing was captured in equivalent situations across both boards.

Our hypothesis that the larger state implied by a 64-bit architecture would increase

cycle count of world-switches (H1) did not hold. Instead, the ZU3 finished a world

switch in an estimated median of 63,240 cycles while the PYNQ-Z2 finished around

104,986 cycles (calculated using wall-clock time times frequency). The ARMv8 de-

sign greatly outperforms on cycle count, despite the penalty of having to save a larger

state. We hypothesize this is due to two factors. First, ARMv8 has a cleaner system

of Exception Levels that benefits simplicity and reduces necessary state storage while

crossing boundaries compared to ARMv7’s processor modes. Secondly, the introduc-

tion of highly optimized firmware like TF-A potentially streamlines the world-switch



48

routing process more effectively than older monitor implementations.

Our hypothesis that SMC round trip times would improve by at least 20% (H2)

was confirmed, but at a greater margin than expected. Median SMC round-trip

time dropped to 52.7 µs on the AUP-ZU3 compared to 157.4 µs on the PYNQ-Z2, a

3.0x speedup. The 1.8x clock advantage accounts for part of this, but architectural

efficiencies and optimizations observed in H1 induced an extra 1.66x speedup between

the Zynq devices.

Our final hypothesis that AXI reads through OP-TEE would improve by at least

40% (H3) was confirmed, but the mechanism differed from what was expected. PTA

AXI reads were 4.2x faster, yet cycle count analysis shows that the AXI transaction

itself only improved from 444 ns to 288 ns, a 1.54x change between ARMv7 and

ARMv8. Notably, this is less than the clock speed difference, meaning that a bare-

bones AXI transaction itself takes more cycles on the AUP-ZU3. However, reading

a peripheral on a secure operating system does not just involve the raw read. The

additional code that runs to service a secure peripheral including OS scheduling and

PTA dispatch runs considerably faster on the AUP-ZU3, which overwhelms the less

efficient AXI transaction. On the PYNQ-Z2, OP-TEE OS overhead accounts for

about 89% of the PTA AXI read cost. On the AUP-ZU3, it accounts for a lower

percentage of the latency, at 69%. On both platforms, secure peripheral access is

predominantly paying for the world switch, not the bus transaction.

The outcomes we have observed have direct implications for system design of

TrustZone-secured applications on FPGA-SoCs. Migrating a Trusted Application

from a Zynq-7000 SoC to a Zynq UltraScale+ SoC brings a substantial increase in

timing performance across all aspects, driven by a faster clock speed and architectural

improvements. Efficient design can see disparate advantages, where not only world-

switches are faster (3.0x), and the relative cost of secure peripheral access improves

even more (4.2x); grouping multiple AXI reads into one InvokeCommand to amortize
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the world switch follows from this decomposition rather than being measured directly.

This work contributes three products: an OP-TEE benchmarking framework tar-

geting both Zynq-7000 and Zynq UltraScale+ platforms, a measurement of full-stack

OP-TEE overhead, in debug configuration, across these two architectures, and a

decomposition of secure peripheral access latency into world-switch and AXI compo-

nents.

Further work could extend our results in several directions to inform designers and

developers on the impact of choosing different FPGA-SoC platforms for OP-TEE

implementations. First, comprehensive evaluation of platforms with heavier work-

loads that involve more diverse operations and various peripheral interactions could

expand understanding into how OP-TEE overheads scale with workload complexity.

Secondly, evaluating additional platforms is important to move with the industry

into the age of ARMv9 and beyond. Finally, evaluating larger chipsets such as AMD

Versal devices would allow us to understand how OP-TEE performs on production

workloads where latency and acceleration are crucial components that can impact

gigabytes of data being processed in real-time.
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