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Abstract

ARMIN DANESH PAZHO. Human-Centric Computer Vision for Privacy-preserving
Real-world Smart Video Surveillance. (Under the direction of DR. HAMED

TABKHIVAYGHAN)

Artificial Intelligence (AI) has rapidly expanded the capabilities of video understand-

ing, yet real deployments must contend with scale, latency, privacy, and constantly

evolving human behavior. This dissertation addresses these challenges end-to-end.

From system architecture to learning algorithms and datasets. The effort has been

made to make intelligent video surveillance both effective and responsible in the real

world.

The first study, Ancilia: Scalable Intelligent Video Surveillance for The Artificial

Intelligence of Things, introduces an end-to-end scalable intelligent video surveillance

system for the Artificial Intelligence of Things. Through empirical evaluation, An-

cilia has demonstrated its ability to bring state-of-the-art artificial intelligence to

real-world surveillance applications. Ancilia performs high-level cognitive tasks (i.e.

action recognition and anomaly detection) in real-time, all while respecting ethical

and privacy concerns common to surveillance applications.

The second study is dedicated to Towards Adaptive Human-centric Video Anom-

aly Detection: A Comprehensive Framework and A New Benchmark. Human-centric

Video Anomaly Detection (VAD) aims to identify human behaviors that deviate from

normal. At its core, human-centric VAD faces substantial challenges, such as the

complexity of diverse human behaviors, the rarity of anomalies, and ethical con-

straints. These challenges limit access to high-quality datasets and highlight the

need for a dataset and framework supporting continual learning. Moving towards

adaptive human-centric VAD, we introduce the HuVAD (Human-centric privacy-

enhanced Video Anomaly Detection) dataset and a novel Unsupervised Continual

Anomaly Learning (UCAL) framework. UCAL enables incremental learning, allowing
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models to adapt over time, bridging traditional training and real-world deployment.

HuVAD prioritizes privacy by providing de-identified annotations and includes seven

indoor/outdoor scenes, offering over 5x more pose-annotated frames than previous

datasets. Our standard and continual benchmarks, utilize a comprehensive set of

metrics, demonstrating that UCAL-enhanced models achieve superior performance

in 83.33% of cases, setting a new state-of-the-art (SOTA)..

The third study presents ARAL RGB+D Dataset: A New Action Recognition

Benchmark Dataset for Surveillance Applications. Research on action recognition

has advanced quickly, yet common benchmarks still underrepresent surveillance con-

ditions where cameras differ in height and angle, and subjects are often distant or

viewed from the back. In this work we introduce ARAL RGB+D, a large-scale surveil-

lance oriented dataset with 139,171 videos and 35,181,725 frames across 60 actions,

captured by seven time-synchronized cameras at 1920x1080 and 60 fps. Cameras

provide frontal, angled, high-angle, and back views for every instance. Each sample

includes RGB video, depth, human tracks with identities, and 2D keypoints. To

investigate the factors that matter in deployment, we define three intra-dataset pro-

tocols that isolate identity (cross-subject), background (cross-setup), and viewpoint

(cross-angle), and a symmetric cross-dataset transfer. By benchmarking State-Of-

The-Art (SOTA) pixel and pose methods, we quantify generalization gaps and set

clear targets for improvement. ARAL, not only provides a large corpus of data, but

also provides a practical testbed for studying and learning out-of-domain robustness

in surveillance settings. ARAL will be publicly available to the community.

Together, these studies advance intelligent video surveillance along three comple-

mentary axes: scalable system design, adaptive algorithm under privacy constraints,

and rigorous, surveillance-specific datasets at scale. The resulting artifacts, namely

Ancilia, the HuVAD dataset and UCAL framework, and the ARAL RGB+D dataset

demonstrate state-of-the-art accuracy, real-time performance, and improved general-
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ization, while foregrounding ethical considerations. By narrowing the gap between

laboratory benchmarks and operational deployments, this dissertation provides prac-

tical tools and public resources that can accelerate research and support responsible

adoption in safety-critical environments.

This dissertation is structured in accordance with the university’s three-paper

policy. Under this framework, the dissertation comprises three independent but re-

lated research papers that collectively address the overarching research theme. Each

paper contributes distinct theoretical, methodological, and empirical insights, while

together they form a coherent and comprehensive body of scholarly work consistent

with the university’s doctoral research standards.
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CHAPTER 1: Introduction

There is a growing need for e�ective and e�cient surveillance technologies that can

be deployed to protect our cities, people, and infrastructure. The Arti�cial Intelli-

gence of Things (AIoT) has begun to infuse surveillance with machine intelligence,

yet many existing approaches remain naive and disconnected from real operational

constraints [61]. Academic progress often optimizes algorithms on curated datasets

with limited ecological validity, overlooking multi-algorithm interactions, system and

data-induced noise, and the uncompromising need for real-time response [148, 40].

To address this, we introduce Ancilia, an end-to-end, scalable intelligent video sur-

veillance system purpose-built for real deployments. Ancilia integrates with existing

IoT camera ecosystems and executes high-level cognition on the edge, minimizing

cloud latency and privacy exposure. Using a single workstation, Ancilia can mon-

itor up to 4 cameras at 30 FPS or up to 8 cameras at 15 FPS in medium-to-heavy

crowd settings while performing high-level tasks (e.g., action recognition, anomaly

detection) with �1% deviation from state-of-the-art accuracy. Privacy is a �rst-class

design goal: Ancilia avoids identity-centric techniques (e.g., face/gait), operating on

pose and locational signals so that it evaluates what people are doing rather than

who they are.

Building on this system-level foundation, we turn to the algorithmic core of human-

centric Video Anomaly Detection (VAD). VAD must operate in an open-set, context-

speci�c world where anomalies vary by environment and novel events are the norm,

which challenges generalization across domains [140, 152]. Given the rarity of labeled

anomalies, the �eld has leaned toward unsupervised/self-supervised training on nor-

mal data [51]. Scene-dependent de�nitions of �abnormal� further complicate transfer-
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ability [53], and practical deployments demand interpretable reasoning aligned with

human expectations. These requirements are well served by privacy-preserving, pose-

based representations that model human behavior directly. Moreover, robust op-

eration in changing environments calls for continual learning so models can adapt

over time without full retraining [48]. In this spirit, we present HuVAD (Human-

centric Video Anomaly Detection), a continuously recorded, pose-centered resource

for community spaces (and a context-speci�c law-enforcement training setting) with

de-identi�ed annotations, enabling unsupervised learning and continual adaptation

at scale [72].

Complementary to anomaly discovery, action recognition identi�es and localizes

human actions as they unfold. The �eld has progressed from handcrafted pipelines

[47, 171] to powerful data-driven models across pixels and poses [176, 86, 56, 55].

Yet strong benchline numbers often falter outside the lab, especially under viewpoint

shifts, occlusions, and scene changes common in surveillance [188, 152]. In real mon-

itoring, cameras may sit high or capture subjects from the back, obscuring frontal

motion cues and complicating recognition [199, 222]. Widely used datasets either

favor controlled views that underrepresent surveillance vantage points or scrape web

videos with uncontrolled noise, limiting multi-view and depth analysis and encour-

aging brittle, appearance-centric shortcuts [177, 93, 90, 110, 98]. To systematically

probe robustness, we introduce ARAL RGB+D, a surveillance-oriented dataset with

synchronized multi-view capture (including surveillance-height and back-view per-

spectives), depth, tracks, and keypoints, together with protocols that test intra- and

inter-dataset generalization�highlighting where pose-centered signals yield smaller

losses under shift and where open challenges remain [103, 185].

Generative AI (e.g., text-to-image/video or large language models) is transformat-

ive for synthesis and interactive assistance, but the problems addressed here including

privacy-preserving and real-time perception, anomaly detection, and action recog-
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nition are fundamentally discriminative and safety-critical. We require calibrated,

low-latency decisions, strong privacy guarantees (pose over identity), and predictable

behavior under distribution shift. Generative pipelines are not necessary to meet

these objectives and may introduce unwanted stochasticity, higher latency, or privacy

risk. Hence, they do not apply in our setting.

You can �nd the list of contributions below:

ˆ Ancilia, the �rst end-to-end scalable real-world intelligent video surveillance sys-

tem capable of performing high-level cognitive tasks in real-time while achieving

SotA accuracy, is presented.

ˆ Ethical concerns of intelligent video surveillance, from privacy and fairness per-

spectives, are analyzed, and Ancilia's design is illustrated as purpose-built to

address them.

ˆ An end-to-end empirical evaluation of Ancilia is performed using two high-

level cognitive tasks directly related to intelligent surveillance�action recogni-

tion and anomaly detection�investigating the trade-o� in accuracy required to

achieve real-time performance.

ˆ An exhaustive system-level evaluation of Ancilia's real-time performance and

scalability across di�erent classes of hardware and increasing scenario intensities

is conducted, displaying how Ancilia is able to meet real-time intelligent security

needs in di�erent contexts.

ˆ HuVAD, the largest continuously recorded dataset in real-world community

spaces as well as a especial context-speci�c law enforcement training environ-

ment, emphasizing the impact of context awareness and social interaction on

VAD, with comprehensive de-identi�ed human annotations to ensure privacy.
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ˆ UCAL, a novel Unsupervised Continual Anomaly Learning framework, enabling

adaptive learning for VAD by allowing models to evolve continuously with new

data.

ˆ Providing detailed statistical comparisons, conventional algorithmic evaluations,

and o�ering the �rst comprehensive benchmark for continual learning in human-

centric VAD, showcasing SOTA results of UCAL-enhanced models in 83:33% of

cases.

ˆ A surveillance-oriented RGB+D dataset with seven synchronized views per in-

stance, covering eye-level, high-angle, and back perspectives, recorded at high

resolution and high frame rate across two locations, and accompanied by com-

prehensive annotations including depth maps, human tracks with identities, and

two-dimensional keypoints.

ˆ A comprehensive evaluation with intra-dataset splits that disentangle subject,

setup, and viewpoint, and a balanced inter-dataset protocol.

ˆ An empirical study that reveals a clear link between modality and shift type

and outlines open challenges for robust action recognition in real settings.



CHAPTER 2: Ancilia - Scalable Intelligent Video Surveillance for the Arti�cial

Intelligence of Things

2.1 Introduction

There is a growing need for e�ective and e�cient surveillance technologies that can

be deployed to protect our cities, people, and infrastructure. For example, in Itaewon,

South Korea, a holiday celebration left over 150 dead due to severe overcrowding, with

many blaming the tragedy on careless government oversight [7]. In Moore County,

North Carolina, directed attacks against two power substations left over 45,000 res-

idents without power for days as technicians rushed to restore power and authorities

struggled to �nd the source of the attacks [170]. With enough forewarning through

smart video surveillance, they could have been prevented.

With the recent emergence of the Arti�cial Intelligence of Things (AIoT), some

surveillance solution providers have started adding basic forms of arti�cial intelligence

to their systems. However, their methods are still naive and unable to enhance

security in a truly meaningful way [61]. This is because, while a lot of research is

conducted on tasks that would bene�t surveillance systems, most works focus on

algorithmic improvements in a lab environment instead of paying attention to factors

that are prevalent in real-world scenarios [148, 40]. Most research focuses on a single

algorithm and how to tweak it to get the best possible results on readily available

datasets that often do not re�ect a real surveillance environment. Few works explore

how di�erent algorithms a�ect the performance of other downstream algorithms in

multi-algorithm systems. Few still explore the e�ects of noise (both data derived

and the system produced) in end-to-end accuracy. Beyond this, real-world intelligent

surveillance necessitates real-time performance. The cognitive abilities of advanced
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arti�cial intelligence are only helpful if they can be provided to security personnel

quickly enough to take appropriate action before it is too late.

Figure 2.1: (© 2023 IEEE) Conceptual overview of Ancilia.

In this article, we present Ancilia, the �rst end-to-end scalable, intelligent video sur-

veillance system able to perform high-level cognitive tasks in real-time while achieving

state-of-the-art results. Ancilia takes advantage of the prevalence of cameras in the

Internet of Things (IoT) and uses localized servers to integrate with existing IoT cam-

era ecosystems, facilitating processing on the edge. Current IoT methods often use

cloud computing, which can introduce latency and privacy concerns, or they require

custom sensors with high processing power. Ancilia o�ers a solution to utilize existing

IoT sensors, minimizing the need for expensive infrastructure upgrades and reliance

on cloud processing. Ancilia is device agnostic; As long as video from the camera can

be accessed, Ancilia can provide intelligence. Shown in �g. 2.1, Ancilia exists within

three logical and physical segments: the edge, the cloud, and user devices. The edge

uses a plethora of advanced arti�cial intelligence algorithms processing data received

from cameras to facilitate intelligent security. Using a single workstation to perform

edge processing, Ancilia can monitor up to 4 cameras in real-time at 30 FPS, or up to

8 cameras at 15 FPS, in scenarios with both medium and heavy crowd density. An-

cilia performs high-level cognitive tasks (i.e. action recognition, anomaly detection)
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