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ABSTRACT

WENHAN WU. Human Action Recognition from Skeleton Data. (Under the
direction of DR. AIDONG LU)

Human Action Recognition (HAR) plays a critical role in a wide range of appli-

cations, including intelligent surveillance, human-computer interaction, healthcare

monitoring, and sports analytics. Among various modalities, skeleton-based HAR

has emerged as a robust paradigm due to its invariance to appearance, lighting, and

background changes, as well as its compact and structured representation of human

motion [1, 2, 3]. Unlike RGB or depth data that are sensitive to viewpoint varia-

tions and environmental noise, skeleton sequences provide a high-level abstraction

of human dynamics that facilitates both interpretability and generalization. Recent

advances in deep learning have greatly improved recognition accuracy [4, 5, 6]; how-

ever, challenges remain in effectively modeling long-range spatio-temporal dependen-

cies, learning from limited annotations, and ensuring generalization to unseen actions

while maintaining computational efficiency.

This dissertation addresses key challenges through an integrated research frame-

work that advances self-supervised representation learning, frequency-domain mod-

eling, and spectral–temporal fusion strategies. We first tackle the scarcity of la-

beled data with SkeletonMAE [7], a spatial–temporal masked autoencoder that

incorporates structure-aware masking to learn discriminative motion features from

large-scale unlabeled skeleton sequences. To capture richer motion dynamics, Fre-

qMixFormer [8] introduces a frequency-aware mixed-attention transformer that

leverages the discrete cosine transform (DCT) to extract complementary low- and

high-frequency cues, enabling more nuanced temporal modeling. Building upon this,

FreqMixFormerV2 [9] refines the integration of spectral and spatio–temporal in-

formation via a streamlined attention design, reducing redundancy while preserving
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representational expressiveness and improving computational efficiency. Finally, to

extend HAR capability to unseen action categories, FS-VAE [10] embeds frequency-

guided semantic features into a variational autoencoder framework, aligning latent

representations between seen and unseen classes to improve generalization in zero-

shot recognition scenarios.

Beyond methodological innovations, this dissertation situates skeleton-based HAR

in the broader landscape of efficient and scalable action recognition. The proposed

models are designed not only to push state-of-the-art accuracy on benchmarks but also

to address critical deployment constraints such as data scarcity, domain transferabil-

ity, and computational overhead. Extensive experiments across large-scale datasets

demonstrate that the presented methods consistently achieve superior performance

in supervised recognition, self-supervised representation learning, and zero-shot clas-

sification, while remaining resource-conscious.

Overall, this body of work demonstrates that combining principled representation

learning, frequency-domain analysis, and architectural efficiency can yield models that

are both accurate and generalizable. The results advance skeleton-based HAR towards

scalable, adaptable, and resource-efficient human motion understanding systems with

wide-ranging practical applications.
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CHAPTER 1: INTRODUCTION

1.1 Background and Motivation

Skeleton-based human action recognition (SAR) has attracted increasing attention

due to its compact representation, robustness against illumination and appearance

changes, and reduced privacy concerns compared to RGB or depth modalities [11, 13].

With the proliferation of affordable depth sensors and reliable pose estimation algo-

rithms, skeleton data can now be obtained in real-time across diverse environments.

This has accelerated the adoption of SAR in areas such as video surveillance, smart

healthcare, and human-computer interaction. However, the sparse and abstract na-

ture of skeleton sequences makes it difficult to capture complex motion patterns. Ef-

fectively modeling spatial correlations among joints and temporal dependencies across

frames remains a central challenge. Moreover, real-world deployment demands models

that generalize to variations in viewpoint, execution speed, and unseen action cate-

gories, which are often underexplored in conventional recognition pipelines [1, 14, 15].

Over the past decade, the research community has explored a diverse range of

methodologies for skeleton-based action recognition, gradually evolving from hand-

crafted features to modern deep neural architectures. Early works relied on geometric

descriptors such as joint distances, angles, and motion trajectories, which offered in-

terpretable representations but lacked robustness to viewpoint changes and intra-class

variations. To capture temporal dynamics, sequential models including recurrent neu-

ral networks (RNNs) and long short-term memory networks (LSTMs) were widely ap-

plied, learning motion dependencies across frames from raw joint coordinates [16, 17].

In parallel, another direction encoded skeleton sequences into 2D pseudo-images such

as joint trajectory maps or motion textures, enabling convolutional neural networks

(CNNs) to leverage spatial locality and pre-trained vision backbones for action classi-

fication [18, 19]. While effective to some extent, these early deep learning approaches
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often struggled to fully capture the structured nature of the human body and the

long-range temporal relationships inherent in complex actions.

To address these limitations, graph convolutional networks (GCNs) were intro-

duced as a natural fit for modeling skeletons, where human joints are represented as

graph nodes and their physical connections as edges. Pioneering works such as ST-

GCN [1] demonstrated the advantage of directly leveraging the human body topology,

leading to a surge of GCN-based methods including adaptive adjacency learning (2s-

AGCN) [5], channel-wise modulation (CTR-GCN), and information-theoretic designs

(InfoGCN) [15]. These approaches improved recognition performance by capturing

both local structural relationships and global spatial-temporal dependencies. How-

ever, their reliance on fixed or predefined graph structures limited flexibility, and the

stacking of multiple GCN layers often introduced computational redundancy.

Inspired by advances in natural language processing and computer vision, Transformer-

based architectures have recently emerged as powerful alternatives for SAR. With

their self-attention mechanism, Transformers allow flexible, long-range modeling of

dependencies across joints and frames without being constrained by fixed graph con-

nectivity. Methods such as STAR-Transformer [20], 3Mformer [21], and other hybrid

architectures demonstrated that attention mechanisms can effectively capture com-

plex spatial–temporal dynamics, adaptively focusing on salient joints and motion

patterns. Moreover, these models facilitate the integration of multi-scale informa-

tion, making them more robust to viewpoint changes and temporal variations. De-

spite their strong performance, a new challenge has emerged: how to enrich temporal

modeling with complementary frequency information while maintaining computa-

tional efficiency. This growing recognition of the value of spectral cues, alongside

spatio–temporal representations, has motivated a new research direction that inte-

grates frequency-domain priors into Transformer-based skeleton action recognition.

Motivated by these insights, this dissertation pursues a coherent research trajec-
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tory across four major contributions. First, to address the scarcity of labeled skele-

ton data, SkeletonMAE introduces a spatial–temporal masked autoencoder that per-

forms structure-aware masking and reconstruction on large-scale unlabeled skeleton

sequences. This enables the model to learn transferable and discriminative motion

representations in a self-supervised manner, laying the groundwork for data-efficient

recognition. Second, to capture richer motion dynamics beyond time-domain cues,

FreqMixFormer incorporates frequency-domain priors into a Transformer backbone.

By applying discrete cosine transform (DCT) decomposition, it extracts complemen-

tary low- and high-frequency features and designs a hybrid attention mechanism

across spectral and spatio–temporal domains. This integration suppresses high-

frequency noise, enriches temporal modeling, and enhances cross-modality fusion.

Third, recognizing the need for practical deployment, FreqMixFormerV2 refines this

design into a lightweight spectral–temporal fusion framework. Through streamlined

attention mechanisms and reduced redundancy, it significantly improves computa-

tional efficiency while maintaining competitive accuracy, making it suitable for real-

time scenarios. Finally, moving beyond closed-set classification, FS-VAE embeds

frequency-guided features into a generative variational autoencoder framework. By

aligning skeleton motion with semantic descriptors of unseen categories, FS-VAE en-

ables robust zero-shot and generalized zero-shot recognition. Together, these four

works progressively advance the field from data-efficient representation learning to

frequency-aware discriminative modeling, lightweight architectures, and open-world

recognition.

Looking forward, the future research of SAR suggests a continued shift toward open-

set, multi-person, and real-time recognition in unconstrained environments. Practi-

cal systems must not only achieve high accuracy but also generalize across datasets,

viewpoints, and action domains, while remaining lightweight enough for deployment

on edge devices. In this context, the contributions of this dissertation offer both
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theoretical and practical value. SkeletonMAE provides a foundation for scalable

self-supervised learning; FreqMixFormer demonstrates how frequency priors enhance

temporal discriminability; FreqMixFormerV2 delivers a streamlined design that bal-

ances efficiency and accuracy; and FS-VAE extends recognition capacity into unseen

action spaces. Collectively, these advances represent a step toward robust, efficient,

and generalizable skeleton action recognition models that meet the evolving demands

of both academic research and real-world applications.

1.2 Dissertation Outline

This dissertation is organized into four main research thrusts, each presented as an

individual chapter. They form a coherent trajectory toward advancing skeleton-based

action recognition through representation learning, spectral–temporal modeling, and

generative generalization. The overarching goal is to design an efficient and effec-

tive framework that addresses the limitations of existing approaches while pushing

the boundaries of recognition under both conventional and zero-shot settings. In

particular, this dissertation emphasizes the synergy between data-efficient learning

paradigms, frequency-domain analysis, and lightweight modeling strategies. By pro-

gressively integrating these directions, the research not only enhances recognition

performance in benchmark datasets but also contributes to practical and scalable de-

ployment in real-world applications. The following chapters detail this progression,

highlighting how each methodological contribution builds upon the last to form a

comprehensive research framework.

Chapter 2: Self-Supervised Representation Learning for Skeleton-Based

Action Recognition. This chapter introduces SkeletonMAE, a spatial–temporal

masked autoencoder designed to leverage large-scale unlabeled skeleton sequences for

pretraining. By incorporating structure-aware masking strategies, the model learns

to reconstruct missing joints and frames, thereby capturing discriminative motion

patterns in a self-supervised manner. This work addresses the data scarcity problem
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commonly faced in action recognition tasks, and provides strong pretrained represen-

tations that serve as the foundation for downstream supervised models.

Chapter 3: Frequency-Aware Transformer Modeling for Richer Motion

Representation. The third chapter presents FreqMixFormer, a frequency-guided

mixed-attention transformer that explicitly incorporates frequency-domain informa-

tion into temporal modeling. Motivated by the observation that low- and high-

frequency components carry complementary cues for action dynamics, this framework

applies discrete cosine transform (DCT) to extract spectral features and integrates

them into a hybrid attention mechanism. The resulting model achieves more nu-

anced temporal understanding while preserving spatial semantics, thereby advancing

the state of the art in skeleton-based action recognition.

Chapter 4: Lightweight Spectral{Temporal Fusion for E�cient Skeleton

Action Recognition. Building upon the insights of FreqMixFormer, this chapter

proposes FreqMixFormerV2, which refines the integration of spectral and spa-

tio–temporal representations through a streamlined attention architecture. The de-

sign emphasizes computational efficiency and architectural simplicity, enabling effec-

tive modeling of skeleton dynamics with significantly fewer parameters and reduced

FLOPs. This work demonstrates that spectral–temporal fusion can be achieved with-

out redundancy, making it suitable for resource-constrained environments while main-

taining strong recognition accuracy.

Chapter 5: Frequency-Guided Generative Modeling for Zero-Shot Skele-

ton Action Recognition. The final chapter addresses the challenge of recognizing

unseen actions by introducing FS-VAE, a frequency–semantic enhanced variational

autoencoder framework. By embedding frequency-guided spectral features into a

generative model, FS-VAE aligns latent spaces between seen and unseen categories

through semantic supervision. This approach enables robust generalization to novel

action classes, marking an important step toward practical deployment of skeleton-
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based action recognition in open-world scenarios.

In summary, these four chapters collectively contribute a progression of ideas:

starting with data-efficient self-supervised pretraining, advancing to frequency-aware

transformer modeling, further optimizing efficiency with lightweight spectral–temporal

fusion, and ultimately extending recognition capability to unseen categories through

generative modeling. Taken together, the works not only deliver methodological in-

novations but also illustrate a unified research vision: to make skeleton-based ac-

tion recognition more data-efficient, computationally lightweight, and semantically

generalizable. The dissertation, therefore, establishes a comprehensive and scalable

framework that addresses both fundamental challenges in representation learning and

practical requirements for real-world deployment.
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CHAPTER 2: Related Works

This chapter provides a comprehensive review of the literature pertinent to skeleton-

based human action recognition. Our review is structured into two main sections.

First, we survey the evolution of deep learning architectures tailored for this task,

tracing the progression from early sequential and convolutional models to the now-

dominant Graph Convolutional Networks (GCNs) and the increasingly powerful Trans-

former frameworks. Subsequently, we dive into advanced topics that address critical

challenges in the field, including self-supervised representation learning, frequency-

domain analysis, and zero-shot learning. This review establishes the context and

motivation for the contributions presented in this dissertation [7, 8, 9, 10].

2.1 Architectures for Skeleton-Based Action Recognition

The primary challenge in skeleton-based action recognition lies in effectively mod-

eling the complex spatio-temporal dependencies inherent in human motion. Over the

past decade, research has shifted from handcrafted feature engineering to end-to-end

deep learning architectures designed to automatically learn these relationships from

the skeletal data.

Early Deep Learning Approaches. Initial efforts to apply deep learning to

skeleton data adapted models from other domains. Recurrent Neural Networks

(RNNs) and their variants, such as Long Short-Term Memory (LSTM) networks,

were a natural choice for modeling the temporal aspect of skeleton sequences [4, 16].

These models process skeletons frame by frame to learn temporal dependencies, but

often struggle to explicitly model the spatial structure of the human body. In par-

allel, another line of work converted skeleton sequences into 2D pseudo-images, such

as joint trajectory maps or skeleton optical spectra, which could then be processed

by Convolutional Neural Networks (CNNs) [19, 22, 17]. While this allowed leverag-

ing powerful image-based architectures, it often treated the skeleton as a generic 2D
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representation, thereby neglecting the underlying anatomical graph topology.

Graph Convolutional Networks (GCNs). A significant breakthrough came

with the introduction of Graph Convolutional Networks (GCNs), which naturally

model the human skeleton as a graph, with joints as nodes and bones as edges. The

pioneering work of ST-GCN [1] was the first to apply GCNs to skeleton sequences,

simultaneously modeling spatial dependencies through graph convolution and tempo-

ral dependencies with standard convolutions. This work sparked a wave of innovation

in GCN-based methods. Subsequent research focused on enhancing the graph’s flexi-

bility and expressiveness. For example, 2s-AGCN [5] introduced mechanisms to learn

the graph structure adaptively from data. Other approaches like Shift-GCN [23] and

MS-G3D [6] focused on improving efficiency and capturing multi-scale features. More

recent methods like CTR-GCN [3] introduced channel-wise topology refinement, while

InfoGCN [15] and HD-GCN [24] explored information theory principles and hierarchi-

cal decomposition to design more powerful graph convolutions. Despite their success,

GCNs are often limited by their reliance on a locally defined graph topology, which

may not capture all complex, non-local joint correlations.

Transformer-Based Architectures. More recently, inspired by the success of

the Transformer in natural language processing [25], Transformer-based models have

emerged as a compelling alternative for skeleton action recognition. The core self-

attention mechanism allows for modeling long-range dependencies between any pair of

joints in a sequence, without being constrained by a fixed graph structure. This flexi-

bility is particularly useful for capturing complex actions where distal joints are highly

correlated. A variety of works have adapted transformers for this task [14, 2, 26],

demonstrating their effectiveness. Modern approaches like STAR-Transformer [20],

3Mformer [21], and SkeMixFormer [27] have shown that attention-based architec-

tures can effectively capture rich spatio-temporal dynamics by adaptively focusing

on the most salient joints and temporal segments. However, standard transformers
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lack the inherent inductive bias for skeletal topology that GCNs possess. This has

motivated the research presented in this dissertation, such as FreqMixFormer [8],

which aims to enrich transformer models by integrating complementary information

like frequency-domain cues.

2.2 Advanced Topics in Skeleton-Based Action Recognition

Self-Supervised Learning. The high cost of annotating large-scale action recog-

nition datasets has driven significant interest in self-supervised learning (SSL). SSL

aims to learn meaningful representations from unlabeled data by solving a pre-

text task. Two dominant paradigms have emerged in this area. Contrastive meth-

ods [28, 29] learn representations by pulling different augmented views of the same

sample closer while pushing views from different samples apart. [30] further advanced

this paradigm by introducing a part-aware attention mechanism to focus on salient

body parts. The second paradigm is generative learning for reconstruction, which is

exemplified by the Masked Autoencoder (MAE) [31] in the image domain. Our work,

SkeletonMAE [7], extends this generative approach to the spatio-temporal domain

of skeleton sequences.

Frequency-Domain Analysis. While most models operate in the spatio-temporal

domain, they can sometimes fail to distinguish actions that are visually similar but

differ in their subtle, high-frequency motion characteristics. This has led to a growing

interest in frequency-domain analysis. By transforming a time-series signal into its

frequency components using methods like the Discrete Cosine Transform (DCT) [32],

it is possible to explicitly model different aspects of motion. Prior works have of-

ten used DCT for purposes like motion prediction [33] or to compress information

by truncating high-frequency coefficients [34, 35]. In contrast, our work, particu-

larly in FreqMixFormer [8] and its lightweight successor FreqMixFormerV2 [9],

hypothesizes that these high-frequency components contain critical discriminative in-

formation. We therefore develop methods to selectively enhance, rather than discard,
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frequency components to achieve a richer motion representation. This approach has

also been explored in other recent works like [36], which uses wavelets for a similar

purpose.

Zero-Shot Learning. A major limitation of traditional supervised models is

their inability to recognize action classes that were not included in the training set.

Zero-Shot Learning (ZSL) aims to overcome this by transferring knowledge from seen

classes to unseen classes, typically via a shared semantic space like word embeddings.

In skeleton action recognition, ZSL methods learn a mapping from the skeleton fea-

ture space to the semantic space, allowing the model to classify an action from an

unseen class. Generative models, such as Variational Autoencoders (VAEs) [37], have

become a popular approach for ZSL [38, 12, 39], as they can learn the underlying

data distribution to synthesize features for unseen classes. Other recent approaches

have explored mutual information maximization [40] and part-aware language rep-

resentations [41]. However, challenges remain in creating rich representations from

sparse skeleton data and ensuring robust alignment with the semantic space. Our

final contribution, FS-VAE [10], addresses these specific challenges by integrating

frequency-enhanced features and a novel calibrated alignment mechanism.



11

CHAPTER 3: Self-Supervised Representation Learning for Skeleton-Based Action

Recognition

The work in this chapter has been published in the following paper:

Wenhan Wu, Yilei Hua, Ce Zheng, Shiqian Wu, Chen Chen, Aidong Lu. “Skeleton-

MAE: Spatial–Temporal Masked Autoencoders for Self-Supervised Skeleton Action

Recognition.” IEEE International Conference on Multimedia and Expo Workshops

(ICMEW), 2023.

3.1 Problem Statement

Masked autoencoders (MAE) [31] represent a recent and effective paradigm in self-

supervised learning, which has shown strong generalization and high performance on

a variety of computer vision tasks. The method operates by randomly masking a

large part of an input image and training a model to restore the original content from

the visible patches. This process allows the model to learn robust and transferable

representations. However, applying the MAE framework directly to skeleton-based

action recognition is met with several challenges:

• The MAE architecture relies on the Vision Transformer (ViT) [42], a model de-

signed specifically for processing 2D image patches. A fundamental difference

exists between static images and skeleton sequences, as the latter are temporal

signals from videos that contain important spatio-temporal information. At the

spatial level, joint features define the structural relationships between body parts

within a single frame. At the temporal level, frame features show the dynamics of

motion as joints move over time. This type of spatio-temporal complexity is not

well-handled by a direct application of the ViT-based MAE framework.

• In its original design, MAE’s masking strategy is confined to the spatial domain of

an image, focusing on removing patches. For skeleton data, a more complex mask-

ing strategy is necessary, one that operates on both the spatial level (by removing
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specific joints) and the temporal level (by removing entire frames). If this dual-level

approach is not used, the model cannot effectively learn the motion continuity and

spatial correlations that are essential for skeleton representation learning.

To address these challenges, we propose a new self-supervised framework named

SkeletonMAE, which is designed for skeleton-based spatio-temporal representation

learning. Our method includes two main components: 1) Skeleton-aware masked in-

put generation, a process where masked skeleton sequences are created from raw joint

coordinates while preserving both joint-level (spatial) and frame-level (temporal) in-

formation; 2) A spatial{temporal masking and reconstruction mechanism, in which a

transformer-based encoder–decoder learns useful skeleton representations by recon-

structing the masked sequences. By leveraging the ability of transformers to capture

long-range dependencies, SkeletonMAE can effectively model both the structural re-

lationships within a frame and the motion dynamics between frames.

Figure 3.1 shows the overall framework of SkeletonMAE. In the pre-training phase,

a spatial–temporal masking approach is used with defined joint- and frame-masking

ratios to produce partially observed skeleton sequences. The role of the encoder

is to learn generalizable skeleton representations, while the decoder is tasked with

reconstructing the missing parts of the skeletons. To better process skeleton data,

we use the Spatio-Temporal Tuples Transformer (STTFormer) [43] as the backbone.

This model is more suitable than ViT for this task because it is specifically designed

for skeleton sequences and has a superior capability for spatio-temporal modeling.

In the fine-tuning stage, only the encoder is kept and connected to a lightweight

prediction layer for downstream action recognition tasks.

We conducted extensive experiments on two large-scale benchmarks, NTU-RGB+D

60 and NTU-RGB+D 120. The results show that SkeletonMAE consistently achieves

better performance than existing state-of-the-art self-supervised methods, without

the need for additional external data. This outcome confirms the effectiveness of our
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Figure 3.1: Overview of the proposed SkeletonMAE framework. (a) Pre-training pipeline
with spatial{temporal masking and STTFormer-based encoder{decoder for sequence recon-
struction. (b) Fine-tuning stage where only the encoder is retained for action classi�cation.
(c) Detailed encoder and decoder architectures composed of multiple Spatio-Temporal Tu-
ples Attention (STTA) blocks.

spatial–temporal masking strategy and shows the potential for using transformer-

based masked autoencoding in the field of skeleton action recognition.

3.2 Methodology

3.2.1 Preliminaries

MAE [31]. The MAE framework is composed of an encoder and a decoder with

an asymmetric design. A key feature is that the decoder’s architecture is separate

from the encoder’s, which permits the use of different decoder designs for efficient pre-

training. Specifically, the MAE encoder is built on the ViT architecture and operates

exclusively on the visible (unmasked) patches of an image. In line with the ViT

process, these patches are transformed into tokens through a linear projection and

combined with positional embeddings before being processed by transformer blocks.

Only a small subset of the total tokens, usually 25

STTFormer [43]. In our work, we use STTFormer for both the encoder and
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Figure 3.2: Illustration of the spatial-temporal masking pipeline. Based on the pre-set
frame-masking ratio (�) and joint-masking ratio (�), we �rst apply frame masking (, re-
moving entire skeleton frames) in the skeleton sequence, and then randomly mask joints at
the joint level.

decoder instead of a ViT-based structure, as it is better suited for skeleton data. While

ViT is designed for image patches and lacks a temporal component, STTFormer was

created specifically for skeleton sequences and shows a strong capability for spatio-

temporal modeling. The STTFormer model works by dividing the skeleton data into

distinct, non-overlapping tuples. It then uses a Spatio-Temporal Tuples Attention

(STTA) module to model the relationships between multiple joints in adjacent frames.

Following the STTA block, an Inter-Frame Feature Aggregation (IFFA) module is

used to improve the integration of features across frames, which helps in learning

better representations for action recognition. Figure 3.1 provides an illustration of

the STTFormer architecture.

3.2.2 Spatial–Temporal Masking Strategy

This section describes our proposed spatial–temporal masking method for skeleton

sequences. Figure 3.2 illustrates this process.

Temporal masking. The first step is temporal masking at the frame level. Here,
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Figure 3.3: Illustration of two masking strategies. (a) Frame masking is applied �rst,
followed by: (b) randomly masking joints at the spatial level; (c) masking joints with �xed
indices across all frames.

a certain portion of frames, determined by a pre-defined frame-masking ratio, are

randomly selected and removed from the sequence, and their original indices are

saved. The frames that are not removed are then passed to the next stage for spatial

masking.

Spatial masking. Following temporal masking, joint-level masking is applied to

the visible frames. A pre-set joint-masking ratio determines the subset of joints to be

randomly masked within each frame. It is important to note that the indices of the

masked joints can vary from one frame to another, as shown in Fig. 3.3(b). As an

alternative, we also explore a fixed-index joint masking approach, where the same set

of joint indices is masked throughout all frames, which is illustrated in Fig. 3.3(c).

3.2.3 SkeletonMAE Architecture

This section details the main components of the SkeletonMAE architecture, includ-

ing its encoder, decoder, and the reconstruction process. Figure 3.1 shows the overall

pipeline and structure.
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SkeletonMAE encoder. The encoder uses the STTFormer architecture and

operates only on the visible (unmasked) skeleton tokens. For a given input sequence,

frame-level and joint-level masking are applied first. The tokens that remain are then

passed to the encoder, which converts them into spatio-temporal embeddings.

SkeletonMAE decoder. The decoder is also based on the STTFormer architec-

ture. Its function is similar to that of the MAE decoder: it takes the spatio-temporal

embeddings and positional information to reconstruct the original skeleton sequence.

The output from the decoder is this reconstructed sequence, which should be as close

as possible to the original unmasked input.

Reconstruction. To measure the quality of the reconstruction, we use a mean

squared error (MSE) loss. The MSE loss is calculated based on the difference between

the original input sequence and the reconstructed sequence:

MSE =
1

N

NX
i=1

kSi � S�i k2; (3.1)

where i represents the frame index, N is the total number of samples, S is the input

sequence, and S� is the sequence that has been reconstructed.

3.2.4 Fine-Tuning for Skeleton Action Recognition

To test the quality of the representations learned by SkeletonMAE, we take the pre-

trained encoder and fine-tune it on downstream tasks using the full training dataset.

A classification head is added to predict the action for each sequence, and we report

the recognition accuracy. This fine-tuning process is shown in Fig. 3.1(b). In contrast

to self-supervised methods that rely on contrastive learning [28, 29], which are often

evaluated with linear probing protocols, our work uses an end-to-end fine-tuning

approach for action recognition tasks.
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3.3 Experiments and Results

3.3.1 Datasets

We evaluate our approach on the two most commonly used datasets for skeleton-

based action recognition: NTU-RGB+D 60 (NTU-60) [11] and NTU-RGB+D 120

(NTU-120) [13], following their o�cial evaluation protocols.

NTU-RGB+D 60 (NTU-60). NTU-60 is a large-scale dataset containing 56,578

skeleton sequences over 60 action categories; each human body is represented by 25

joints. Two protocols are provided: Cross-Subject (X-Sub) and Cross-View (X-View).

In X-Sub, subjects are split into disjoint training and testing sets (half for training

and half for testing). In X-View, training samples are captured by cameras 2 and 3,

while testing samples come from camera 1.

NTU-RGB+D 120 (NTU-120). NTU-120 extends NTU-60 to 113,945 se-

quences with 120 action classes. Two protocols are used: Cross-Subject (X-Sub)

with 53 subjects for training and 53 for testing, and Cross-Setup (X-Set) where even

setup IDs are used for training and odd setup IDs for testing.

3.3.2 Experimental Settings

All experiments are conducted on 8� NVIDIA RTX A6000 GPUs using the Py-

Torch framework [44]. Both pre-training and �ne-tuning use the Adam optimizer

(base learning rate 0.005, weight decay 0.0001), batch size 64, and 200 epochs. We

adopt a multi-step learning-rate schedule with
 = 0:1 and milestones at epochs 60,

90, and 110. For fair comparison, the skeleton sequence length is �xed to 20 frames

across all experiments.

STTFormer. As mentioned in Sec. 3.2.1, a standard STTFormer model, which

includes a series of stacked STTA blocks, serves as our backbone during pre-training.

Similar to MAE, we add sine{cosine positional embeddings to the inputs of both the

encoder and the decoder. For the �ne-tuning stage, the STTFormer-based encoder is
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used as the feature extractor.

Sequence division and patch embedding. We use the same tuple division

method for skeleton sequences as in STTFormer. Because skeleton data does not

have the high-resolution pixels or noise found in image data, we use a simple 1� 1

convolution for the patch (tuple) embedding step.

Masking settings. The masking process is applied before the sequence is divided

into tuples. As detailed in Sec. 3.2.2, we �rst remove a random set of frames based

on the frame-masking ratio, and then remove a random set of joints based on the

joint-masking ratio. We tested several di�erent ratios to �nd an e�ective balance.

Pre-training. For pre-training, we use mean squared error (MSE) as the loss

function for reconstruction and save the model that achieves the lowest validation

loss.

Fine-tuning. As described in Sec. 3.2.4, our approach for the �nal action recogni-

tion task is end-to-end �ne-tuning. We use cross-entropy loss with a label smoothing

rate of 0.1 [45] and save the model that achieves the highest validation accuracy.

3.3.3 Ablation Study

Masking strategies. With the same level of random frame masking applied, we

compared two di�erent strategies for joint masking: (1) masking random joints in

each frame, and (2) masking the same joint indices across the entire sequence. As

shown by the results in Table 3.1, the random joint masking approach led to better

performance in �ne-tuning (with a top X-Sub accuracy of 86:6%) compared to the

�xed-index masking method (which achieved a best of 85:4%). This �nding indicates

that a higher degree of randomness in the masked inputs helps the model learn more

robust representations, which is consistent with �ndings from other MAE-style pre-

training studies.

Frame- and joint-masking ratios. We evaluate frame-masking ratiosf 0:4; 0:5; 0:6g

and joint-masking ratios f 0:4; 0:5; 0:6g for both masking strategies. On NTU-60 (X-
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Table 3.1: Ablations on masking strategy and ratios on NTU-60 (X-Sub). We compare
�xed-index joint masking vs. random joint masking under varying frame/joint ratios.

method frame-masking ratio joint-masking ratio NTU-60 X-Sub
0.6 0.4 85.2
0.6 0.5 84.9
0.6 0.6 85.3
0.5 0.4 85.3
0.5 0.5 85.0
0.5 0.6 84.8
0.4 0.4 84.8
0.4 0.5 85.4

�xed index

0.4 0.6 85.2
0.6 0.4 86.5
0.6 0.5 86.0
0.6 0.6 86.3
0.5 0.4 86.3
0.5 0.5 86.6
0.5 0.6 85.7
0.4 0.4 85.6
0.4 0.5 86.6

random

0.4 0.6 85.4

Table 3.2: Ablation on decoder embedding dimension.

embedding dimension NTU-60 X-Sub parameters (M)
128 85.2 3
256 86.6 11
512 86.0 33

Sub), �xed-index masking performs best at frame 0:4 and joint 0:5 (85:4%), while

random masking achieves the best 86:6% at two settings: (frame 0:5; joint 0:5) and

(frame 0:4; joint 0:5); see Table 3.1.

Embedding dimension. Table 3.2 studies decoder embedding dimensions. The

default setting (256) performs best (86:6%) vs. 128 (85:2%) and 512 (86:0%). Param-

eter count scales with dimension (3M, 11M, 33M), so we adopt 256 for subsequent

experiments.

Decoder depth. Decoder depth denotes the number of STTFormer blocks in

the decoder. With embedding dimension �xed at 256, we vary depthf 11; 9; 7; 5g.

Table 3.3 shows the best accuracy (86:6%) at depth 9. Both deeper (11) and shallower

(7, 5) decoders underperform slightly. We therefore use 9 blocks and 256 dims by

default.
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Table 3.3: Ablation on decoder depth (number of STTFormer blocks).

decoder depth NTU-60 X-Sub
11 86.5
9 86.6
7 86.2
5 85.7

Figure 3.4: Ablation on pre-training schedule. Fine-tuning accuracy improves with more
pre-training, saturating near 200 epochs.

Pre-training schedule. Longer pre-training generally helps. We pre-train for

f 50; 100; 150; 200g epochs and report �ne-tuning accuracy at each checkpoint (Fig. 3.4).

Accuracy improves markedly from 50 to 100 epochs (+5:0%) and saturates by 200

epochs (best 86:6%), indicating diminishing returns beyond 150 epochs.

3.3.4 Comparison with State of the Art

Self-supervised training. Table 3.4 compares SkeletonMAE with two recent self-

supervised methods, CrosSCLR [28] and AimCLR [29]. For fairness, we replace their

original ST-GCN backbones with STTFormer under the same settings. On NTU-

60, SkeletonMAE surpasses CrosSCLR by +2:0% (X-Sub) and +2:4% (X-View), and

AimCLR by +2 :7% (X-Sub) and +2:5% (X-View). On NTU-120, SkeletonMAE
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Table 3.4: Fine-tuned accuracy (%) on NTU-60 and NTU-120 under self-supervised
pre-training.

NTU-60 NTU-120
method backbone X-Sub X-View X-Sub X-Set

CrosSCLR [28] ST-GCN 82.2 88.9 73.6 75.3
AimCLR [29] ST-GCN 83.0 89.2 76.4 76.7

CrosSCLR [28] STTFormer 84.6 90.5 75.0 77.9
AimCLR [29] STTFormer 83.9 90.4 74.6 77.2
SkeletonMAE STTFormer 86.6 92.9 76.8 79.1

Table 3.5: Fine-tuning with few labels on NTU-60 and NTU-120. SkeletonMAE
shows strong data e�ciency.

method backbone label fraction
NTU-60 NTU-120

X-Sub X-View X-Sub X-Set
CrosSCLR [28] STTFormer 5% 63.5 66.9 50.2 50.4
AimCLR [29] STTFormer 5% 63.9 67.5 49.0 51.8
SkeletonMAE STTFormer 5% 64.4 68.8 50.4 52.0
CrosSCLR [28] STTFormer 10% 71.0 75.1 58.5 60.6
AimCLR [29] STTFormer 10% 70.2 76.2 58.6 60.5
SkeletonMAE STTFormer 10% 73.0 76.9 61.8 62.5

outperforms CrosSCLR by +1:8% (X-Sub) and +1:2% (X-Set), and AimCLR by

+2:2% (X-Sub) and +1:9% (X-Set). These gains hold on both smaller (NTU-60) and

larger (NTU-120) benchmarks.

Fewer labeled data. To assess data e�ciency, we �ne-tune with only 5% and

10% labeled data on NTU-60 and NTU-120. As shown in Table 3.5, SkeletonMAE

consistently outperforms CrosSCLR and AimCLR at both label fractions. With 5%

labels, we obtain 64:4%/68:8% (NTU-60 X-Sub/X-View) and 50:4%/52:0% (NTU-120

X-Sub/X-Set). With 10% labels, we reach 73:0%/76:9% (NTU-60) and 61:8%/62:5%

(NTU-120), demonstrating strong generalization under scarce supervision.

3.3.5 Qualitative analysis on masking strategy

Figure 3.5 presents the results of a qualitative analysis that compares two masking

strategies: �xed-index masking and random masking. The evaluation was performed

on the NTU-60 X-Sub dataset, using various combinations of the frame-masking

ratio ( � ) and joint-masking ratio (� ). In the �gure's plot, the x-axis corresponds

to the (� , � ) coordinate pairs, which are arranged with the� values in descending
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Figure 3.5: Qualitative analysis on di�erent masking strategies (NTU-60 dataset X-Sub).

order. A key observation from the analysis is that the random masking strategy

generally yields better results compared to the �xed-index masking strategy. The

performance di�erence between the two methods is most signi�cant at the (0.5,0.5)

ratio combination, where random masking surpasses the �xed-index method by 1.6%.

The smallest observed gap in performance is 0.2%, which occurs at the (0.4,0.6) ratio

combination.

3.3.6 Visualization

In Fig. 3.6, we visualize pre-training on NTU-60 using random joint masking with a

0.5 joint-masking ratio (frame masking applied �rst). We select odd frames from the

�rst 20 frames of the drink water action and show: (a) input skeletons; (b) masked

skeletons (frame-level masks at frames 3, 9, 11, 15; joint-level masks at frames 1, 5, 7,

13, 17, 19); and (c) reconstructed skeletons. Spatially (within a frame), minor di�er-

ences appear between inputs and reconstructions, yet overall postures (e.g., arm/leg

positions) are preserved, indicating strong spatial representation learning. Temporally

(across frames), joint trajectories (e.g., raising the hand) remain coherent without

noticeable deformation, suggesting solid temporal modeling. These observations sup-
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Figure 3.6: Visualization on NTU-60 (drink water ). For each selected frame, we show (a)
input, (b) masked (0.5 joint-masking; frame masking applied �rst), and (c) reconstruction.

port that SkeletonMAE learns generalized, semantically meaningful spatio{temporal

representations, leading to strong downstream recognition performance.

3.4 Summary

In this work, we introduced SkeletonMAE, a new masked autoencoder for self-

supervised skeleton action recognition. To improve the learning of skeleton represen-

tations, we developed a new spatial-temporal masking strategy for the pre-training

reconstruction task. We also discussed and tested the e�ects of di�erent frame and

joint masking ratios. Our comprehensive experiments on the NTU-60 and NTU-120

datasets show that SkeletonMAE achieves superior results for skeleton action recog-

nition.
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CHAPTER 4: Frequency-Aware Transformer Modeling for Richer Motion

Representation

The work in this chapter has been published in the following paper:

Wenhan Wu , Ce Zheng, Zihao Yang, Chen Chen, Srijan Das, Aidong Lu. \Fre-

quency Guidance Matters: Skeletal Action Recognition by Frequency-Aware Mixed

Transformer." Proceedings of the 32nd ACM International Conference on Multimedia

(ACM MM) , 2024.

4.1 Problem Statement

The Transformer model [25] has recently shown promising performance in hu-

man action recognition across di�erent data types, including RGB [46, 47], depth

[18, 48], point cloud [49, 50], and skeleton data [15, 21]. Its capacity to model joint

representations and the correlations between frames makes it a good choice for a

backbone in skeleton-based action recognition. However, even with many successful

studies [2, 14, 26, 51, 52, 53, 54, 27, 55], transformer-based models have not consis-

tently achieved higher accuracy than models based on Graph Convolutional Networks

(GCNs). We believe the main reason for this performance gap is related to how each

model handles spatial information. GCNs use localized graph convolutions, which

are very e�ective at capturing the spatial structure of the human skeleton, a key

element for recognizing actions. In comparison, standard transformers use global

self-attention. This mechanism does not have a built-in understanding (inductive

bias) of the skeleton's structure. While global attention can model overall motion,

it may overlook or weaken the subtle local interactions between joints. Furthermore,

because attention scores are normalized over the whole sequence, small but important

di�erences in motion might be disregarded if they do not have a large e�ect on the

overall attention.

To close this performance gap, our work focuses onimproving transformers' ca-
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pability to learn discriminative representations of subtle motion patterns.

Our approach combines frequency-domain features with spatial features by incorpo-

rating the Discrete Cosine Transform (DCT) [32] into a mixed attention transformer

framework [27, 56]. The goal is to encode the correlations between joints in the fre-

quency domain, allowing us to explore frequency-based joint representations. The

reason for using this approach is simple and direct: frequency components can e�ec-

tively represent an entire sequence of joint movements [33] and are particularly good

at capturing subtle motions. Based on this idea, we propose a new model called the

Frequency-aware Mixed Transformer (FreqMixFormer), which is designed for skele-

ton action recognition and aims to capture discriminative correlations between joints.

The main steps of our method are described below:

The �rst step of our approach involves a Frequency-aware Attention module, which

is designed to transform spatial joint information into the frequency domain. In

this domain, dependencies in skeletal movement, measured by the similarity between

QueriesQ and Keys K , are encoded as a unique spectral representation based on

their energy. Figure 4.1 shows how this method allows for the e�ective learning of

discriminative features for actions with similar patterns, such as reading and writing,

by using their physical correlations. In the context of these skeleton sequences, mi-

nor movements involving rapid spatial changes are represented ashigh-frequency

components with low energy (indicated by the red box). In contrast, larger mo-

tions that evolve slowly throughout the sequence are represented aslow-frequency

components with high energy (indicated by the blue box). Subsequently, we apply

a frequency operator to amplify the high-frequency coe�cients while attenuating the

low-frequency ones. This process enables selective �ne-tuning of features within the

frequency domain. The second step involves a transformer-based model that uses

a mixed attention mechanism. This mechanism extracts spatial and frequency fea-

tures in parallel using self-attention (SA) for joint dependencies and cross-attention
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(CA) for contextual joint correlations. Following this, an integration module fuses the

features from the two domains to produce frequency-spatial features. Finally, these

combined features are passed to a temporal transformer. This component learns

the inter-frame correlations across the entire sequence, which allows it to e�ectively

capture the temporal evolution of the discriminative frequency-spatial features. A

summary of our contributions is provided below:

ˆ Our work introduces theFrequency-aware Attention Block (FAB), a module

designed to analyze frequency features in skeleton sequences. It includes a spe-

cialized frequency operator that improves how frequency coe�cients are learned,

thereby enhancing the model's capacity to identify discriminative joint correlations.

ˆ We also present theFrequency-aware Mixed Transformer (FreqMixFormer),

a complete model for extracting joint correlations from both frequency and spatial

domains. This model also includes a temporal transformer to improve its ability

to capture features across the time dimension of the sequence.

ˆ The proposed FreqMixFormer model achieves state-of-the-art performance on three

major benchmarks: NTU RGB+D [11], NTU RGB+D 120 [13], and Northwestern-

UCLA [57].

4.2 Methodology

4.2.1 Preliminaries

Transformer. Self-attention is the core mechanism of the Transformer [25]. Given an

input X 2 RC� D , whereC is the number of tokens (patches) andD is the embedding

dimension,X is �rst mapped to Query (Q), Key (K ), and Value (V) by three linear

transformations:

Q = XW Q; K = XW K ; V = XW V ; (4.1)
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Figure 4.1: The overall design of our Frequency-aware Mixed Transformer. Our Fre-
qMixFormer model overcomes the limitations of traditional transformer-based meth-
ods, which cannot e�ectively recognize confusing actions such as reading and writing
due to the straightforward process of skeleton sequences. As highlighted with the col-
ored boxes, the FreqMixFormer introduces the frequency domain and extracts high-
frequency features, which often indicate subtle and dynamic movements (red), and
low-frequency features, which are associated with slow and steady movements (blue).
These features are then fused with spatial features. Our results demonstrate that the
integrated frequency-spatial features signi�cantly improve the model's capability to
discern discriminative joint correlations.

whereWQ; WK ; WV 2 RD � D are learnable weights. The self-attention operation is

Attention( Q; K; V ) = Softmax
�

QK >

p
d

�
V; (4.2)

where d is the dimensionality used for scaling. Multi-Head Self-Attention (MHSA)

aggregates multiple attention heads from di�erent representation subspaces:

MHSA(Q; K; V ) = Concat( H1; : : : ; Hh) Wout ; (4.3)
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where H i = Attention( Qi ; K i ; Vi ) is the i -th head and Wout 2 RD � D is a linear

projection.

Baseline. Many transformer-based methods for skeleton action recognition mainly

rely on plain self-attention blocks to capture spatiotemporal correlations among joints,

while under-exploiting contextual interactions among blocks. We therefore adopt

the o�-the-shelf SkeMixFormer [27] as our baseline for spatial skeletal feature learn-

ing, which introduces two complementary ideas: (1)Cross-attention, an asymmetric

scheme mixing theQuery Q and Key K from neighboring blocks to enable asymmet-

ric information integration; and (2) Channel grouping, which splits input channels

into unit groups to capture multivariate interaction characteristics, thereby preserv-

ing inherent skeletal structure without relying solely on global full-channel attention.

However, SkeMixFormer alone struggles to model highly discriminative motion

patterns, and as a result, it does not fully unlock the potential of transformer repre-

sentations. Motivated by this limitation, we developFreqMixFormer to verify that

frequency{spatial features are more e�ective than purely spatial ones. The compo-

nents of our model are detailed in the following sections.

4.2.2 Overview of FreqMixFormer

Figure 4.2 illustrates the overall architecture of our model. Given the inputX 2

RJ � C� F representing a skeleton sequence ofF frames, with J joints per frame and

joint dimensionality C, we �rst apply joint and positional embeddings to obtain a uni-

�ed representation. Next, we use a partition block that splitsX into n unit groups

by dividing the channels. This step is designed to capture multivariate interactions

and helps with the interpretable learning of relationships between joints. Speci�-

cally, X is divided into x i 2 RJ � (C=n)� F and recomposed asX  Concat[x1; : : : ; xn ].

Every unit group x i is then processed by our proposed Frequency-Aware Mixed Trans-

former, which uses both self-attention and cross-attention to combine Spatial Atten-

tion Blocks with Frequency-Aware Attention Blocks. The resulting frequency{spatial
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Figure 4.2: A diagram of the proposed FreqMixFormer pipeline. The process begins by
applying joint and positional embeddings to an input skeleton sequence to produce the
feature representation X . The feature X is then split into n unit groups (e.g., n = 3)
that serve as inputs x i , following the partitioning method described in Section 4.2.2. Each
input group x i is subsequently processed by the Frequency-Aware Mixed Transformer to
generate mixed frequency{spatial attention maps,MFS i (de�ned in Section 4.2.4), which
capture fused joint patterns from both the frequency and spatial domains. The resulting
maps are concatenated into a single featureM . This feature, along with the Value matrix
V , is then passed to a temporal attention block to learn correlations between joints across
frames. Finally, the output of this block, X out , is sent to a fully connected layer to produce
the action classi�cation.

mixed features are then processed by a Temporal Attention Block to learn inter-frame

correlations. In the �nal step, the output features are reshaped and then sent to a

fully connected layer to produce the classi�cation result.

4.2.3 Discrete Cosine Transform (DCT) for Joint Sequence Encoding

Let x 2 RJ � C� F denote the input sequence; the trajectory of thej -th joint across

F frames isX j = ( x j; 1; x j; 2; : : : ; xj;F ). While many transformer-based methods work

only with the spatial (time-domain) representation, in our work, we also make use

of a frequency-domain representation, which we obtain using the Discrete Cosine

Transform (DCT). Unlike prior DCT-based works [33, 34, 35] that truncate high-
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frequency coe�cients for compactness, weretain all coe�cients and explicitly enhance

high-frequency parts while reducing low-frequency parts. There are three reasons

for this approach: (i) the high-frequency components from the DCT are better at

capturing small di�erences that are di�cult to distinguish in the spatial domain (for

example, the �ne hand movements that separatereading from writing, see Fig. 4.1);

(ii) the low-frequency components relate to constant or slow patterns that are not

as useful for discrimination (such as the lower-body pose in those same actions, also

shown in Fig. 4.1); and (iii) the cosine transform's energy compaction concentrates

most energy in low frequencies, yielding a well-structured spectrum for amplifying

subtle motion cues.

We apply DCT to each trajectory independently. ForX j , its i -th DCT coe�cient

is

Cj;i =

r
2
F

FX

f =1

x j;f
1

p
1 + � i 1

cos
�

� (2f � 1)(i � 1)
2F

�
; (4.4)

where� i 1 is the Kronecker delta (� i 1 = 1 if i = 1, else 0), andi 2 f 1; : : : ; Fg (larger i

indicates higher frequency). The original time-domain sequence can be reconstructed

by the inverse DCT (IDCT):

x j;f =

r
2
F

FX

i =1

Cj;i
1

p
1 + � i 1

cos
�

� (2f � 1)(i � 1)
2F

�
; (4.5)

with j 2 f 1; : : : ; Jg and f 2 f 1; : : : ; Fg. We next integrate these spectral coe�cients

within the transformer via a Frequency-Aware Mixed Transformer to obtain mixed

frequency{spatial features.
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4.2.4 Frequency-Aware Mixed Transformer

Mixed Spatial Attention. Given a split input x i 2 RJ � (C=n)� F (Section 4.2.2), we

derive Query and Key along the spatial dimension via pooled projections:

Qi ; K i = ReLU
�
Linear(AvgPool(x i ))

�
; (4.6)

for i = 1; : : : ; n. The corresponding self-attention is

Atten i
self = Softmax

�
Qi K >

ip
d

�
: (4.7)

To enable richer contextual integration across neighboring unit groups, we adopt

cross-attention by sharingK i :

Atten i
mix = Softmax

�
Qi +1 K >

ip
d

�
: (4.8)

The mixed spatial attention map is then

MS i = Atten i
self + Atten i

mix + Atten i � 1
mix : (4.9)

These maps are produced by several Spatial Attention Blocks (SABs), see Fig. 4.3(a).

Mixed Frequency{Spatial Attention. We computeDCT (x i ) to obtain frequency

coe�cients for each unit and derive spectralQuery/ Key as

Qi ; K i = ReLU
�
Linear(AvgPool(DCT (x i )))

�
: (4.10)

The frequency-domain self- and cross-attentions are

Atten
i
self = Softmax

 
Qi K

>
ip

d

!

; Atten
i
mix = Softmax

 
Qi +1 K

>
ip

d

!

: (4.11)
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Thus, the mixed frequency attention map is

MF i = Atten
i
self + Atten

i
mix + Atten

i � 1
mix : (4.12)

We then apply a Frequency Operator (FO) (�) to MF i . Given a coe�cient ' 2 (0; 1),

high-frequency components inMF i are ampli�ed by (1 + ' ) and low-frequency com-

ponents are attenuated by' , thereby emphasizing subtle actions while moderating

steady dynamics. The search for' is discussed in Section 4.3.6. Next, we restore to

the time domain using IDCT:

MF i = IDCT
�
 (MF i )

�
:

All MF i are produced by Frequency-Aware Attention Blocks (FABs), Fig. 4.3(b).

The �nal mixed frequency{spatial attention per unit is

MFS i = MF i + MS i ;

and the concatenated map is

M  Concat[MFS1; : : : ; MFSn ]: (4.13)

We obtain the Value V from the initial input X via a uni�ed 1� 1 spatial convolution.

The input to the Temporal Attention Block is then

x t = MV:

Temporal Attention Block. Given x t , we adopt the channel transformationCT(�)

from [27] to acquire richer multivariate information along the temporal dimension,
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yielding

X t = CT(x t )

We then compute temporalQuery/ Key via pooled projections (Fig. 4.3(c)):

Qt = �
�
Linear(AvgPool(X t ))

�
; K t = �

�
Linear(MaxPool(X t ))

�
; (4.14)

where � (�) is a nonlinearity. The temporal Value Vt is obtained from X t via a 1� 1

convolution along the temporal dimension. The temporal attention is

Atten tem = Softmax
�

QtK >
tp

d

�
; (4.15)

and the �nal output for the classi�er is

X out = Sigmoid(Atten tem ) Vt : (4.16)

Figure 4.3: Three building blocks in FreqMixFormer: (a) Spatial Attention Block
(SAB), (b) Frequency-Aware Attention Block (FAB), and (c) Temporal Attention
Block (TAB).
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4.3 Experiments and Results

4.3.1 Implementation Details

For pre-processing the skeleton data, we used the standard data processing protocol

from CTR-GCN [3]. The proposed method is implemented in PyTorch [44] and

trained on two NVIDIA RTX A6000 GPUs. For all datasets, the model is trained for

100 epochs with a batch size of 128, which includes a warm-up period of 5 epochs.

Weight decay is set to 0.0005. The initial learning rate is 0.1 on NTU RGB+D

and NTU RGB+D 120 (decayed by 0.1 at epochs 35, 55, and 75), and 0.2 on NW-

UCLA (decayed by 0.1 at epoch 50). For the 4-stream and 6-stream fusion results,

we employ a commonly used multi-stream ensemble strategy from [15]. The results

are summarized in Table 4.1 and Table 4.2.

4.3.2 Comparison with the State-of-the-Art

To show the competitiveness of our model on datasets of di�erent scales, we com-

pare FreqMixFormer with other state-of-the-art (SOTA) methods on NTU RGB+D,

NTU RGB+D 120, and NW-UCLA. Comparisons on NTU are shown in Table 4.1.

We report results alongside recent GCN- and Transformer-based methods. The per-

formance of our model is higher than all other Transformer-based methods. Notably,

even our 4-stream ensemble achieves 93.4%/97.3% (X-Sub/X-View) on NTU-60 and

90.2%/91.5% (X-Sub/X-Set) on NTU-120, exceeding all prior SOTA approaches.

GCN-based models are known to perform well on skeleton action recognition, yet

FreqMixFormer achieves better results than recent GCN methods like InfoGCN [15]

and HD-GCN [24]. Moreover, compared to methods tailored to subtle action dis-

crimination, including FR-Head [58] (by +0.8% on NTU-60 X-Sub and +0.6% on

X-View) and WDCE-Net [36] (by +0.6% on X-Sub and +0.2% on X-View), our ap-

proach achieves consistent gains, indicating that frequency{spatial modeling enhances

discriminative representation learning for �ne-grained motions.
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Table 4.1: Comparison with the SOTA on NTU datasets. * indicates results imple-
mented from released code. The highest values are in red; second-best are in blue.

NTU-60 NTU-120
Method Source

X-Sub (%) X-View (%) X-Sub (%) X-Set (%)
G

C
N

ST-GCN [1] AAAI'18 81.5 88.3 70.7 73.2
AS-GCN [59] CVPR'19 86.8 94.2 78.3 79.8
2S-AGCN [5] CVPR'19 88.5 95.1 82.5 84.2
NAS-GCN [60] AAAI'20 89.4 95.7 - -
Sym-GNN [34] TPAMI'22 90.1 96.4 - -
Shift-GCN [23] CVPR'20 90.7 96.5 85.9 87.6
MS-G3D [6] CVPR'20 91.5 96.2 86.9 88.4
E�cientGCN-B4 [61] TPAMI'22 91.7 95.7 88.3 89.1
CTR-GCN [3] ICCV'21 92.4 96.8 88.9 90.6
FR-Head [58] CVPR'23 92.8 96.8 89.5 90.9
Koopman [62] CVPR'23 92.9 96.8 90.0 91.3
Stream-GCN [63] IJCAI'23 92.9 96.9 89.7 91.0
WDCE-Net [36] ICASSP'24 93.0 97.2 - -
InfoGCN (4-stream) [15] CVPR'22 92.7 96.9 89.4 90.7
InfoGCN (6-stream) [15] CVPR'22 93.0 97.1 89.8 91.2
HD-GCN (4-stream) [24] ICCV'23 93.0 97.0 89.8 91.2
HD-GCN (6-stream) [24] ICCV'23 93.4 97.2 90.1 91.6

Tr
an

sf
or

m
er

ST-TR [14] CVIU'21 90.3 96.3 85.1 87.1
4s-GSTN [64] Symmetry'22 91.3 96.6 86.4 88.7
DSTA [2] ACCV'20 91.5 96.4 86.6 89.0
STST [26] ACMMM'21 91.9 96.8 - -
STAR-Transformer [20] WACV'23 92.0 96.5 90.3 92.7
FG-STFormer [52] ACCV'22 92.6 96.7 89.0 90.6
SiT-MLP [65] arXiv'23 92.3 96.8 89.0 90.2
TranSkeleton [54] TCSVT'23 92.8 97.0 89.4 90.5
Hyperformer [53] arXiv'22 92.9 96.5 89.9 91.3
STEP-CATFormer [66] BMVC'23 93.2 97.3 90.0 91.2
SkeMixFormer* (joint only) [27] ACMMM'23 90.7 95.9 87.1 88.9
SkeMixFormer* (4-stream) [27] ACMMM'23 92.8 96.9 90.0 91.2
SkeMixFormer* (6-stream) [27] ACMMM'23 93.0 97.1 90.1 91.3
FreqMixFormer (ours, joint only) 91.5 96.0 87.9 89.1
FreqMixFormer (ours, 4-stream) 93.4 97.3 90.2 91.5
FreqMixFormer (ours, 6-stream) 93.6 97.4 90.5 91.9

We also tested the model's generalization on the smaller NW-UCLA dataset, with

results in Table 4.2. FreqMixFormer attains 97.7% Top-1 accuracy, outperforming

both HD-GCN (+0.8%) and SkeMixFormer (+0.3%).

4.3.3 Evaluation on UAV-Human Dataset

UAV-Human Dataset The UAV-Human dataset [67] is a benchmark for action

recognition that contains 22,476 video clips distributed across 155 classes. Data for

this dataset was gathered using an unmanned aerial vehicle (UAV) in a range of

urban and rural environments, with recordings made during both day and night. The

dataset features action data from a total of 119 di�erent subjects who performed 155
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types of activities in 45 di�erent locations. The evaluation follows the Cross-Subject

(X-Sub) protocol, where each subject is represented by 17 joints. The data is split

into a training set with 89 subjects and a testing set with 30 subjects.

Comparison Results In Table 4.3, a comparison of our model's performance

against state-of-the-art methods is provided for the UAV-Human dataset. The re-

sults indicate that our FreqMixFormer model performs better than all other existing

methods, establishing a new state-of-the-art benchmark for this dataset.

Table 4.2: Comparison with the SOTA on NW-UCLA. Best performance is in bold.
* indicates results reproduced from released code.

Method Source NW-UCLA Top-1 (%)

G
C

N

Shift-GCN [23] CVPR'20 94.6
CTR-GCN [3] ICCV'21 96.5
InfoGCN [15] CVPR'22 96.0
FR-Head [58] CVPR'23 96.8
Koopman [62] CVPR'23 96.8
Stream-GCN [63] IJCAI'23 96.8
HD-GCN [24] ICCV'23 96.9

Tr
an

sf
or

m
er

4s-GSTN [64] Symmetry'22 95.9
STST [26] ACMMM'21 97.0
FG-STFormer [52] ACCV'22 97.0
SiT-MLP [65] arXiv'23 96.5
Hyperformer [53] arXiv'22 96.7
SkeMixFormer* [27] ACMMM'23 97.4
FreqMixFormer (ours) 97.7

Table 4.3: Comparison with the SOTA on UAV-Human dataset. The best perfor-
mance is highlighted in bold. T indicates the Transformer-based method.

Method Source UAV-Human X-Sub (%)

G
C

N

ST-GCN [1] AAAI'18 30.3

DGNN [68] CVPR'19 29.9

2s-AGCN [58] CVPR'19 34,8

HARD-Net [69] ECCV'20 37.0

Shift-GCN [63] CVPR'20 42.9

MS-G3D [24] CVPR'20 43.4

CTR-GCN [3] ICCV'21 43.4

ACFL [70] ACMMM'22 45.3

T

SkeMixFormer [27] ACMMM'23 48.9

FreqMixFormer (ours) 49.6
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4.3.4 Comparison of Model Complexity

A comparison of model complexity with state-of-the-art joint-stream methods is

presented in Table 4.4, with all models evaluated under the same settings. Trans-

formers are generally considered less e�cient than GCNs because GCNs can use

sparse graph structures and local operations to reduce parameters and GFLOPs,

while transformers compute global pairwise interactions, increasing complexity with

sequence length. Despite this, our FreqMixFormer achieves competitive accuracy on

NTU-120 X-Sub, outperforming HD-GCN by 2.2% and SkeMixFormer by 0.8%, while

using fewer parameters than SkeMixFormer.

Table 4.4: Complexity comparison on the joint stream. Best accuracies are bolded.

Method NTU-120 X-Sub (%) Param (M) GFLOPs

GCN

MS-G3D [6] 84.9 3.22 5.22
CTR-GCN [3] 84.9 1.46 1.97
InfoGCN [15] 85.1 1.57 1.68
HD-GCN [24] 85.7 1.68 1.60

Transformer
Hyperformer [53] 87.3 2.69 9.64

SkeMixFormer [27] 87.1 2.08 2.39
FreqMixFormer (ours) 87.9 2.04 2.40

4.3.5 Comparison with Frequency-based Results

We also conducted an additional comparison between our model and other previ-

ous methods that use frequency-based analysis for skeleton action recognition. As

shown in Table 4.5, our FreqMixFormer outperforms all the existing methods uti-

lizing frequency analysis on the NTU-60 X-Sub dataset. Furthermore, our model

is also notable for its e�ciency, as it has the lowest number of parameters (2.04M)

and the most favorable GFLOPs (2.40) when compared to the other frequency-based

approaches.

4.3.6 Ablation Study

In this section, we analyze the main components of FreqMixFormer, which are FAB,

FO, and TAB. We also search for e�ective design choices, such as the number of unit
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Table 4.5: Comparison with recent Frequency-based methods. The best performance
is highlighted in bold.

Method Frequency Transformation NTU-60 X-Sub (%) NTU-60 X-View (%) Param (M) GFLOPS

SLnL-rFA Fast Fourier Transform (FFT) 89.7 95.4 9.46 7.78

DCE-CRL Discrete Cosine Encoding (DCE) 90.6 96.6 2.92 39.2

WDCE-Net Discrete Wavelet Transform (DWT) 93.0 97.2 - -

FreqMixFormer(ours) Discrete Cosine Transform (DCT) 93.6 97.4 2.04 2.40

groupsn and the coe�cient ' for the frequency operator. We also visualize attention

maps to illustrate how mixed frequency{spatial attention improves discrimination.

Design of the Frequency-Aware Mixed Transformer. Table 4.6 reports ab-

lations on NTU-60 X-Sub (joint stream). Our baseline model, which includes only

the Spatial MixFormer module from [27], achieves an accuracy of 89.8%. Adding

the Temporal Attention Block (TAB) yields +0.9%. Adding the Frequency-Aware

Attention Block (FAB) results in a gain of +1.2%, and using the FAB together with

the Frequency Operator (FO) (which ampli�es high-frequency and attenuates low-

frequency coe�cients) provides a +1.4% increase over the baseline. Combining base-

line+FAB+TAB gives +1.3%, and using all three modules (FAB+FO+TAB) yields

the best 91.5%. This set of results con�rms our hypothesis that using frequency-

aware attention is very important for improving recognition performance, especially

for actions that involve subtle movements.

Table 4.6: Ablation on the Frequency-Aware Mixed Transformer (NTU-60 X-Sub,
joint stream).

Baseline FAB FO TAB NTU-60 X-Sub (%)
3 7 7 7 89.8
3 7 7 3 90.7 (" 0.9)
3 3 7 7 91.0 (" 1.2)
3 3 3 7 91.2 (" 1.4)
3 3 7 3 91.1 (" 1.3)
3 3 3 3 91.5 (" 1.7)

Search for the Best Number of Unit Groups n. Table 4.7 examinesn 2

f 2; 3; 4; 5; 6g. Increasingn up to 4 improves accuracy (peak 91.5%/96.0% on NTU-60

X-Sub/X-View) but also increases parameters (from 1.26M to 2.04M). Largern does

not yield further gains while adding cost. We therefore setn=4.
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Table 4.7: Search for the number of unit groupsn.

n NTU-60 Param (M)X-Sub (%) X-View (%)
2 90.0 95.1 1.26
3 90.8 95.3 1.64
4 91.5 96.0 2.04
5 91.3 95.9 2.45
6 91.3 95.7 2.83

Search for the Best Frequency Operator Coe�cient ' . Table 4.8 stud-

ies ' . As described in Section 4.2.4, high-frequency coe�cients are ampli�ed by

(1+ ' ) and low-frequency ones attenuated by' . Performance improves up to' =0:5

(91.5%/96.0% on X-Sub/X-View) and then slightly degrades, suggesting overly ag-

gressive reweighting harms motion pattern learning.

Table 4.8: Search for the frequency operator coe�cient' .

' NTU-60
X-Sub (%) X-View (%)

0.1 90.9 95.6
0.2 90.8 95.4
0.3 91.0 95.6
0.4 90.9 95.7
0.5 91.5 96.0
0.6 91.0 95.8
0.7 91.0 95.6
0.8 91.0 95.7
0.9 91.1 95.6

E�ectiveness of Mixed Frequency{Spatial Attention. The attention ma-

trices learned by our FreqMixFormer model are visualized in Figure 4.4. The joint

indices for NTU-60 are shown in Fig. 4.4(a); an example sequence ofeat meal is

in Fig. 4.4(b). In these visualizations, brighter yellow values represent a stronger

correlation between joints. The mixedspatial attention (Fig. 4.4(c), from SAB) high-

lights spatial relationships (e.g., spine and right-hand tip). In contrast, the mixed

frequencyattention, shown in Fig. 4.4(d) from the FAB, puts more emphasis on mo-

tion cues that depend on frequency (for instance, the interactions between the spine,

left arm, and the head/hand area). The mixed frequency{spatial map (Fig. 4.4(e))

integrates both, capturing subtle joint interactions (red box) that are overlooked in

purely spatial attention. These visual �ndings are consistent with the quantitative



40

improvements reported in Table 4.6.

Figure 4.4: Visualization of attention matrices. (a) Joint indices on NTU RGB+D.
(b) Skeleton sequence ofeat meal; the red box indicates high-attention regions. (c)
Mixed spatial attention (SAB). (d) Mixed frequency attention (FAB). (e) Mixed fre-
quency{spatial attention integrating (c) and (d).

4.3.7 Comparison on Confusing Actions

Using a similar approach to [58, 36], we conducted an analysis of di�cult actions

from the NTU-60 dataset (using the joint stream and X-Sub protocol). Using Hy-

performer [53] as reference, we group actions by accuracy:Hard (< 80%), Medium

(80{90%), and Easy (> 90%). The Hard and Medium groups include actions that

are often confused with each other, such aswriting, reading, and playing with phone,

which are distinguished only by small movements in the upper body involving just a

few joints. Table 4.9 reports that FreqMixFormer surpasses Hyperformer and SkeMix-

Former across all di�culty levels. A more detailed breakdown of the per-class perfor-

mance improvements for the Hard and Medium action sets can be seen in Fig. 4.5 and

Fig. 4.6, which show distinct advantages for our model on these ambiguous motions.
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Figure 4.5: Accuracy comparison on confusing actions in the Hard set.

Figure 4.6: Accuracy comparison on confusing actions in the Medium set.
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Table 4.9: Results on di�erent di�culty levels for NTU-60 (X-Sub, joint).

Method Hard Medium Easy
Hyperformer [53] 71.4 83.6 94.1

SkeMixFormer [27] 71.9 84.6 94.3
FreqMixFormer (ours) 73.9 86.1 95.2

4.4 Summary

In this work, we introduce the Frequency-aware Mixed Transformer (FreqMix-

Former). This novel transformer architecture is developed to better discern discrim-

inative movements in skeletal actions that appear similar by employing a frequency-

aware attention mechanism. The model improves the performance of skeleton action

recognition through the integration of both spatial and frequency features, which al-

lows it to capture complete frequency-spatial patterns within action classes. Through

extensive experiments on a diverse set of benchmarks, including NTU RGB+D, NTU

RGB+D 120, and NW-UCLA, we have established that FreqMixFormer achieves

state-of-the-art performance. The proposed model shows not only high accuracy on

general actions but also makes signi�cant progress in correctly identifying actions

that are easily confused. Our research makes a contribution to the �eld by providing

a method for integrating frequency domain analysis with current transformer models,

and we expect this will pave the way for action recognition systems that are both

more precise and more e�cient. It is anticipated that this work will encourage future

studies focused on high-precision recognition of targeted skeletal actions.
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CHAPTER 5: Lightweight Frequency{Temporal Fusion for E�cient Skeleton Action

Recognition

The work in this chapter has been published in the following paper:

Wenhan Wu , Pengfei Wang, Chen Chen, Aidong Lu. \FreqMixFormerV2: Lightweight

Frequency-Aware Mixed Transformer for Human Skeleton Action Recognition."IEEE

International Conference on Automatic Face and Gesture Recognition (FG), 2025.

5.1 Problem Statement

As a pioneering method among transformer-based approaches, FreqMixFormer [8]

utilizes frequency-domain analysis to enhance action recognition performance. The

model operates by concentrating on frequency components, which allows it to capture

speci�c details in skeletal movements that are often missed by conventional spatial

and temporal models. This capability enables the model to more e�ectively distin-

guish between actions that are easily confused, thereby improving overall recognition

accuracy. However, while the model is e�ective for recognition, the architecture of Fre-

qMixFormer is also complex and requires signi�cant computational resources. Its high

parameter count, along with substantial computational overhead, presents challenges

for deployment in real-world scenarios, particularly those with resource constraints

or a need for real-time processing.

The e�ciency of the FreqMixFormer model is constrained by two primary factors.

The �rst is the design of its mixed attention blocks for both spatial and frequency

modules. While these capture contextual information by combining self-attention

(Qi , K i ) and mix-attention (Qi +1 , K i and Qi , K i � 1) maps, their dense application

(e.g., n = 4) leads to signi�cant computational expense and a large model size (e.g.,

2.0M parameters). The second factor is the design of the frequency operator. This

module is tasked with adjusting frequency coe�cients via an operator' , but the

original FreqMixFormer does not provide a method to distinguish between high and
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Figure 5.1: A comparison of performance and model size on the NTU-60 X-Sub
benchmark [11]. The results show that our FreqMixFormerV2 model o�ers a better
combination of performance and e�ciency when compared to prior transformer-based
approaches. It is particularly noteworthy that our model uses almost 50% fewer
parameters than the original FreqMixFormer, yet it still achieves an accuracy level
that is competitive with the state of the art.

low frequency components for separate processing.

To overcome these challenges, this work introducesFreqMixFormerV2 , a re-

�ned version of the frequency-aware mixed transformer designed to greatly reduce

the computational load while preserving strong performance. The �rst modi�cation

involves a simpli�ed architecture for the Frequency-aware Mixed Transformer, which

now combines a high-frequency attention block (HFAB), a low-frequency attention

block (LFAB), and a Spatial attention block (SAB). This new design maintains the

model's capacity for capturing �ne-grained motion details but with a lower compu-

tational cost. The second modi�cation is a new high-low-frequency operator that

replaces the original. This new operator is designed to account for the di�erences

between high and low frequencies, leading to a more e�cient modulation of their

respective coe�cients. As demonstrated by extensive experiments on three standard

benchmarks, our proposed method cuts the parameter count by half compared to
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the original model, while still achieving a similar level of performance. The primary

contributions of this work are as follows:

ˆ A simpli�ed and optimized architecture is proposed, which utilizes distinct at-

tention blocks for high-frequency (HFAB), low-frequency (LFAB), and spatial

features. This design substantially reduces computational complexity without

sacri�cing the model's capabilities.

ˆ A new high-low-frequency operator is introduced for the e�cient modulation

of frequency coe�cients. This improves the overall frequency domain analysis

by enhancing the model's ability to separately adjust high and low frequency

components.

ˆ Experimental results on three datasets (NTU RGB+D [11], NTU RGB+D 120

[13], and Northwestern-UCLA [57]) con�rm that FreqMixFormerV2 achieves

comparable performance to its predecessor, with a minimal accuracy reduction

of 0.8% while requiring only 60% of the original model's parameters.

5.2 Methodology

5.2.1 FreqMixFormerV2 vs. FreqMixFormer

As illustrated in Fig. 5.2, the overall architecture of FreqMixFormerV2 is similar to

that of FreqMixFormer. Nevertheless,three key modi�cations are introduced

to make the model more lightweight and e�cient:

1) Simplify the structure: First, the input structure is simpli�ed. While Fre-

qMixFormer used 4-unit inputs for multi-channel processing ofx i , FreqMixFormerV2

reduces this to only 2 channels during data processing. This adjustment decreases

the computational load while preserving the essential information contained in the

skeleton data.

2) Lightweight Frequency-aware Mixed Transformer Design: Second, the

design of the Frequency-aware Mixed Transformer is made more lightweight. The new
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version in FreqMixFormerV2 is more streamlined, containing fewer modules (e.g., 2

blocks for each module instead of 4, such as for the SAB blocks) and a reduced

number of parameters (1.2M vs. 2.0M, as illustrated in Fig. 5.1). This e�cient

design maintains the model's ability to process spatial and frequency interactions but

does so with fewer parameters, which improves overall e�ciency.

3) Improved High-Low Frequency Operator: Third, an improved high-low

frequency operator is used. FreqMixFormerV2 improves the learning of frequency fea-

tures by dynamically increasing the magnitude of high-frequency components while

decreasing the magnitude of low-frequency ones. This approach leads to better recog-

nition performance without increasing the model's complexity. A table comparing

these points is provided in Table 5.1 to further clarify the motivation for these changes.

Table 5.1: Comparison between FreqMixFormer and FreqMixFormerV2.

Feature FreqMixFormer FreqMixFormerV2 (ours)

Input Channels Multi-channel, the number of input channel,n = 4 2-channel,n = 2

Transformer Modules 7 FAB, 7 SAB, and 1 TAB (15 in total) 2 HFAB, 2 LFAB, 1 SAB and 1 TAB (6 in total)

Frequency Operator Uniform Frequency Operator (only 1 operator) High-Low Frequency Operator (2 operators)

Parameter Count High (2M) Signi�cantly reduced (1.2M)

Performance State-of-the-art (91.5 on NTU-60 X-Sub) Comparable (90.7 on NTU-60 X-Sub)

5.2.2 Data Processing

Our data processing starts with the input skeleton sequence, which is represented

as a tensorX 2 RJ � C� F . In this representation, J is the number of joints in each

frame, C is the dimensionality of the joints, andF is the total number of frames. The

�rst step in our pipeline is to process this sequence with both joint and positional

embedding layers. Following the embedding step, we apply a channel splitting oper-

ation to divide X into 2 unit groups, a method that is based on the data processing

technique used in FreqMixFormer [8]. The resulting split units have the representa-
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Figure 5.2: A comparison of the FreqMixFormerV2 and FreqMixFormer pipelines. The
process for FreqMixFormerV2 begins with an input skeleton sequence, which is converted
into an embedded representationX using joint and positional embeddings. The represen-
tation X is then fed into a high-low frequency-aware attention block, which is detailed in
Fig. 5.3 and consists of high- and low-frequency attention blocks, to produce a mixed fre-
quency attention map. In parallel, a spatial attention block is used to generate a mixed
spatial attention map. Both the frequency and spatial attention maps are concatenated to
form a single feature mapM . This map, together with the Value matrix V , is then passed to
the temporal attention block, which is responsible for learning correlations between joints
across frames. The �nal output, X out , is then used for the action classi�cation task. A
detailed analysis of the di�erences between the two models is available in Section 5.2.1.

tion x i 2 RJ � (C=2)� F , and the original input X can be reconstructed by concatenating

these two groups as follows:X  Concat[x1; x2]. After the splitting process, each of

these unit groups,x i , is passed as input to the Lightweight Frequency-aware Mixed

Transformer, which utilizes both self-attention and mix-attention mechanisms to pro-

cess the data in the frequency and spatial domains.


