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ABSTRACT 
 
 

JORDAN M. DURAN  The Communicative Work of Responsible AI: Negotiating visibility and 
epistemic belonging in the circuits of AI development (Under the co-direction of DR. CAMILLE 

ENDACOTT and DR. CLIFF SCOTT) 
 
 

 As awareness of ethical concerns with artificial intelligence (AI) grows, organizations 

that design these technologies have increasingly recognized the need for “responsible AI” (RAI). 

Yet despite growing recognition of the importance of RAI, its implementation remains uneven 

and contested, as many RAI principles clash with the dominant discourses of technical rationality 

which permeate the cultures of technology companies. This dissertation examines how these 

challenges influence the ways that AI technologists advocate for RAI in development work. 

Based on qualitative fieldwork and interviews with 28 AI technologists, I present findings in two 

empirical studies. In study 1, I examine how AI technologists communicate about ethical issues 

in their day-to-day work, and propose that technologists navigate a diffuse epistemic stigma 

associated with the perspectives that underlie RAI work. Rather than marks associated with 

physical, or social taints, I argue that this stigma has roots in conflicting epistemic perspectives 

and moralized work practices. Technologists deploy a range of communicative tactics to manage 

this stigma and accomplish RAI work. In study 2, I analyze how aspects of RAI work are 

rendered visible and invisible in organizational structures, and the consequences of this visibility 

for the well-being and careers of technologists who take on RAI work. I find that organizational 

structures obscure the nature and effort of much RAI work, and that the benefits of increasing 

recognition may be attenuated by increased efforts to articulate RAI work through rationalized 

regimes. Throughout, this project constructs an empirical window into the hidden work of 
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advocating for and accomplishing RAI objectives within large technology companies; showing 

that what often seems to be technical is organizational.  
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CHAPTER 1: INTRODUCTION 

 

The ultimate, hidden truth of the world is that it is something that we make, and could just as 

easily make differently. 

- David Graeber 

In recent years, organizations across the tech industry have made increasingly visible 

commitments to the ethical development and deployment of artificial intelligence (AI). Amid 

growing public concern over algorithmic harms, bias, and opacity, companies have launched 

responsible AI (RAI) initiatives, created internal ethics review boards, and developed tools and 

frameworks to assess and mitigate risk. Yet even as RAI grows in visibility, its implementation 

remains uneven and contested, especially within Big Tech companies who wield extraordinary 

influence on the nature of AI technologies and their governance. For many technologists working 

inside these organizations, doing the work of responsible AI entails more than applying 

checklists or fairness metrics; it involves advocating for a fundamental shift in how organizations 

come to know and govern AI technologies. While this advocacy has technical and policy-driven 

implements, it also is a site to study  deeper implications for the epistemic and communicative 

constitution of organizing: especially how ethical concerns are identified, prioritized, and 

legitimized in the flow of organizational life. 

The growth of RAI initiatives owes much to the internal advocacy of employees who 

advance ethical reflexivity, sociotechnical critique, and pluralistic, participatory ways of 

knowing AI within product development processes. These advocates frequently operate in 

boundary-spanning roles, translating concerns across epistemic lines to influence organizational 
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knowing. In this way their work is also inherently relational and communicative: involving 

building coalitions, persuading colleagues, crafting narratives, and navigating the politics of RAI 

visibility and risk. In this sense, RAI advocacy resembles what scholars of organizational change 

have long recognized as “tempered radicalism” (Meyerson & Scully, 1995)—the practice of 

pushing for change from within systems that are not always hospitable to the values such 

advocacy seeks to advance. Importantly, these internal efforts take place in contexts where 

technical rationality and instrumental logics often dominate (Forsythe, 1993a; Madaio et al., 

2024; Widder, 2024) shaping what counts as relevant knowledge, credible expertise, and 

legitimate decision-making. 

This dynamic produces a central dilemma in the organization of RAI work: the very 

epistemic perspectives required to responsibly assess AI systems are often misaligned with 

dominant discourses within the organizations tasked with developing them. Advocates working 

from sociotechnical and critical standpoints find their contributions marginalized or questioned 

on the grounds of how they know and communicate that knowledge, suggesting a deeper 

struggle over epistemic belonging in an increasingly pluralistic context. Understanding this 

tension requires a conceptual framework that treats knowledge itself as a potential site of social 

discrediting—a move that expands how we think about stigma, expertise, and advocacy within 

high-status knowledge work and the ways in which organizations can recognize and reward the 

pluralistic perspectives which facilitate ethical AI.  

Traditional stigma theory, rooted in Goffman's seminal work (1963) and extended 

through frameworks like Ashforth & Kreiner's (1999) typology of dirty work, conceptualizes 

stigma as emerging from social, moral, and physical taints. While this framework has proven 

valuable for understanding stigmatized occupations and roles, it inadequately addresses how 
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stigma can arise from knowledge and methods of knowing themselves. Stigma and dirty work 

literature has historically focused on jobs and occupations which have an obvious relationship to 

societal stigmas or have been considered low-status according to prevailing norms, for instance 

the work of morticians or sanitary workers (Ashforth & Kreiner, 2014). Yet a growing body of 

literature is beginning to explore how stigma is constituted in and shapes a broader range of jobs 

and occupations, including those which are considered high-status and far removed from typical 

encounters with taint. This dissertation aims to contribute to this emerging theoretical 

conversation by asking how some epistemic perspectives - in this case those which support RAI 

work - are stigmatized among the collaborative work of designing and developing AI 

technologies, and what personal and structural consequences emerge from this stigmatization.   

The omission of epistemic methods and work in understanding stigma is perhaps 

especially notable because of our current context. For better or worse, it seems that dominant 

forms of epistemic authority and method have become increasingly contested across society. 

Consequently, members of occupations which are sites of epistemic contest are increasingly 

questioned on the grounds of the validity of their knowledge performances and epistemic 

methods, and in turn their legitimacy and authority (Cologna et al., 2025; Jassanoff, 2004; 

Oreskes, 2021). One can certainly point to examples such as the decreasing public favorability 

and trust of climate scientists (Fage-Butler et al., 2022), or distrust of medical specialists during 

the COVID-19 pandemic (Au & Eyal, 2021; Baron & Coleman., 2023; Lavazza & Mirko, 2021). 

Yet even before these disruptive events, public intellectuals and commentators have questioned 

whether our society is witnessing a “death of expertise” (Nichols, 2017), and scholarship on 

work and occupations has documented trends toward increasing precarity and declining labor 

benefits among knowledge workers (Kalleberg, 2009; Kalleberg & Vallas, 2017); a group once 



 4 

valorized as a novel “creative class” (Florida, 2002) of entrepreneurial “itinerant experts” 

(Barley & Kunda, 2004) who would drive significant economic transformation in the 21st century 

(Powell & Snellman, 2004). 

There have always been occupations or roles in society which carry stigma at least in part 

because of their underlying epistemes. Roles based in certain religious or spiritual traditions, for 

example astrologers, carry stigma in many westernized cultures based on the perceived validity 

of their methods of knowing. Contests of epistemic authority occur frequently within scientific 

fields and academic institutions, leaving some forms of knowing cast as secondary to others. For 

instance, one can look at examples of how critical, feminist, and post-colonial thought was 

largely excluded from higher education in the United States until movements in the 1960s and 

70s (Dotson, 2011), or how, despite wider acceptance within many scientific fields, qualitative 

approaches are still occasionally cast as lesser in epistemic validity to quantitative approaches 

(Myers, 2014). 

Conceptualizing the role of knowing itself as a source of stigma and its implications for 

work is important for organizational theory because organizations face problems which often 

require collaborative knowing across epistemic differences and disciplinary boundaries (Dorado 

et al., 2022; Seelos et al., 2022). Understanding and managing the ethical implications of 

artificial intelligence is one such problem. As the use of AI across society proliferates, issues 

related to its ethical use are increasingly important for organizations to address, but are 

nevertheless difficult to forecast and mitigate. This challenge demands collaborative work and 

knowing across disciplinary boundaries, especially among engineers, designers, scientists, and 

managers; organizational members who largely subscribe to fundamentally different epistemic 

stances and assumptions (Rakova et al., 2021; Xu, 2023).  
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Current work addresses epistemic diversity in AI through a theory of epistemic hierarchy, 

where formalized, instrumental, often quantitative evidence is privileged over tacit, qualitative 

knowledge (Agre, 1997; Forsythe, 1993a-b; Madaio et al., 2020; Widder, 2024). This hierarchy 

is problematic for advancing AI ethics, as it enables an invalidating of knowledge contributions 

vital to addressing ethical problems, contributing to a host of downstream organizational 

breakdowns and challenges in facilitating ethical AI development. Yet despite these barriers, AI 

ethics work has become increasingly visible and validated as organizations recognize the 

necessity of addressing responsible use and ethical considerations. This recognition arguably has 

roots in several sources, including external factors like public pressure and regulation, but 

also because of internal advocacy efforts on the part of employees in Big Tech (Rackova et al., 

2021). What does this growing support mean for epistemic hierarchy? What do such efforts tell 

us about the management of ethics in the development and design of AI technologies?  

 This dissertation presents evidence from a qualitative field study of AI technologists in 

Big Tech. I argue that a growing recognition of AI ethics reconfigures hierarchy into a more 

diffuse, flexible system of epistemic recognition and stigmatization constituted in organizational 

communication. While RAI work is recognized as a necessity, it is nevertheless stigmatized due 

to out of place epistemic values and methods which run contrary to dominant effectiveness 

discourses of speed, simplicity, and efficiency. By strategically managing epistemic stigma in 

interpersonal interactions, technologists successfully create discursive openings for AI ethics 

even in such hostile organizational environments. In this way, the successful accomplishment of 

RAI work often hinges on the successful interpersonal management of stigma associated with a 

particular set of epistemic perspectives.  
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I then extend the empirical focus from stigma in interpersonal interactions to the 

(in)visibilities of AI ethics work in organizational structures and systems. I show how increasing 

visibility and recognition of AI ethics work is not always a panacea for stigmatization and stress 

but rather opens challenges in communicating ethics work through rationalized organizational 

structures. Throughout, I construct an empirical picture of the character of AI ethics work in big 

tech, illustrating that while big tech companies hold significant power in shaping AI ethics, their 

membership is not monolithic in epistemic approaches or values regarding ethical AI. In fact, the 

internal organizational communication among members of big tech companies is a critically 

contested terrain for shaping AI ethics outcomes.  

The findings of this dissertation articulate critical practical dilemmas in how 

organizations approach managing ethics in technology development, which make important 

contributions for organizational theory. First, defining epistemic stigma associated with AI ethics 

work contributes to an understanding of how seemingly contradictory epistemic values operate 

within organizations, offering a communicative explanation for both the successes and failures of 

AI ethics advocacy. The context of AI technology development also extends stigma theory into 

knowledge work, contributing to the growing literature on stigma in occupational discourse 

beyond ‘low status’ professions (Aranda et al., 2023; Bouwmeester et al., 2022; Carollo et al., 

2024; Chow & Calvard, 2021; Meisenbach, 2025; Meisenbach & Hutchins, 2020). Second, 

findings reveal a nuanced relationship between formalization of AI ethics in organizational 

processes and the epistemic authority of AI technologists: while technologists often seek to 

formalize AI ethics in organizational structures and boundary resources, they also navigate a 

tension in relegating authority to those resources and reducing their epistemic perspective to a 

compliance exercise that risks reinforcing stigma. Third, epistemic stigma and limited visibility 
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threaten the long-term sustainability and effectiveness of responsible AI by constraining career 

advancement milestones for AI technologists and limiting who is able to participate in 

responsible AI advocacy. In total, successful responsible AI implementation requires not just 

technical solutions or policy frameworks, but fundamental shifts in organizational culture and 

knowledge systems that legitimize authentic critical perspectives on AI and create visible 

pathways for ethical expertise to influence decision-making processes. 
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CHAPTER 2: THEORETICAL BACKGROUND  

 

In this chapter, I articulate a theoretical background which connects literatures from AI 

ethics and science and technology studies on epistemic values and hierarchies with the 

communicative constitution of knowledge in organizations. This chapter consists of three 

sections. First, I review foundational problems and perspectives which inform AI ethics, arguing 

that organizational measures are increasingly necessary to address the evolving nature of AI 

safety, responsibility, and ethics. I the review recent literature on AI ethics and highlight 

emerging areas based on their relationship to organizational theory. I discuss how three of these 

areas - boundary work, employee voice, and ethical sensemaking – offer a background for 

studying how communication constitutes AI ethics within organizations. I then further detail the 

communicative ontology and assumptions about AI technologies, ethics, and knowledge which 

are foundational to this dissertation, and conclude with describing two research problems which 

motivate my empirical studies.  

This chapter aims to construct a broader theoretical background which contextualizes the 

theory and research in the subsequent empirical chapters. It is not intended to be a 

comprehensive literature review, but rather a curated review of relevant literature that constructs 

an argument for a communicative understanding of AI ethics. With this background established, 

more tailored literature reviews for each empirical study are placed in their corresponding 

chapters.  

The Foundations of AI Ethics 
Scholarship in AI ethics broadly traces ethical issues as emerging from problems rooted 

in the situated and socially produced nature of data and models, misguided social beliefs about 
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AI and its applications, and interrelated problems of inscrutability and uncertainty related to the 

behavior of AI technologies as they meet real-world use cases (Amoore, 2020; D’Ignazio & 

Klein, 2020; Mittelstadt. al, 2016). Below, I briefly articulate these foundational issues and 

illustrate their relationship to ethical problems before discussing frameworks for mitigation.  

Social production and construction of models and data 

First, despite their mathematical formality, AI models are incomplete and value-laden 

because of the subjectivity inherent to the process of developing AI and the socially situated 

nature of the data from which AI models are constructed. The quality of training data and their 

alignment with end-use context have a significant impact on the capability of the AI system 

(Amoore, 2020). Discrepancies in the range of training cases versus real world cases have been 

at the root of several famous AI ethics case-studies, like Amazon’s hiring algorithm that selected 

against women candidates (Goodman, 2018) and the failure of several commercial facial 

recognition algorithms to effectively classify subjects with dark skin tones (Buolamwini & 

Gebru, 2018). Additionally, data are often misunderstood as constituting objective reality. 

However it is not possible for data to be objective, neutral, or value-free because data are created 

in social processes where decision-making and judgment are imposed through definition, 

operationalization, collection and cleaning (D’lgnazio & Klein, 2020, Latour, 1987; Leonardi & 

Treem, 2021; Paullada et al., 2021). As a result, the rules which algorithms learn from data carry 

the same social biases and values embedded in the data, thereby perpetuating biases in their 

outputs (see Caliskan et al., 2017; Lee et al., 2023).  

Misguided social beliefs about AI  

A second and related issue is the misguided view of the ‘rationality’ or ‘infallibility’ of 

AI technologies. This problem lies in social beliefs that AI technologies are free from human-
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biases or can make better decisions than people. These beliefs are often reinforced by the 

marketing and hype of AI technologies, which play up the view that AI technologies are vastly 

superior to human judgment (Brynjolfsson & McAfee, 2016), and play into progressive 

discourses that emphasize triumphs of technology and scientific knowledge in contrast with 

subjective experience and other ways of knowing. However, AI technologies are bounded 

models of discrete domains, which are only as accurate or complete as the extent of rules and 

cases which have been considered in their development. Large scale experimental evidence 

suggests that AI-enabled methods have shown marginal to no performance improvements against 

traditional statistical methods for predicting many social outcomes (Salganik et al., 2020), and 

human judgment holistically outperforms current AI technologies for many general-domain 

tasks. The misguided view that AI decisions are an unquestionable improvement over human 

judgment can lead people and organizations to overly rely on AI decision-making without 

adequately questioning outputs (Anthony, 2018; 2021; Waardenburg et al., 2021) and prioritize 

AI-based knowing practices at the expense of human judgment or input (Pachidi et al., 2021; 

Vesa & Tienari, 2020).  

Uncertainty and inscrutability in real-world use  

A third general reason for the emergence of ethical issues is related to the perceived 

‘inscrutability’ or the sometimes difficult-to-account-for set of internal logics that guide complex 

AI technologies (Kroll, 2018; Mittelstadt et. al, 2016; Pasquale, 2015). Especially for machine 

learning-based AI technologies that use neural methods, the mathematical rules through which 

inputs are transformed into outputs are often too complex to understand and have no analogical 

referent in human decision-making processes. This makes it challenging to explain or account for 

why an AI system made a specific decision or gave a specific output, hindering further ability to 
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understand the ethical properties or decision-making capabilities of an AI system. In scientific 

applications, the inscrutability of some AI technologies also pose challenges for validity and 

measurement. Relationships between feature sets learned from data and theoretical constructs 

may not be clear or may not exist, making explanations for predictive outcomes difficult to 

discern. Ethical problems can arise from a lack of clear theoretical explanations for relationships 

between features and theoretical constructs because biases stemming from protected attributes 

could drive outcomes unknowingly (Tay et al., 2022).  

In total, the problems of incomplete and partial evidence, misguided interpretations of AI 

technologies and the evidence they produce, and inscrutable or unaccountable evidence lead to a 

range of potential ethical problems and risks for harm in the contexts where AI technologies are 

used. Responses to those ethical problems and risks for harm have largely focused on promoting 

AI based fairness, accountability, and transparency, and attending to measures that reduce or 

mitigate the risks of AI-based harm in context.  

Fairness, Accountability, and Transparency  
In efforts to alleviate AI ethical issues, researchers and policymakers increasingly ask 

how AI technologies relate to fairness, accountability, and transparency. These approaches 

foreground the reality that AI technologies are often used for decision-making or predictive 

processes in organizations and society and focus on how we can attend to AI technologies’ 

capability to make fair and transparent decisions.  

Much of the current literature on fairness in AI technologies draws on well-established 

theoretical frameworks for fairness in statistics, psychometrics, and educational testing (Mitchell 

et al., 2021). For example, formal definitions of fairness exist based on classification and 

misclassification outcomes, predictive accuracy or parity across subgroups (Chouldechova, 
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2017), and the inclusion or exclusion of sensitive variables in constructing predictive metrics 

(Dwork et al., 2012). Additional work on fairness attends to more meta-level considerations 

beyond formal definitions and measures. For example, some work shows that formal definitions 

may exclude other structural conditions that sustain social inequality (Green, 2022; Ochigame, 

2022), and often do not account for how AI technologies come to be used in organizational 

decision-making contexts (Choudhury et al., 2020; Landers & Behrend, 2022; Teodorescu et al., 

2021). Some scholars argue that developing fairness metrics for AI technologies invites the 

problem outlined by Goodhart’s Law - that when a metric becomes a target, it ceases to be a 

good measure because it provides an incentive to artificially manipulate the system to achieve 

the metric (Treem et al., 2023). These perspectives emphasize caution toward fairness metrics in 

principle, as algorithms may be optimized to achieve some set of fairness metrics but may still 

have underlying problems with fairness among outcomes not associated with the metrics. AI 

accountability and transparency have also received much attention. Pasqual’s (2015) influential 

work on AI tools argued that the algorithmic systems underlying AI constructed a metaphorical 

‘black box’ - systems that are so complex that the logic that produces their outputs is opaque. 

Although the black box metaphor has been extended and critiqued (Kroll, 2018), it highlights the 

underlying issue of inscrutability of AI outputs. Addressing the issue of inscrutability is a key 

objective for AI accountability and transparency advocates, and in recent years funding for 

research on ‘explainable’ AI technologies has increased. The main ethical goal of emphasizing 

explainability for AI technologies is to be able to provide a clear account of why an AI system 

made a given decision. However, like fairness, explanations are contingent on perceptions and 

not an inherent property of an AI system. Acceptable explanations ultimately emerge in the 

(collective) sensemaking of individual(s) about AI outputs (Kaur et al., 2022; Schoeffer et al., 
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2022). This subjectivity in interpreting explanations makes AI explainability a moving target, 

and as such is an ongoing area of research in human-computer interaction and computer science 

(Speith, 2022). Furthermore, explainability illustrates the importance of communication in 

categorizing and understanding the ethical dimensions of AI technologies, as the ontological 

nature of opacity is a communication problem where discourse and framing ultimately constitute 

what is considered opaque and clear. Explainability research shows that there is no universal 

definition or method by which to represent the decision-making of AI technologies (Lee, 2018; 

Lee & Baykal, 2017; Lebovitz et al., 2022; Saxena et al., 2019); rather, different explanation 

methods can accentuate different aspects of an AI technology’s decision-making in relation to 

exogenous values, discourses, and human sense-making. In this way, explanation methods do the 

communicative work of materializing a particular, situated set of abstract, otherwise unknowable 

properties of an AI technology (Ashcraft et al., 2009; Cooren, 2018; Kuhn et al., 2019; 

Schoeneborn et al., 2019). I highlight this theoretical perspective because the relational meaning 

of these materializations, how they come to be understood and acted upon, is the central focus of 

this dissertation.  

Beyond the technical issue of explainability, accountability also raises broader concerns 

about who bears responsibility for AI’s outputs. In organizational contexts, accountability 

involves specifying both the object and the audience of responsibility (Albu & Flyverbom, 2019; 

Karunakaran et al., 2022). These same concerns extend to AI and foreground the role of power 

(Ananny & Crawford, 2018). For instance, some critical perspectives on accountability and 

ethics argue that addressing AI ethics through attending to technical solutions positions technical 

experts as accountable, which increases their position of power over other stakeholders and 

neutralizes more fundamental critiques (Birhane et al., 2022; Brevini, 2021). Others contend that 
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the accountability frameworks and ethics talk promoted by large technology companies serve to 

consolidate all accountability for AI technologies away from governments and the public interest 

(Cath & Keyes, 2022; Ochigame, 2022).    

Transparency is often discussed in relation to explainability or accountability as a 

property emerging from the disclosure of information about an AI model, mirroring definitions 

of transparency found in the organizational literature (Albu & Flyverbom, 2019). In AI ethics, 

transparency often references both explainable accounts of decisions by AI technologies and 

disclosure of information about the model, such as technical specifications, source code, 

documentation, or training datasets. Another angle on transparency evaluates the overall 

auditability of AI technologies. Some examples of transparency related measures in AI include 

model cards, which were introduced by Mitchell et al. (2019) as a standard for disclosing 

information about pre-trained AI models, and AI audit frameworks that allow third parties to 

examine various aspects of a model which could contribute to ethical problems (Costanza-Chock 

et al., 2022; Landers & Behrend, 2022). In a review of 84 existing ethical guidelines for AI 

published by various companies, professional organizations, and governments, Jobin et al. 

(2019) find that transparency was the most prevalent ethical principle discussed.  

This poses a significant challenge for ethical frameworks and regulation, as transparency 

is a difficult goal to manage, especially for digital technologies like AI. Stohl et al. (2016), for 

instance, note that transparency cannot relate directly to the visibility of information without 

managing additional considerations, and in many cases the simple dissemination of information 

can actually produce opacity. For example, a common practice aimed at increasing transparency 

is making a model’s training data and weights publicly available. However, the scale of data 

used to train many contemporary AI models can, by itself, obscure potential ethical issues. One 
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case of this problem comes from a recent audit of the LAION-5B dataset conducted by a 

research team at the Stanford Internet Observatory. The audit found approximately 3200 entries 

of child sexual abuse material in a subset of LAION-5B using hash-based detection (Thiel, 

2023). LAION-5B is a dataset of 5 billion text-image pairs used to train some of the most 

popular AI image models like StableDiffusion and OpenAI’s DALLE models, and has been 

publicly available in different iterations for over 10 years. The tools and institutional 

coordination to audit the dataset have taken years to develop and require significant resources to 

implement, while thousands of AI models have been trained using the data. 

Harm and AI Technologies in Use 
In summary, a considerable amount of research spanning computer science, human-

computer interaction, information science, and philosophy examines AI ethical issues and their 

solutions to these issues at a system or system-interaction level. Technical implementations or 

features, metrics, and certain artifacts like model cards and datasheets are billed as improving the 

fairness, accountability, and transparency of AI technologies (see Laufer et al., 2022; Speith, 

2022). This increasing proliferation of such technical implements has also conceded with an 

increasingly widespread recognition that they are limited in their ability to fully address ethical 

concerns due to being unable to fully account for the social and organizational dimensions of 

their use (Heger et al., 2023; Kallina et al., 2025; Mitchell et al., 2021).  

Concerns about fairness, accountability, and transparency of AI technologies are 

grounded in harm reduction and mitigation. The nature of harm is contextual, but most existing 

frameworks for ethical AI interpret harm as discrimination, bodily injury, or violations of 

privacy (Jobin et al., 2019). Several high-profile examples of AI technologies creating harm 

through discrimination have been well documented, such as the COMPAS system used for 
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predicting criminal recidivism outcomes (Angwin et al., 2016; Brayne & Christin, 2021). 

Concerns about bodily injury arising from AI applications in self-driving vehicles or medical 

tools are self-evident. Privacy is a key consideration for both the construction and use of AI 

models. As AI models become more sophisticated, they also require increasing amounts of data 

in their training processes, which can encroach on the implied or expressed privacy of human-

subjects data. Standards for privacy and ethics in collecting data for AI models have long been 

de-prioritized by AI companies and researchers. For example, a review by Scheuerman et al. 

(2021), found that only 5 of the top 114 machine vision training datasets mentioned any IRB or 

similar human-subjects protections for primary data collection in their documentation, and 

companies that have trained language and image models on data available from the internet are 

increasingly facing legal challenges from copyright owners (Grynbaum & Mac, 2023; Roth, 

2023).  

As AI tools become increasingly capable of generating content, interacting with people in 

natural language, and executing tasks autonomously, organizations who maintain and use AI 

tools may become accountable to additional harms to the social and psychological well-being of 

people. For example, AI image models can be used to produce depictions of harmful acts, 

explicit or illegal content, or convincing false images. These issues have primarily been 

crystallized through concerns about deepfakes, which are false images and videos generated 

from image models that project faces on other bodies (Fallis, 2021). Deepfakes have been 

extensively used to produce non-consensual pornography and false videos and images of public 

figures (Newton & Stanfill, 2020). New text-to-image models like OpenAI’s Dalle 2 or the 

StableDiffusion project expand many of these concerns by being able to generate imagery from 

any textual prompt. The rise of conversational AI agents powered by large language models 
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(LLMs) also bring similar concerns about harm. For instance, LLMs 'hallucinate’ or often 

generate false or inaccurate information, which could lead to harm in a wide range of 

communicative contexts because users may be unable to distinguish false information (Bender et 

al, 2021). The agentic, conversational interface of LLM applications may also expose users to 

additional harms. An early, rather extreme example of this type of harm came from Replika, a 

chatbot application powered by GPT-3. Some users of Replika developed deep romantic 

relationships with their companions, exposing concerns for psychological and emotional harm 

(Laestadius et al. 2022), and ultimately prompted the Italian government to ban the application 

(Mukherjee et al., 2023).  

Limitations of Current AI Ethics Frameworks  
From information disclosure to anticipating moving targets  

In summary, the current literature has outlined harms resulting from AI discrimination, 

privacy, and bodily injury or injury to well-being. As discussed above, many existing ethics 

frameworks focus on improving the performance of AI models across various fairness metrics, 

and/or focusing on accountability and transparency by making more ethics-related information 

about AI models available to stakeholders. However, there are some limitations to addressing AI 

ethics issues through frameworks which focus on model-level mitigations and disclosure which 

can be extended by taking an organizational approach to AI ethics. 

Most notably, these solutions follow prevailing frameworks for organizational ethics that 

focus on information disclosure as a path toward transparency and accountability (Christensen & 

Cornellisen, 2015). A key underlying assumption of quantitative metrics, audit procedures, ethics 

toolkits, model cards, or documentation is that they will afford more information about an AI 

technology and thereby render more openness or clarity about ethics or harm potential(s). 
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Ideally, the information afforded from the solutions will reduce ambiguity and therefore allow 

stakeholders to make better decisions about managing harm or ethical issues. In this view, the 

production of accurate and unbiased information also allows others (e.g. stakeholders, 

governments, or the public) to scrutinize AI technologies and decision-makers, enabling 

accountability through transparency.  

         The information disclosure model has some significant limitations. First, in practice the 

relationship between information and transparency has difficulties (Stohl et al., 2016). 

Christensen & Corneliessen (2015) note that the socially constructed nature of information is 

incompatible with the ideal of unbiased, neutral information leading to accountability. All 

organizations produce information through social processes that link interpretations of various 

actors’ subjective realities. Furthermore, the idea that information can be used in a rational 

manner to cure ethical problems or harm also ignores how other actors make sense of 

information. Christensen & Cheney (2015), for instance, argue that making more information 

available leads to a paradoxical relationship between information disclosure and transparency, as 

others need more information processing capacity to make sense of a situation, and disclosures 

may occasion additional decision-making challenges rather than clarity surrounding an issue, as 

explanations or mechanisms of disclosure may increase available interpretations and therefore 

ambiguity about a situation.  

Second, AI technologies are dynamic sociotechnical systems. Outcomes are contingent 

on both social and technical factors which are rarely static, and these factors  become intertwined 

in ways which are difficult to predict or explain with metrics or ethics frameworks. It is not just 

that ethics-related information has to be interpreted by stakeholders, but that ethics related 

information has to be ongoingly interpreted by stakeholders in a dynamic space where the nature 
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of harm can change due to changing social and technical factors. Many cases of real-world AI 

harms happened not because of a lack of ethics frameworks entirely, but because the existing 

ethics frameworks could not anticipate a particular case of harm (Hutchinson et al., 2022). In 

addition, as AI systems themselves are complex and learn over time, their performance can 

change with respect to ethical behaviors (Khan et al., 2025). In this sense, AI ethics is a moving 

target that requires organizational infrastructure to ongoingly address and manage possibilities 

for harm. 

Finally, with regard to harm, existing frameworks and approaches assume relative 

agreement on what constitutes harm and lack guidance for making sense of harm(s) among the 

multifaceted goals which guide the development of AI technologies. Yet how AI based harm is 

defined and acted upon is an organizational process involving communication and collective 

knowledge sharing among AI technologists and decision-makers. Prevailing discourses and 

ideologies shape understandings of what harm is and its severity, and in turn what actions should 

be taken to mitigate harm.  

Seeing AI Ethics from an Organizational Lens 
The limitations of existing frameworks suggest that the organizational practices and 

infrastructure aimed at managing AI ethics is critical in shaping outcomes. Yet AI ethics related 

work remains difficult to implement in everyday organizational practices (Ryan et al., 2024; 

Schiff et al., 2020; Zhou & Chen, 2023). AI scholars and practitioners are increasingly calling 

for methods that bridge this “principles-to-practice gap” (Heger et al., 2022; Zhou & Chen, 

2023), emphasizing that organizational cultures, leadership, and resourcing often determine the 

extent to which ethical AI principles can be realized (Madaio et al. 2020; Rakova et al., 2021). In 

a communicative sense, they are calling for a shift in the conversation about AI ethics away from 
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the information disclosure model, and toward an understanding of ethics issues in practice 

(Hanna et al., 2020; Mitchell et al., 2021). Practice based approaches center organizational 

routines, cultures, materiality, and discourses as units of analysis in explaining organizational 

phenomena (Leonardi & Barley, 2008; Nicolini, 2009). In the context of AI ethics, this looks like 

starting with these kinds of organizational analysis as an entry point into understanding the 

relationship between organization and ethical issues in practical settings (Seeger & Kuhn, 2010).  

Organizational themes in current RAI literature 

While organizational literature on AI ethics is in its infancy, a maturing body of 

practitioner research examines organizational aspects of responsible and ethical AI in practice 

the consequences of organizational boundaries on ethics work, how individuals navigate raising 

ethics-related concerns, and how dominant values and narratives shape the construction of AI 

ethics in the industry. Below, I review these findings and draw parallels from this work to 

existing areas of organizational literature.  

Boundaries and silos in AI development 

Several lines of research have examined how organizational structures influence AI 

ethics, particularly on the effect of siloing AI work across disciplinary boundaries or teams. 

While AI technologies are developed and maintained through coordinated work across 

organizational boundaries, these boundaries compartmentalize ethics-related decision-making, 

which decreases the efficacy of RAI work (Subramonyam et al., 2022). The division of 

development work often obfuscates who takes responsibility for ethics thinking and issues. 

Widder & Nafus (2023), for instance, found that teams closer to model development expected 

that ethics issues should be handled by software development teams as they were responsible for 

implementing models in context, however software development teams felt that ethical issues 
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originated with modeling and therefore should be handled by model developers. In addition, 

communication about ethics issues across teams is constrained by gaps in domain knowledge. 

Teams with members from different disciplinary backgrounds struggle to align on shared 

understandings of ethical issues  (Ayling & Chapman, 2022). It is also common for AI projects 

to serve multiple stakeholders, and priorities have to be balanced between competing stakeholder 

demands (Veale et al., 2018). An additional problem caused by gaps, boundaries, and silos for 

responsible AI work is that RAI practitioners must invest time and resources into developing 

tools to bridge the gaps (see Bailey et al., 2010; Passi & Jackson, 2018; Subramonyam et al., 

2022), potentially slowing down development work or forcing teams to abandon ethics work. 

These constraints touch on organizational literature in knowledge sharing and 

coordination across boundaries. Studies of organization and technology have approached this 

topic from several theoretical frames and units of analysis. For example, Bechky’s (2003a; 

2003b) ethnographic work at a semiconductor manufacturing company evaluated knowledge 

sharing practices among engineers and machine technicians, and established how both 

occupations asserted and contested expertise and authority through control over representations 

of knowledge. Bechky observed that engineers built authority via the precision of abstract 

representations like engineering drawings, while technicians’ built authority via their hands-on 

control and knowledge of the tangible manufacturing machines. She argued that these 

differences in representing knowledge were tied to the legitimacy of the occupational members 

within the organization, and despite blurring the boundary of who “owned” work processes, she 

found a preference for standardized, abstracted knowledge which tended to de-value technicians’ 

knowledge. Related work, such as Barrett et al. (2012) and Beane & Orlikowski’s (2015) work 

on robotics and occupational boundaries, has also shown that changes in routines and material 
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configurations in the work context help explain changes in collaboration across different job 

roles. 

         Related scholarship has followed how claims to knowledgeability are communicatively 

constructed, performed, and sustained across occupational and disciplinary boundaries (Barley et 

al., 2018; Treem & Leonardi, 2017; Woo & Meyers, 2020). This literature affirms that 

knowledge is both ongoingly performed and a communicative accomplishment rather than a 

static epistemic resource (Kuhn & Jackson, 2008; Leonardi & Treem, 2012). Barbour et al., 

(2016) for instance, propose that expertise is performed through a mix of technical, arcane, 

interpersonal, and embodied expertise, each of which make differing contributions to perceived 

legitimacy and authority. Considering variation in knowledge performance is applicable to the 

RAI context as teams collaborate on different parts and features of AI technologies, and a variety 

of knowledge sharing practices contribute to the development of AI technologies. The 

performative nature of expertise helps explain why differences and gaps exist in collaborations 

among AI technologists.  

In addition, focusing on knowledge performance lends understanding of AI 

technologists’ collaborations beyond purely structural lines by offering insight on how 

knowledge performances influence work practices and vice-versa. For example, Barley (2015)’s 

work on weather forecasting examines how knowledge representations are made in anticipation 

of knowledge performances, suggesting that models, graphs, and datasets are created in 

anticipation of their need to represent knowledge across specific boundaries. This is especially 

relevant for RAI work, where practitioners find themselves in situations where they must speak 

on behalf of absent publics or potentially impacted users whose interests may not be directly 

represented in the development room; and furthermore, must anticipate methods to represent 
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knowledge to relevant stakeholders and decision-makers. Moving beyond structural gaps, Woo 

et al. (2022) have suggested that differences in the orientation of expertise - generalists versus 

specialists, can also account for how opportunities to share knowledge arise in collaborative 

work.  

In total, the literature on knowledge sharing and the communicative constitution of 

expertise suggests that effective collaboration in RAI work likely depends on more than efforts 

to bridge structural gaps or silos in knowledge among development teams; though there is 

consensus in the FAccT literature that these boundaries remain a significant ‘first hurdle’ for 

many AI development teams when it comes to RAI related efforts.    

Voicing ethical concerns 

An emerging area of research is examining the factors which enable and constrain 

employee voice in relation to responsible AI. Broadly following conflict-centered organizational 

theorizing, this literature suggests that power, organizational politics, and culture shape 

employee responses to ethical issues (Kellogg et al., 2020). This work is significant because it 

examines questions of agency and constraints in raising ethics-related issues in their everyday 

work. For individual employees, raising and resolving ethical concerns about AI technologies 

exposes significant risks due to being at odds with organizational goals and incentives, for 

instance a goal of shipping products on time versus exploring user harm impact (Veale et al., 

2018). Research on developers’ perceptions of ethical issues in AI suggests that they are aware 

of ethical problems related to their work or have encountered ethical dilemmas in some form, yet 

have felt disempowered to raise concerns due to fears of retaliation, ambiguity surrounding 

solutions for issues, and concerns about a precarious labor market limiting future job 

opportunities. This lack of power leads developers to enact “refusal tactics,” where they attempt 
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to covertly distance themselves from a particular dilemma by attempting to move to a different 

project or by strategically decreasing their productivity (Widder et al., 2023).  

These findings mirror prior work on voice and dissent in organizations (Garner, 2013; 

Kassing, 2002; Zanin et al., 2016). Generally, even if there is awareness of an ethical or moral 

issue, employees often remain silent to avoid retaliation (Van Dyne et al., 2003). This ‘defensive 

silence’ is accentuated in situations where concerns exist with organizational leaders and 

managers (Millender et al., 2023), who in the context of AI development, set incentives which 

conflict with ethics work (Madaio et al., 2020). Additionally, employees may feel less equipped 

to navigate moral or ethical issues, contributing to difficulties in voicing concerns. Bisel (2018) 

describes this as the “moral mum effect”, which occurs due to organizational socialization 

factors and face-saving or “politeness” norms in everyday interactions. As employees are 

socialized into organizations, they learn and take on prevailing norms and discursive framings 

that guide understandings of what is “ethical around here”, and how issues which may at first 

appear as ethical dilemmas are framed as neutral or non-issues. Even when an ethical issue 

presents itself, it is difficult for employees to voice concerns because of prevailing politeness 

norms – few want to “call out” others as behaving unethically when alternative framings are 

available (e.g. “making a mistake”, “not following policy”). These interpersonal dynamics help 

explain how ethical issues frequently go unchallenged within organizations. 

Collective ethical sensemaking and structuring 

Finally, a third emerging branch of organizational research on responsible AI asks 

how  organizations come to recognize ethical issues in the first place, and how dominant cultural 

narratives, values, and material configurations act as interpretive resources in defining ethical 

issues and the social practices that address them. A large body of literature within this theme has 
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applied the field’s methods in design to examine how understandings of ethics and responsibility 

are shaped by various RAI-related resources in practice, such as toolkits, checklists, testing 

procedures, and audits (Costanza-Chock et al., 2022; Deng et al, 2022; Heger et al., 2022; 

Holstein et al., 2019; Madiao et al., 2020). Other research has examined how stakeholder 

demands shape the operationalization of ethical problems (Passi & Jackson 2018), and how 

prevailing organizational and social cultures shaped approaches to identifying and mitigating 

ethical issues and defining responsibility and accountability (Sloane & Zakrzewski, 2022). 

An underlying question this research seeks to address is how actors in organizations use 

interpretive resources in their collective and individual sensemaking about ethical problems, and 

in turn the relationship between resources and organizational self-structuring (McPhee & Canary, 

2016). As resources for knowledge sharing about ethics information become widespread and 

increasingly standardized, AI technologists are confronted with multiple cues about ethical 

issues. Ethical sensemaking broadly refers to the practical sensemaking that actors do to search 

for “the right way to act in a particular situation” (Parmar, 2014 p. 1107). Ethical sensemaking 

frameworks begin with an assumption that ethical action (e.g. what is the right thing to do?) is 

highly equivocal. Multiple interpretations of an ethical dilemma or issue can exist 

simultaneously, suggesting multiple courses of action or inaction. Furthermore, ethical 

sensemaking frameworks argue that intersubjective meanings about what is ethical in situ do not 

follow normative or rational rules, but are enacted and interpreted through communication cycles 

and selective attention to cues in the environment (Cornelissen, 2012; Reinecke & Ansari, 2015; 

Sonenshein, 2007). Design considerations matter because of the role of various RAI related 

resources in constructing these cues and their influence on framing ethical sensemaking (Xu, 

2023).  
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Furthermore, RAI resources constitute formal organizational structure for the ethical 

design and use of AI technologies. As RAI resources aid in enacting, selecting, and attending to 

particular cues about responsibility, safety, or ethics, they provide structure for how 

organizational members can talk about ethics and responsibility in practice. As structure, when 

organizational members refer to RAI resources in practice, they reify ethical considerations into 

workflows and articulate shared discourses about values, ethics, and responsibility. Carefully 

designed RAI resources therefore can ease the challenges of voicing ethical concerns among AI 

technologists.  

 Yet while being a structuring force for implementing RAI related practices within 

organizations, RAI resources may also stifle further debate or reflection by offering legitimated 

means to prematurely terminate discussion about AI ethics and responsibility, and/or encourage a 

myopic focus on established standards or processes over critical reflection. Examples of these 

dynamics are well established in the literature on organizational sustainability and climate 

initiatives. Literature on organizational sustainability initiatives finds that articulation of 

sustainability agendas (e.g. through policy frameworks, goal-setting, specific initiatives) often 

are exercises in closing debate, as discussion about the organization’s relationship with 

sustainability becomes defined by a commitment to a particular framework and discussion shifts 

to implementation and audit. This movement away from reflection and critique is why some 

critical voices in AI ethics are concerned with the possibility of corporate capture of AI ethics, 

particularly in light of Big Tech companies’ increasingly visible commitments to responsible AI 

(Whittaker, 2020; Widder, 2024).  
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Toward understanding the communicative work of responsible AI 
  Implicit in scholarship on RAI work is an understanding that AI technologists are aware 

of ethical problems associated with AI technologies. After all, to voice concerns, attempt to work 

across boundaries, and collectively make sense of ethics issues implies knowledge of ethical 

perils, or at minimum some moral sense related to AI technology (i.e. a feeling that something 

isn’t right ) (Parmar, 2014). How this knowledge and moral sense come in to being at an 

individual level has been a central topic of study across literatures in dialog with AI ethics, but 

this existing literature points to a need for more contributions to understanding the 

communicative processes which foster moral and ethical sense about AI from an organizational 

perspective, especially from concerned technologists to others -- peers, management, and 

organizational leadership. Furthermore, there is little scholarship on how ethical sense can be 

sustained by organizational structures, which is a significant need given that managing AI in 

responsibly and ethically is an increasing organizational priority in both big tech and industries 

adopting AI.  

This theoretical and empirical background sets the stage for this dissertation, which has 

the goal of exploring how concerned AI technologists speak up about AI ethics at work, and 

what consequences (both positive and negative) arise from their efforts. This goal moves beyond 

a focus on instrumental frameworks for defining AI ethics, extends current literature on 

perceptions and attitudes toward ethics among AI technologists, and contributes to the emerging 

conversation on AI ethics in practice by articulating how AI technologists influence others and 

bring increased visibility to ethical issues.   

To achieve this goal, I focus on how AI ethics is communicated in practical settings as a 

knowledge sharing and accomplishing problem among interlocutors (Kuhn & Jackson, 2008). 
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This view shifts from conceptualizing knowledge as a construct of mental resources toward 

focusing on the act of knowing as an ongoing and communicative accomplishment. While we 

have private, interior thoughts, what we say and do materializes knowledge in practice with 

others, which in turn influences our interior thoughts. A communicative perspective on 

knowledge accomplishing views knowledge is not a static resource stored inside of our minds 

but an intersubjective, dialogic process in which we participate (Kuhn & Porter, 2010; Treem, 

2012; Lave & Wenger, 1991).  

This dialogic perspective on knowledge is particularly significant for examining the work 

of AI ethics in organizations because it draws attention to how certain ways of knowing become 

privileged and marginalized through communicative practice. When knowledge is accomplished 

through ongoing interaction, the discursive resources available to interlocutors such as the 

vocabularies, frameworks, and epistemic assumptions they can draw upon fundamentally shape 

what is known and by whom. In organizational contexts, these discursive resources are not 

neutral; they reflect and reproduce particular worldviews and value systems that determine which 

forms of knowledge claims are considered legitimate, rigorous, and worth pursuing (Agre, 1997; 

D’Ignazio & Klein, 2020; Widder, 2024). 

In the case of AI ethics, a dialogic, knowledge-accomplishing perspective is particularly 

significant because it foregrounds the fact that from the perspective of AI technologists, AI 

technologies and their ethical implications can only be known through epistemic discourse. AI 

technologies themselves have no directly knowable qualities1; all properties of AI systems are 

 
1 AI subjects, people who may directly experience the consequences of AI harm arguably experience AI independent 
of discursive representation. A person denied a loan by an algorithmic system knows the ethical implications through 
their lived experience. The way AI-driven automation may change physical work environments also represents 
embodied knowledge that exists prior to linguistic representation. However from the position of AI technologists, 
the primary methods for knowing AI are representational even if they include first-hand experience. For instance, a 
technologist participating in a user study may directly experience AI, but it is their discursive representation of that 
experience which is materialized in organizational practice. 
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ascertained through representational constructs such as language, documentation, metrics, 

visualizations, and epistemic practices like red teaming technologies or automated tests. Ethical 

problems tied to inscrutability, uncertainty, use, and data are problems which demand epistemic 

inquiry and representation through collective processes of knowing. Consequently, competing 

epistemic frameworks are not only descriptive artifacts for explaining different stances toward 

AI ethics, they are fundamentally constitutive of how properties of AI technologies come to be 

known and acted upon within organizational contexts. Understanding how these epistemic 

hierarchies operate in AI development work becomes essential for understanding both the 

possibilities and constraints that concerned technologists face when attempting to make ethical 

sense of AI technologies visible to others. What are the dominant discursive resources that shape 

how AI practitioners go about knowing, and how do these resources influence the 

communicative accomplishment of AI ethics? To address this question, we must first examine 

the epistemic foundations that underlie AI development work and the hierarchies of knowledge 

they produce. 

What counts as knowing – epistemic hierarchies in AI development work 

Building AI is computer programming work. Doing this kind of work requires one to 

subscribe to a set of shared implicit logics and values which underlie many engineering and 

applied scientific disciplines. Broadly, these logics and values are recognizable as a Western-

scientific approach to understanding the world, and are so ingrained in our language and 

practices of knowing that they often go unrecognized. They are taught as the mainstream ways 

which we do science itself, the ways we identify factual information, the ways we make truth 

claims, how we support or refute hypotheses, and build valid theories and models of the world. 

Philosophical work on this epistemology of computing uses the term “Cartesian-Newtonian” 
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ontology (Agre, 1997; Birhane, 2021) to describe how these logics and values conceptualize the 

world and prescribe methods of inquiry. 

First, the word Cartesian, referring to the philosophical and scientific system outlined in 

Descartes’ work, conceptualizes the world as objective, stable, and universal, and that knowledge 

can be derived through reason and rational methods from innate ideas. In this view, the world is 

out there, separate and apart from our communication about it, and its nature is knowable 

through a systematic elimination of doubt (Agre, 1997; Deetz, 1996; Polkinghorne, 1983). 

Cartesian epistemology identifies a split between subjective experience and the objective world, 

such that the subjective is an interpretation of the objective world at large, and subjectivity (i.e. 

human beings and their experience) arises from cognitive processes, which can be unreliable or 

otherwise partial observations of an objective, static world. The epistemic tools to understand the 

world rely on methods that aim to eliminate the presence of doubt, using objective observation, 

rational proposition testing, and prediction (Birhane, 2022; Cunliffe, 2011; Deetz 1996).  

The word Newtonian refers to characterizing nature and human experience as explainable 

through an underlying, universal and objective structure of discrete causal effects (Birhane, 

2022). Drawing from Newtonian models of mechanics, this worldview saw the world as a system 

which is predictable and conforms to rational, knowable laws. Given some prior information (for 

instance the mass and position of two gravitational bodies), outcomes should be predictable, 

deterministic, and independent from the observer. Despite some limitations, for instance its 

incompatibility with quantum theory and its ambiguity in application to the social world, the 

Newtonian view still shapes prevailing understandings of science and knowledge, for instance in 

the idea that scientific evidence should be independently replicable or that generalizable models 

can explain human behavior. 
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In a communicative sense, gesturing toward Cartesian-Newtonian values identifies a set 

of dominant discursive resources which enframe the ways practitioners make sense of 

themselves, their work, and the world around them (Sandberg & Tsoukas, 2020; Weick et al., 

2005; Van Maanen & Barley, 1984; Van Maanen 2010). As D’Ignazio & Klein (2020) argue, it 

helps us recognize that epistemic thought in AI and computer science is both situated in the 

influence of social conditions while also influencing values, hierarchies, and ontological ideas 

that frame the ways that practitioners go about knowing in their work. Birhane (2022), for 

instance, discusses some of the implications of the Cartesian-Newtonian worldview in machine 

learning with an example of the discursive framing of Bayesian principles which underlie much 

of the mathematical foundations of AI technologies,  

ML [machine learning] systems currently pervading the social sphere embody the core 
values of the Cartesian and Newtonian worldviews where historical, fluctuating, and 
interconnected behaviour is presumed to be formalized, clustered, and predicted in a 
“value-free” and “neutral” manner. The historic Bayesian framework of prediction is a 
primary example of this. This framework has played a central role in establishing 
explanations of behaviour based from “rational principles alone”. Bayes’ approach, 
which is increasingly used in various areas including data science, machine learning, and 
cognitive science, played a pivotal role in establishing the cultural privilege associated 
with statistical inference and set the “neutrality” of mathematical predictions. (Birhane 
2022, p. 12) 

  

Following work from feminist epistemology, identifying Cartesian-Newtonian worldviews 

illustrates how, despite claims to universalism, the values inherent to the Cartesian-Newtonian 

worldview represent a particular way of knowing among many. Harding (2008) has articulated 

the notion of situated knowledges - that knowing is situated from a social standpoint, and 

knowing directs and is directed by embodied experiences and social positions (cf. Polayni, 

2002). This point is generally understood in the social sciences, which have developed a plurality 

of epistemic approaches to making knowledge claims about the complexities of the human social 
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world (Burell & Morgan, 2019; Cunliffe, 2012; Deetz, 1996). Yet dominant scientific 

approaches in engineering, mathematics, and computer science tend toward Cartesian-Newtonian 

ideals and adopt a “view from nowhere” (Nagel, 1986) that does not acknowledge a particular 

standpoint in pursuit of ‘objectivity’. As AI ethics scholar Timnit Gerbru (2021) has argued, the 

view from nowhere has resulted in a hierarchy of knowledge in AI development, which devalues 

knowledge contributions that take standpoints, for instance the contributions of feminist or 

critical work in the space. As feminist and critical knowledges are explicit in their standpoints by 

acknowledging the role of social positioning and embodied experience in knowing, they are 

dismissed as non-objective and therefore less “rigorous” or “scientific” in their contributions 

(Widder, 2024).   

In addition to prescribing a hierarchy or values system on which to evaluate knowledge, 

these discursive resources also guide the ways that AI practitioners are trained to approach 

knowledge development and problem solving (Maitlis & Christiansen, 2014; Vaara & Whittle, 

2022; Passi & Jackson, 2018). Philip Agre, a professor of computer science who work has been 

influential on AI ethics, reflected on his own experience with how these discourses shape 

practitioner thinking in a 1997 essay: 

As an AI practitioner already well immersed in the AI literature, I had incorporated the 
field’s taste for technical formalization so thoroughly into my own cognitive style that I 
literally could not read the literatures of nontechnical fields at anything beyond a popular 
level. The problem was not exactly that I  could not understand the vocabulary, but that I 
insisted on trying to read everything as a narration of the workings of a mechanism. 
(Agre, 1997, p. 145) 

  

Agre’s critique of the field’s emphasis on formalization as a “technical perspective” is that it 

significantly limits the ways that AI technologists go about knowing. By approaching problems 

with a cognitive frame of “the workings of a mechanism”, shaped by the discourses of 
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formalism, objectivity, and Cartesian-Newtonian values, Agre felt like he was unable to make 

sense of the literature in fields outside of AI or computer science. He also contended that this 

limited framing combined with disciplinary attitudes to devalue knowledge from other fields: 

Inasmuch as they regarded technical formalization as the most scientific and the most 
productive of all known intellectual methods, the field’s most prominent members tended 
to treat their research as the heir of virtually the whole of intellectual history. I have often 
heard AI people portray philosophy, for example, as a failed project, and describe the 
social sciences as intellectually sterile. In each case their diagnosis is the same: lacking 
the precise and expressive methods of AI, these fields are inherently imprecise, woolly, 
and vague. (Agre, 1997, p. 137) 

 
Agre is not the only AI practitioner to come to these conclusions, many accounts of such 

“critical technical awakenings” have been written by both AI practitioners and more general 

technologists over the years (Malik & Malik 2021). It is this implicit hierarchy and value system 

which many AI ethicists point to as the origin of a widespread devaluing of AI ethics within 

technology companies. This limited approach to knowing is problematic for AI ethics because of 

the disregard of the feminist and critical perspectives which underlie many of the frameworks for 

thinking about issues related to AI harm, safety, bias, and transparency. 

The organizational communication of critical technical awakenings  

How are the epistemic hierarchies described in practitioner reflections discursively 

constituted in practice? How do they relate to ongoing efforts to promote responsible AI within 

organizations? While the point that Cartesian-Newtonian assumptions underlie hierarchies of 

knowing has been well articulated in the prior literature, less work has explicitly explored how 

critical knowing is communicatively performed and sustained in this hierarchical environment. 

As described in the previous section, existing work on practitioner critical technical awakenings 

primarily focuses on introspective accounts which largely omit the influence of others in the 

learning and sharing of critical technical thought (Malik & Malik, 2021). This omission is an 
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increasingly important area for research given that we observe efforts to advance and advocate 

for critical approaches to knowing AI on the part of employees in big tech – efforts which show 

some marginal success insofar as pressuring big tech companies to implement some mitigations 

and frameworks for managing ethics. It is here that two motivating theoretical puzzles of this 

dissertation begin to come into focus.  

Research problem 1:  

First, there is the central problem of explaining how it is that more critical, sociotechnical 

epistemic approaches to knowing AI are communicated in practice among technologists in big 

tech. Current literature largely focuses on introspective accounts, but some communication of 

pluralistic epistemic perspectives on AI technologies must occur to build coalitions to influence 

company policy and outcomes at a structural level. Existing literature on employee voice and 

ethical decision-making within organizations also suggests that RAI related topics are subject to 

additional unique communicative challenges based on its inherent focus on morals and ethics. 

Advocacy for ethical AI within organizations therefore faces a sort of double hurdle in that it 

draws on a devalued episteme and broaches ethics and morality.  

The topic of knowing ethical AI also carries implications for theory on knowledge 

sharing and accomplishing in organizational communication. Claims to knowledgeability are 

contingent on how others perceive performances of knowledge as appropriate to the situation at 

hand (Lazega, 1992). Appropriateness is an intersubjective determination which depends on how 

discursive resources like values or epistemic hierarchies are enacted in the given context, and 

how the context itself is collectively framed. Existing literature on knowledge performances 

highlight how certain forms or types of communication become constituted as expertise (Treem, 

2012, 2016) and how certain tasks or roles become representative of, or associated with certain 
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knowledges or epistemic values (Treem et al., 2020; Rennstam & Ashcraft, 2013). However, 

existing literature on the performativity of knowledge tends to conceptualize expertise and 

knowing as related to the resources and discursive performances rooted in a particular “expert” 

role – physicians, lawyers, PR consultants, etc. Yet employee advocates for responsible AI do 

not necessarily belong to a single role or occupational discipline, despite often having deep 

domain expertise in AI ethics. Rather, AI ethics work looks like what Rennstam & Ashcraft 

(2013) described as a ‘dispersed practice’, an accomplishing of knowledge which is dispersed 

“over a large number of other integrative practices/performances.” (p. 14). While knowledge 

performances can often take novel forms and combinations of material and discursive resources 

(Treem, 2012), there has been less literature examining knowledge performances which are 

constitutive of de-legitimized epistemes, and are performed as persuasive attempts outside of the 

bounds of role responsibilities. Given the existing barriers and epistemic hierarchies embedded 

in AI development, how is it that ethical perspectives on AI come to be collectively known and 

acted upon? How do these organizational communication challenges shape the ways that 

employees advocate for ethical AI?  

Research problem 2:  

 If Big Tech companies are increasingly responsive to AI ethics concerns, we know little 

about how this responsiveness is reflected in structural changes and their resulting effect on RAI 

advocacy work. Current accounts have pointed to barriers and challenges for AI ethics work 

based in structural factors, like boundaries in collaboration and a lack of shared structural 

resources, but how boundaries and structural resources are reproduced or altered relative 

to advocacy is less defined. Related literature in sustainability and organizational ethics suggests 

that as more tooling and resources for RAI work become available, and RAI frameworks and 



 36 

initiatives become mainstream among organizations, RAI practices likely become routinized and 

discourses about AI ethics narrow to focus on operationalizing standards and goal (Christensen 

et al. 2017; Wenger et al., 1999; Whittaker, 2020).  

Furthermore, little is known about how organizational recognition of AI ethics affects 

role-level outcomes for concerned technologists. Existing literature suggests that AI 

technologists employed in ethics and responsibility related roles experience more precarity and 

limited options for career advancement compared to technologists in technical or engineering 

roles (Crawford et al., 2019). Does organizational recognition of AI ethics improve the overall 

quality of life for AI ethics advocates? How do challenges change for advocates as organizations 

recognize AI ethics as a priority?  
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CHAPTER 3: RESEARCH STRATEGY AND METHODS 

 
 

This dissertation adopts a qualitative approach consisting of 12 weeks of participant 

observation with a responsible AI research and advocacy team within a large tech company, 22 

semi-structured interviews of AI technologists in large tech companies and similar organizations, 

and 6 semi-structured interviews with AI technologists in smaller tech companies and startups. 

The observational and big-tech interviews focus specifically on the perspectives of individuals 

who advocate for AI ethics and responsibility within their organization(s), while the interviews 

with AI technologists in smaller organizations focus on cues related to AI ethics and 

responsibility drawn from their perceptions and impressions of big tech companies.  

This data collection design achieves three goals. First, it offers a direct window into how 

AI ethics, safety, and responsibility are constituted in big tech companies by observing the work 

of advocates directly involved in AI technology development. By virtue of their institutional 

position, large technology companies have significant influence over the scope and meaning of 

AI ethics and responsibility (Chhillar & Aguilera, 2022; Whittaker, 2020), and have increasingly 

dedicated organizational resources toward AI ethics-related research and development. At the 

same time, they have been sites of high-profile incidents and internal debates about AI ethics that 

have furnished hostile retaliations toward employee advocates, including layoffs and firings (De 

Vynick & Oremus, 2023; Morrow, 2025). Such events indicate that AI ethics is a significant 

contested terrain within big tech organizations which has largely been unobserved within the 

organizational communication and technology literature, despite being clearly influential for 

shaping AI technologies. Second, by focusing on the advocacy strategies and experiences of AI 

responsibility and ethics advocates, it offers preliminary theoretical explanations for 

understanding organizational mechanisms that foster and inhibit responsible AI. The interview 
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and observation strategy of this project begins with the premise that AI ethics and responsibility 

efforts are highly contested but have nevertheless made progress within organizations, and 

therefore seeks to understand why some ethics and responsibility efforts fail and others succeed 

by virtue of how they relate to prevailing organizational discourses used to know AI technologies 

(Fairhurst & Putnam, 2004; Madaio et al., 2024; Widder, 2024). Third, drawing on interviews 

affords insight into individuals’ reflections and perceptions related to their experiences doing 

responsible AI advocacy in their roles, offering a window into how personal experiences relate to 

organizational structures.  

Below, I contextualize the methodological approach of this project in the broader 

organizational communication and technology literature. Where a notable amount of prior 

organizational research has focused on AI technology implementation or adapting organizational 

research to contribute to AI technology development, this project studies the organization of AI 

technology development itself in the theoretically and empirically significant context of large 

technology companies. I then describe the details and context of my main research site, a large 

technology company located on the west coast of the United States, and the demographics of 

interview participants both in big tech and smaller technology companies. Specific analytical 

steps for each study are outlined in their respective chapters.  

Background: Studying the Development of AI technologies  

My work follows a body of prior research which examines technology development 

through qualitative observational approaches (Barley & Bechky, 1994; Endacott, 2021; 

Leonardi, 2011; Leonardi & Barley, 2010). Bailey & Barley (2020) argue that the broader 

picture of research on technology and organization is conceptually divided along a design and 

use trajectory, where studies of design and the social construction of technology precede 
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implementation, and studies on implementation are concerned with the implications of 

technologies in the workplace. Studies of technology implementation and use represent many 

classic studies of technology and organizing, for example Barley’s (1986) well known 

ethnographic study of the relational implications of computerized CT scanning technologies, 

Orlikowski & Gash’s (1994) work on cognitive framing of computer use among different 

organizational members, or Pool and DeSanctis’ (1994) work on decision support systems. 

Research concerned with implementation and use tends to focus on explaining variation in 

outcomes based on the interplay between technological features and social processes in use and 

adoption. Implications of new technologies are positioned as non-deterministic and steered by 

patterns of interpretations, frames, material-discursive practices, and other interactional 

dynamics which often extend beyond the scope of the uses which designers or organizational 

leaders consider. However, this focus on technological outcomes surfacing via end-user 

interactions is limited, as Bailey and Barley explain.  

[…] we need to admit that the implications of a new technology are not always the 
product of ongoing action and interpretation at the point where people are using 
technologies. Rather, those who design and promulgate technologies have visions of what 
work is and what it should be like (Orlikowski, 1992; Pollock & Williams, 2010; 
Williams & Pollock, 2012). Such visions shape the outcomes of technological change. 
Thus, we cannot continue to view the implications of new technologies as solely situated, 
contextual, and emergent. As Hughes (1994) noted, infrastructural technologies bring 
about institutional developments that are difficult to trace to what occurs in any specific 
setting of use. (Bailey & Barley, 2020, p. 30) 

 
In other words, while understanding interpretations of technologies in organizational contexts by 

end-users is important, they are not the only factors in shaping outcomes. Technologies are 

designed by people who hold visions for their use, and are also influenced by social and 

historical context through the dominant values, institutional logics, or practices of knowing in 

which their creators are enmeshed (Bijker et al., 2012; Callon, 1986; Knorr-Cetina, 2009; Latour, 



 40 

2007). The focus on adoption and use in the organizational literature is reasonable given that 

organizations are likely more frequent adopters of technology than designers of technology.  

However, technology development is no less organizationally constituted than use. 

Studying technology development is especially relevant for answering questions related to the 

socially constructed nature of issues related to their ethics, responsible use, and safety. This logic 

has been well established by the social construction of technology scholarship (SCOT) -- for 

example, Pinch & Bijker’s (1987) famous historical analysis of bicycle design. This work aimed 

to demonstrate a social construction of technology by showing how contemporary bicycle design 

was one of several variations influenced by different visions of ‘users’ which bicycle builders 

held. For instance, some viewed users as racers or sportsmen who would only find use in 

competitions. Others saw the bicycle as a mode of personal transportation. The relative influence 

of different user groups ultimately shaped the final design of the contemporary “safety bicycle” 

we know today.  

Social values and discourses in the work of technology development 

While SCOT and STS scholarship has positioned the study of technology development in 

a broader space of social and technical forces, there is still the matter of studying the work of 

building technologies. Though influenced by historical and societal mores, technology 

development is constituted in organizing, and furthermore, the values and social discourses that 

shape technology development are staged within organizational structures. Contemporary 

technologies simply cannot exist without some organization. Even seemingly simple 

technologies, like a pencil, are the end products of complex manufacturing techniques which 

enroll people and technology. Configuring these actors together to make pencils is organization; 

the design and specification of the pencils must be defined, decisions must be made about how 
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production processes should work, the nature and order of organizational priorities and goals, 

and so on.  

Such organizational processes and the structures that emerge and sustain them are crucial 

sites for studying how more abstract values and discourses influence practical decisions in 

technology development. Leonardi (2012, 2013) conceptualizes this relationship between 

organization and technology development with an “imbrication” metaphor, where human and 

technological agencies are mutually imbricated in an organizational infrastructure which people 

continually draw on to carry out their work. Trajectories of technology development are shaped 

as sequences or patterns of these changes in agency are arranged in organizing. Social values and 

discourses of course shape the goals and paths which humans envision as they imbue their 

agency in patterns of interactions with technology, and at the same time the material properties 

of technology influence what humans envision.  

Organizing and technology research over the past decade has aimed to explore how this 

mutual relationship between human and material agencies in organizations can explain outcomes 

related to both technology use and development. For example, Leonardi (2011a-b) illustrated the 

imbrication of human and material agencies through an analysis of crash test software 

development, finding that a series of cascading material constraints and engineering routine 

changes shaped both the development of the crash simulation software and the organizational 

structure around it. As each imbrication of material and human agency configured new 

possibilities and constraints, the technology and organizational structure around it changed in 

terms of routines, scope and goals. Mazmanian et al., (2014) examined the sociomaterial nature 

of organizing and technology through an ethnography of an organization responsible for the 

mission operation and maintenance of a deep space probe, and used the unique features of the 
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material context of space exploration to illustrate that social and material relations to challenge 

the notion of linear patterns between human and material agencies, instead arguing that “the 

actions of individuals, social norms, institutional structures, and abstract figures act to 

dynamically and asymmetrically reconfigure each other and, in so doing, constitute, articulate 

and instantiate the realities of organizational life.” (p. 22). […] As this line of scholarship has 

progressed, so too have debates about the extent to which we should privilege human agency 

over material agency or vice versa, which is what Bailey & Barley (2020) are responding to in 

their argument about understanding the visions and motives of technology developers. As they 

argue, while the mutual imbrication argument is useful (especially for understanding technology 

use), we should not reduce explanations of technological (or organizational) outcomes to simply 

patterns of interaction, because doing so risks losing sight of the original intent and visions 

which inspire technology development.  

The case for studying AI technologists 

In the case of AI, the visions of technology creators matter greatly. As AI technologies 

have the capacity to act as autonomous social agents that interpret and affect the world around 

them, questions about what considerations regarding safety, responsibility, and ethics were taken 

by their creators naturally become salient. Yet the work of AI technologists in realizing ethics 

related outcomes in AI is presently under-studied (Nedzhvetskaya & Tan, 2024). AI system 

behaviors and outcomes are not as readily predictable or explainable as conventional 

technologies, posing a problem for considerations related to ethics, safety, and responsibility as 

technologists may not be able to easily forecast harmful or unethical behaviors using 

conventional design processes or tools (Amoore, 2020). Rather, understanding and ultimately 

mitigating harmful or unethical system behaviors demands additional research and development 
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both related to the properties of AI systems themselves (e.g. measuring harmful social bias) and 

on sociotechnical interactions between people and AI (e.g. incorporating human control). As 

outlined in the literature review, this research has proliferated in recent years with support from 

academic and industry sponsors, and has grown into a subfield of its own with a plurality of 

epistemological perspectives, analytic tools and methodologies, and theories on AI-human 

interaction and AI system design.  

However, knowledge production surrounding AI ethics does not occur in a vacuum, and 

practical applications of AI ethics related knowledge still have to be enacted in existing contexts 

and processes of technology development. Organizational decisions must be made about 

priorities, resourcing, etc., which puts AI ethics knowledge and considerations into relations and 

potentially dilemmas with other established discourses, for instance production pressure (Deetz, 

1994) and knowledge hierarchies (Dotson, 2014; Widder, 2024). This project approaches this 

problem from a communicative and relational framework over two empirical chapters with 

distinct but related questions and theoretical foci. Table 3.1 summarizes the research problems, 

objectives, questions, and theoretical frames used in each chapter.  

Chapter 4 examines how discourses about responsible AI are constituted in interpersonal 

knowledge-sharing and performances of responsible AI work. This chapter begins with the 

premise that AI technologies are known through collaborative knowledge accomplishing efforts, 

and knowledge accomplishing efforts exist in the context of culturally constructed hierarchies 

which devalue many of the epistemic perspectives that serve as the foundations for AI ethics. 

This chapter examines how these hierarchies are constituted in knowledge sharing and argues 

that RAI efforts are affected through a mechanism of epistemic stigmatization rather than 

delegitimization.  
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Chapter 5 analyzes the ways in which responsible AI work is structured by and 

structures ecologies of visibility within organizations. This chapter extends the focus from 

interpersonal communication to organizational systems and processes by examining efforts 

involved in making RAI work visible within existing organizational structures, efforts where the 

negotiation of visibility is a stressor for RAI advocates. Stress arises not from work being 

invisible or visible, but from the processes and challenges involved in making RAI work visible 

within organizational structures and through communicative interactions. 

Though focused on the creators of AI technologies, this work also contributes to the 

conversation on AI adoption and use, particularly as the current landscape of AI technologies 

moves toward consolidation of power, data, and AI (Kalluri, 2020; Whittaker, 2020). Bailey and 

Barley characterize this reality as an urgent issue, suggesting that “once an intelligent technology 

is good enough to be put into place in the workplace, the agendas of its makers will have been 

too cemented into its features that the degrees of freedom we have to alter the technology and or 

shape the changes it triggers will become more limited.” (p. 10). As the institutional power of big 

tech looms, perhaps the sphere for debate about the scope and nature of AI ethics will be 

increasingly internal organizational communication rather than public or regulatory discourse. If 

so, work on understanding how AI ethics is constituted in internal discourse is also an important 

piece of the puzzle in understanding the nature of AI ethics across industries and user settings.  



 

Table 3.1 Summary of research problems, objectives, and questions  
Research Problem Objective Research Questions Theoretical 

Frame(s) 
Problem 1: How are critical,  responsible AI 
practices communicated among technologists 
in big tech? Prior research focuses on 
introspective accounts of critical technical 
awakenings, overlooking how pluralistic 
epistemic perspectives are performed and 
shared in practice. Because responsible AI 
advocacy draws on devalued epistemes and 
engages ethics and morality, advocates face 
communicative hurdles.  

Ch. 4: To examine how 
discourses about responsible 
AI are constituted in 
interpersonal knowledge-
sharing and performances of 
RAI work. This chapter argues 
that RAI efforts are affected 
through stigmatization rather 
than delegitimization, showing 
how hierarchies of knowledge 
are communicatively enacted. 

RQ1: How do concerned AI 
technologists make AI ethics and 
responsibility issues knowable in 
everyday practice?  
RQ2: How may RAI knowledge 
become communicatively 
stigmatized within organizational 
contexts?  
RQ3: How do AI technologists 
respond to stigmatization of RAI 
work?  

Knowledge 
accomplishing 
and 
performance, 
stigma 

Problem 2: How does growing organizational 
recognition and responsiveness to AI ethics 
concerns in big tech reshape structures and 
role-level outcomes for RAI work? While 
responsiveness to RAI pressures is increasing, 
little is known about how RAI practices 
become embedded in organizational systems, 
nor how these shifts affect the well-being and 
career trajectories of advocates. 

Ch. 5: To analyze how RAI 
work is structured by and 
structures ecologies of 
visibility within organizations. 
This chapter extends to 
organizational structure, 
showing how the negotiation 
of visibility shapes the 
conditions of RAI work. 

RQ1: How is RAI work invisible in 
AI development, and how does its 
invisibility relate to the well-being 
of technologists who perform it? 

RQ2: How do organizational 
efforts to make RAI advocacy more 
visible both support and undermine 
the well-being of technologists? 

 

Visibility, 
employee 
well-being 



 

Research Site and Methods 

Codex 

This dissertation uses qualitative interview and observational data from 12 weeks of full-

time participant observation of an AI ethics research and education team in a large technology 

company headquartered on the west coast of the United States, which I pseudonymously call 

Codex. Codex is a significant industry player in artificial intelligence. The company is a 

proprietor of consumer and enterprise AI technologies and holds numerous patents and scientific 

publications on AI. At the time of data observation, Codex’s flagship AI offering was an AI 

assistant available in a public beta which I call Chora. Chora is a generative AI platform with 

several feature offerings intended to interface with different desktop and web applications and 

assist users with a variety of tasks. Like Claude, ChatGPT, and Copilot, Chora’s primary human 

interface is a text-based chat window in which the user could type prompts, though the technical 

backend of Chora included several different generative AI models for addressing various use 

cases like text generation, image generation, manipulating computer code and interfaces, or 

generating audio-visual data. Codex’s business strategy with Chora was centered on monetizing 

the technology in enterprise and consumer IT. This goal oriented much of the research and 

product development resources within the organization. Competition in the AI space was fierce, 

and while many viewed Codex as among the leaders in AI, the company operated with a sense of 

urgency to develop and improve its AI offerings.  

 Generative AI refers to AI models which are designed to generate new data or content 

from inputs, for example generating a text response to a user’s prompt (Zewe, 2023). In the past 

decade, generative AI tools have made significant technical leaps due to a confluence of several 

social and technical factors. The invention of the transformer architecture (Vaswani et al., 2017), 
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overcame several limitations of previous neural networks, and enabled the development of large 

language models (LLMs) and similar multi-modal models like text to image models or voice to 

text models. LLMs represented a significant technical advancement in the fidelity and reasoning 

ability of AI technologies while also enabling greater speed and efficiency in the development 

process. However, LLMs themselves became possible because of the proliferation of certain 

types of digital infrastructures and labor practices. LLMs and similar models for other domains 

like image or code generation are pre-trained on vast amounts of data and refined through a 

process called reinforcement learning from human feedback (RLHF), where nuanced human 

preferences can be inscribed through a labor-intensive process of labeling and annotating model 

outputs (Ziegler et al., 2019). The vast amounts of data come from large datasets which have 

been maintained by various organizations for various purposes - not all of which were intended 

for AI training. One such example is the Common Crawl corpus, an archive of billions of web 

pages scraped monthly since 2008. The common crawl corpus and similar datasets contain 

copyrighted information under the fair use doctrine, which some copyright holders allege was 

exploited by AI companies to use copyrighted content without obtaining appropriate license 

(Roth, 2023). Digital platforms like mTurk and the global availability of internet infrastructure 

enabled companies to scale human annotation to extraordinary levels in part by outsourcing to 

the global south (Muldoon et al., 2024; Irani 2015). Underlying all of these factors are advances 

in computational power and cloud infrastructure which have made the creation and hosting of 

generative AI technologies economically feasible.   

AI research and development work at Codex was spread across multiple teams within 

different organizational divisions. If one were to look at the organizational chart, it would show 

that the company had a dedicated research division which focused on more basic scientific 
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research and a product division which focused on applications of research in products. Of course, 

this is a simplified picture, as the organization had many cross-cutting teams and teams working 

on AI products or features outside of these divisions. Both divisions were supported by a central 

resources division which managed AI development resources: software libraries and packages 

(both internal tools and open source), data, and significant computing resources to develop AI 

tools. This infrastructure allowed research and product development teams to rapidly build 

working prototypes of AI features and applications. The resources division had support staff with 

expertise in relevant areas like AI, data engineering, high-performance computing and cloud 

computing, all available to work with teams to optimize their projects for efficiency. The 

resources staff also held weekly “office hours” available to anyone in the research or product 

divisions to learn about the resources for building AI tools and get help with any project or idea 

that could use the AI resources.   

The development of specific AI products or features mostly followed conventions in IT 

product development practices. Large products like Chora were owned by a director or executive 

level manager, who was responsible for the broad roadmap of the product. Smaller features or 

components of the product were managed by individual product managers who directed 

development. Job performance evaluations for these roles were closely tied to the performance 

and on-time shipment of products or features. Anything that delayed shipment was therefore a 

source of significant stress, which sets the backdrop for how Codex handled AI ethics at the time 

of my observation. 

Codex’s responsible AI policies and review processes emerged out of responses to 

critical incidents and the need to practically integrate a growing body of scientific literature on 

AI ethics. Like many of its peers, Codex’s early generative AI product offerings had been the 
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subject of some public controversy. Media outlets ran stories about unsavory outputs that the 

early versions of the Chora technology could produce under specific prompting conditions. 

These incidents spurred internal “fire drills”, as one team member recalled, where teams had to 

rapidly respond to the issues raised in the stories. At the same time, there was a larger movement 

in computer science circles to seriously address the ethical implications of AI technologies. 

Emerging scientific research on AI ethics creating a body of literature and techniques to reduce 

the potential for harmful or biased outputs emerging from the company’s AI offerings. 

Employees began to organize working teams on RAI, which over time developed into formal 

processes for ethics review of AI features. A review consisted of first filling out an extensive 

document which resembled an IRB protocol. In this document, the product manager would write 

answers to questions about the AI feature’s design, underlying models, data and technology, 

intended uses, legal and compliance implications, expected possibilities for harm, mitigations, 

and results from any harm testing that had already completed on the AI feature. Some fields 

prompted additional attachments, such as model or dataset cards, endorsements from other 

offices in the organization, or results from additional harms testing for sensitive cases or users 

(for example, in legal/compliance work or apps for children in educational settings). All fields 

and requests in the review had to be completed. The document was then reviewed by a board and 

required two members to sign off before the feature could ship. Board members could also 

request additional documentation, harms testing, or explanation of features if they felt it was 

necessary.  

The review board was relatively new when I conducted interviews and observation at 

Codex, so many research and product teams were still unfamiliar with navigating its 

requirements, which could risk delays in shipping. Thus, a broad tension within the company 
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was the result of product managers having to balance seemingly contradictory priorities of 

compliant AI ethics review and shipping AI products on time. Executives demanded both, but 

the workflows and best practices for balancing these priorities were still emerging. Employees 

therefore did not have a unified frame or approach to addressing these tensions and frequently 

had to advocate for addressing AI ethics early on in product development. Additionally, the 

review process cemented an ostensive approach to handling AI ethics which some felt did not go 

far enough for certain products or features. This created an additional advocacy challenge of 

persuading others to go “beyond compliance” in thinking about the safety and ethics of AI 

products, and as such an empirical opportunity to investigate the discursive construction of AI 

ethics and responsibility in a situation where it was especially salient for technologists.  

Access & data collection  

My approach to studying AI ethics in Codex was ethnographic, consisting of fieldwork 

which involved conducting participant observation as a member of an AI ethics research and 

education team within the organization, and as part of that role, conducting interviews with 

employees about AI ethics to complete a pre-defined research project which had conceptual 

overlap with this dissertation. This access as an embedded member of the organization enabled 

me to capture rich data on interactions and a variety of perspectives and discourses on ethics 

issues from internal members working in AI development. My approach in data collection was 

therefore shaped by the context of my role.  

Working as an AI ethics researcher in the "walled garden” of the tech industry means 

navigating some tradeoffs which influence the scope and type of data collection one can 

accomplish (Costanza-Chock et al., 2022; Scheuerman, 2024). Having a formal, first-party 

researcher role and guidance from superiors within the organization enabled me to easily access 
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tech workers directly involved in AI research and development, overcoming the significant 

‘identification’ (being able to locate and access relevant people within a tech company) and 

‘trust’ (ensuring trust and clarifying NDA status) challenges related to studying tech workers 

(Scheuerman, 2024 p. 458-459). As a first-party researcher who was paid to conduct AI ethics 

research related to a specific goal for the working group and organization, I relied on the 

direction and interpersonal networks of my manager and experienced team members to contact 

and interview employees within the organization. In keeping with the ethnographic tradition, 

working with these key informants allowed me to develop a list of relevant contacts from their 

professional networks to interview, and have an experienced sounding board for making sense of 

my observations in the field. As the researcher leading the internal project, I had flexibility to 

develop the interview guide and take a semi-structured approach in interviews. My status as a 

member of the organization who signed an NDA at the beginning of the project also lent 

participants the freedom to talk about specific, non-public details of their work, lending an 

advantage in participant trust and the concreteness of interview discussions. This arrangement 

allowed for unfettered access to have conversations with a range of individuals within the 

organization who otherwise would be inaccessible to outside researchers, however with the 

tradeoff of being somewhat limited to the interpersonal networks of my immediate team 

members.  

Interviews. I conducted 23 semi-structured interviews with AI technologists in a variety 

of roles at Codex and similar large technology companies. 16 interviews were with current 

employees at Codex, and seven were with employees at external peer organizations. Of the 23 

total participants, 11 worked in various product management roles, while others worked in UX (n 

= 4), research or applied science (n = 4), data science (n = 3), and other roles (n = 1). 16 
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interviewees identified as women, five as men, and two as other gender identities. 17 

interviewees held roles as individual contributors, four held first or second-level management 

roles (e.g. team lead or manager), and two reported as senior management (e.g. director or 

above). For confidentiality, interviewees are assigned different sets of pseudonyms in each 

empirical chapter. Pseudonyms correspond to the speaker’s gender.  

Interviews followed an in-depth, semi-structured format which covered topics related to 

how participants’ advocated for responsible AI in their roles, and their more general experiences 

with AI ethics. Semi-structured protocols afford flexibility by allowing additional probing 

questions, follow-ups, and improvised questions that aid in co-constructing data among the 

interviewer and participant (Holstein & Gubrium, 1995). Interviews varied between 

approximately 45 minutes and one and a half hours. Several interviews were conducted with a 

team member in a note-taking role who was well-versed in the organization’s history and 

operations. This arrangement allowed internal interviews to develop with deeper and more 

nuanced probing questions around organizational polices and processes, and enabled participants 

to use their natural language (e.g. jargon and acronyms) in interviews without having to stop and 

explain each term or concept to a novice researcher. Interviews were recorded over a 

videoconferencing software and initially transcribed using the Marvin qualitative research 

platform. I coded transcripts using Nvivo 14. Interview participants received a $25 gift card for 

participation.  

Observation. I also conducted observations of the activities in which I participated as a 

member of my team. As a ‘participant as observer’ (Scott & Medaugh, 2017), I took notes on my 

own experiences and observations of daily activities, meetings, and events. I focused my 

observational notes especially on AI ethics related events, meetings, and procedures within the 
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organization. I also met with team members throughout my time in the field to discuss their roles 

and experiences with AI ethics in order to understand how the organization’s handling of AI 

ethics had evolved over time. In some of these meetings with members of the internal ethics 

review board, I was able to also observe demonstrations of how the processes of the 

organization’s internal ethics review worked. Outside of direct participation in my team, I 

attended weekly research group talks where researchers and designers presented and discussed 

demos of AI products and features in development. I also attended two internal conferences: one 

company-wide conference on AI, machine learning and data science, and one conference within 

the organization’s research and development division, and observed panels and poster sessions. 

Table 3.2 summarizes my data collection at Codex.  
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Table 3.2. Summary of data collection at Codex 
 
Interviews 

 
23 semi-structured interviews with AI technologists in 
large technology companies 

 

 16 Codex employees 
4 employees at comparable peer organizations  

 

 3 former Codex employees  
  ~ 21 hrs of 

interview 
recordings 

Meeting 
observations 

Participant observation of meetings at Codex   

 18 team meetings (45 mins – 1 hr each)   
 4 Research division meetings (1 hr each)   
 6 AI research group talks (1-1.5 hrs each)   
  ~ 27 hours 

of meeting 
observation 

Company 
events 

Observation of 5 company events   

 1 internal AI & data science conference   
 1 research division poster session   
 3 company-wide town halls   
  ~ 25 hours 

of 
observation 

   
Other  Personal miscellaneous notes   
 Observation of internal message channels   
 Notes on internal documents  56 pages of 

notes 
   

 
Supplementary interviews 

 In addition to my data collection in a large technology company, I conducted 5 semi-

structured interviews with AI technologists working in smaller companies and AI app 

founders/developers. The purpose of these interviews was twofold: first, these interviews 

afforded insight on AI ethics and responsibility from perspectives outside of big tech, allowing 

me to gauge the contextuality of interviews and observations at Codex and explore transferable 

elements of my analysis. Second, while these technologists created their own applications, they 
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used or built on top of the AI models developed by large technology companies and therefore 

provide a unique stakeholder perspective in the AI ecosystem - one that requires significant trust 

of larger companies’ ethics and safety mitigations without direct visibility into their processes. 

Table 3.3 describes participants’ roles. Four participants identified as male, and one identified as 

female. Four interviews were recorded and transcribed using videoconferencing software. One 

interview participant declined recording but allowed me to take notes on their responses. The 

duration of these interviews ranged from 35 to 50 minutes. In total, I collected about 3 hours of 

interview recordings. I coded transcripts and notes with Nvivo 14.  

Table 3.3 Supplementary interviews  
 
Participant 

 
Role 
 

 
Recording  

P1 Mobile AI application developer  35 minutes  
P2  AI startup co-founder 48 minutes  
P3 AI startup co-founder & CTO  No recording 
P4 AI software engineer at small startup (>200 employees) 47 minutes  
P5 Engineering manager at small AI startup (>200 

employees)  
 

50 minutes  

 

Limitations   

 As a qualitative research project on the theoretically significant case of organizing AI 

ethics and responsibility in large technology companies, findings from this project come with 

some limitations. Drawing a significant amount of data from the case of one organization may 

raise concerns about the generalizability and ecological validity of findings among readers 

approaching this project from a post-positivist stance. The purpose of these findings, however, is 

not to make generalizable claims to a population, but rather to interpret rich qualitative data in 

ways that develop potentially transferable theoretical mechanisms which are generative for 

understanding organizational dimensions of AI ethics (Cornelissen & Werner, 2025; Small, 
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2009). With these goals in mind, there are specific limitations which can be addressed in future 

research. First, interview participants were recruited primarily from internal, informal networks 

among AI technologists concerned with ethics and responsibility in their work. As a somewhat 

difficult to access population for an external researcher, this snowball approach guided by my 

position on the research team was an appropriate choice and offers benefits in terms of capturing 

common perspectives and experiences between roles within a large organization. However, the 

variation in roles, disciplines, and experience represented in this sample does limit opportunity 

for comparative analysis and could obscure effects related to contextual factors which would be 

more apparent in a comparative design. 

A related consideration is that the perspectives represented in interviews are those of 

individuals who strongly identify with AI ethics and advocacy and are known for their advocacy 

efforts within their organizations. Perspectives from individuals who have other attitudes toward 

AI ethics, for instance caring but are not vocal, ambivalent, or opposed to AI ethics efforts are 

not directly represented in this data. However, the primary focus of this research was the 

experiences of AI ethics advocates, as oppositional barriers have been well addressed in prior 

work (Heger et al., 2023; Sloane & Zakrzewski, 2022; Widder & Nafus, 2023). Still, future work 

could build more comparative analysis between advocates and other organizational 

constituencies.  

The limitations of this sample are representative of an access tradeoff encountered in 

participant observation. While I secured primary access to Codex through my role on the team, 

my membership on the team also limited observational access to other parts of the organization, 

for example certain departments and management hierarchies outside of my direct role (Adler & 

Adler, 1987; Brannick & Coghlan, 2007). In a large organization like Codex, it would be 
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impossible to observe or ask to interview everyone who worked on AI technologies or was 

concerned about responsible AI. Moreover, sitting down for an interview was a significant time 

investment for many participants’ already overloaded schedules. Our invitations to interview 

therefore often relied on some pre-existing goodwill between the team and the interviewee; an 

implicit ask to do a favor for trusted and respected colleagues for a shared cause (understanding 

RAI advocacy). Yet I did not always know how this trust or respect was earned in the first place. 

I did attempt to recruit interviewees outside of the team’s immediate networks within Codex by 

posting recruitment messages in general employee chats about responsible technology and AI, 

but the handful of responses came from individuals who had pre-existing relationships with the 

team. While this recruitment approach certainly contributed to a particular insider view, it 

offered an important benefit in that trust between interviewees and our team was comparatively 

well-established; and interviewees were notably candid in discussing their beliefs and 

experiences at Codex.  

IRB  

 This research was approved by the UNC Charlotte Office of Research Protections and 

Integrity (IRB-24-0158). Human-subjects data collection at Codex was approved by their IRB 

and authorized for use in this dissertation under a data release agreement between Codex and 

UNC Charlotte. Funding for this research was supported by a summer fellowship grant from The 

Graduate School at UNC Charlotte. My employment at Codex was compensated with housing 

and salary as part of their internship program.  
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CHAPTER 4: GETTING INTO THEIR MINDS - NAVIGATING THE STIGMA OF 
RESPONSIBILITY IN AI DEVELOPMENT 

 

Abstract 

This chapter examines how recent uptake of responsible AI (RAI) considerations within 

large technology companies intersects with longstanding discourses that delegitimize ethical 

concerns in technical development cultures. Drawing on the lenses of stigma and epistemic 

cultures, I suggest that the epistemic thought and practices behind RAI work may be legitimated 

but communicatively stigmatized in everyday AI engineering and development. Based on 

qualitative interviews with AI technologists and observation at a large technology company, this 

chapter details how legitimate goals of RAI work are associated with practices which are deemed 

out-of-place in normative technical cultures. To manage these dynamics, practitioners employ 

tactics such as obscuring stigmatized language, inviting others to engage covertly in stigmatized 

practices, or distancing stigmatized ways of knowing from formal organizational structures. 

These findings help explain the limited progress and persistent resistance to RAI within 

companies that ostensibly endorse it, connecting prior work on epistemic oppression and 

engineering cultures to the discursive processes that construct stigmatized knowing in 

organizational life. 

Introduction: RAI work as stigmatized work within tech companies 

Claiming that RAI work and those who accomplish it are stigmatized is, in some respects, 

inconsistent with some of the past literature on job-related and occupational stigma, which has 

historically focused on stigma emerging from social, moral, or physical taint (Ashforth & 

Kriener, 2014; Kriener et al., 2022; Simpson & Simpson, 2018). At first glance, RAI work and 

advocates have little in common with the typical physical, moral, or social stigmas associated 
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with dirty work. Employees who advocate for RAI within technology and engineering 

organizations hold high-status jobs in “knowledge-work” disciplines like engineering, data 

science, user research, and project management. Many are managers themselves or have 

expertise which enables them to position themselves as consultants to others. While advocates do 

work related to moral or ethical decisions, their work is largely viewed as contributing to moral 

good, which is at odds with examples of professions discussed in the literature that carry moral 

taint (e.g. sex workers, debt collectors, pawn brokers).  

However, a key theme in interviews and observations of AI technologists who do RAI 

work in large technology companies is that their strategies to influence RAI-related 

organizational changes often reflect and reproduce an implicit belief that, to some extent, others 

look down on RAI work or disregard it in the process of developing AI tools. To further 

understand the roots of this stigma and then how it surfaces in employee interactions in large 

tech companies, I first start by tracing the origin of this implicit stigma toward RAI from prior 

literature. I then connect this literature to theory on stigma – drawing parallels between the 

mechanisms by which jobs become stigmatized and the conflicting ways of knowing that 

underlie RAI work in big tech companies. I then examine AI technologists’ reflections on 

managing the stigma associated with RAI work and the extent to which they embrace and reject 

stigma in advocating for RAI. I conclude with a discussion of the implications of RAI work as 

“dirty work” within big tech for both existing theory on dirty work and internal resistance to RAI 

measures.  
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Literature Review 

Epistemic cultures and hierarchies in AI development  

One way to approach the work of building AI technologies is by understanding it as 

collaborative, knowledge-accomplishment work among AI technologists (Kuhn & Jackson, 

2008). For technologists, AI is not knowable in any immediate or direct sense. Rather, AI 

technologists come to shared understandings of AI through various representations, for instance 

as code, benchmarks, architectural diagrams, or user interfaces. Such representations do not 

simply reflect AI systems but are constitutive of ways of knowing AI systems and products of 

ongoing knowledge accomplishing work (Knorr-Certina, 2001).  

Knowledge representations play a significant role in the epistemic cultures of 

organizations. Epistemic cultures describe the conventional, legitimized ways of knowing that 

are (re)produced through practice (Knorr-Certina, 2001). They are the discourses, values, norms, 

and sociomaterial practices that produce, validate, and maintain knowledge within a specific 

community or domain. In organizations that emphasize knowledge production (for instance, in 

engineering or scientific research and development related to AI), epistemic cultures are 

intertwined with organizational culture; a shared set of resources that underlie logic to the 

systems, hierarchies, and values with which members enact to legitimize certain forms of 

knowing and practice (Barley & Bechky, 1994; Bechky, 2003; Latour, 1987; Kaplan, 2011; 

Mazmanian, 2014).  

However, writing with these terms - culture, legitimacy, and shared resources - implies 

stability and consensus, but real-world organizational cultures are frequently far from stable 

consensus when it comes to having shared values, hierarchies, or practices. A more accurate 

picture of organizational cultures would look like the continuous, collective negotiation of 
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meaning among membership. This understanding of cultures as a site of ongoing meaning 

negotiation and emergence has been well outlined in critical scholarship such as Deetz 

(1992;1996), Mumby (2005, 2017), and Vallas (2006), who have highlighted how organizational 

culture is not merely a reflection of shared values but a site where communicative struggles play 

out to continuously define and enforce values and hierarchies. 

Conflict-centered perspectives on organizational culture also mirror thought on epistemic 

cultures in standpoint feminism. Dotson (2014) has argued that epistemic systems privilege and 

oppress certain ways of knowing. She conceptualizes epistemic oppression as “[…] a persistent 

and unwarranted inability to utilize persuasively shared epistemic resources, that hinders one’s 

contributions to knowledge production.” (p. 123). She argues that exclusions from knowledge 

production can occur through three mechanisms: an inefficiency or “incompetent functioning” of 

shared epistemic resources with respect to a goal or value, an insufficient system of shared 

resources or limitations within the resources themselves, and “a compromise to epistemic agency 

caused by inadequate dominant, shared epistemic resources.” (p. 129). For epistemic cultures 

within organizations, these limitations and exclusions can contribute to a system of epistemic 

power which legitimizes some ways of knowing and de-legitimizes others (Widder, 2024; see 

also Fricker, 2012).  

In AI development, scholars have observed that the dominant epistemic cultures tend to 

legitimize knowing that is compatible with assumptions of stability, objectivity and universality, 

and at the same time exclude or de-legitimize other ways of knowing, particularly subjectivity, 

emotion, and knowing which situates the social implications of technologies (Agre, 1997; 

Mitchell, 2021). Many have concluded that the exclusion of this type of knowing is problematic 

for addressing moral and ethical issues related to AI, characterizing a foundational dilemma 
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between dominant epistemic cultures in AI and ethics, safety, and responsibility. For example, 

Weizenbaum’s 1976 book Computer Power and Human Reason argued that AI systems 

themselves cannot replicate the intrinsic qualities of human judgement, such as moral intuition, 

feelings and emotions, and therefore warned against automating human judgement tasks with AI. 

Similarly, in her anthropological work on medical expert system development, Forsythe (1993a-

b) critiqued the limited scope of ‘knowledge acquisition’ practices among engineers. At the time, 

AI systems relied on generating and applying formal rules and sourcing input from domain 

experts on developing rules. Forsythe found that engineers working on these early AI systems 

viewed experts’ knowledge as only what was grounded in reasoning, scientific evidence, and 

formal rules - a way of knowing which was purely cognitive and explicit rather than tacit or 

embodied. As she wrote, “to knowledge engineers, ‘knowledge’ means explicit, globally 

applicable rules whose relation to each other and to implied action is straightforward. Knowledge 

in this sense is a stable entity that can be acquired and transferred. It can be rendered machine 

readable and manipulated by a computer program.” (Forsythe, 1993 p.465). Interestingly, she 

concluded that the failures of these systems in diagnosing medical conditions could be partially 

attributed to engineers’ inability to account for the tacit, embodied knowledge of physicians.  

Despite the increasing prevalence of AI technologies and awareness of AI ethics, recent 

scholarship suggests that discussing AI ethics within the development process remains difficult, 

as the epistemic tools for interrogating the ethical implications of AI technologies remain 

excluded from or delegitimized within the epistemic systems of AI development (Birhane, 2022; 

Widder, 2024). For example, while there is greater awareness of sociotechnical issues related to 

AI ethics, like bias rooted in the socially constructed nature of data, AI engineers and developers 

tend to adopt measurement-oriented operationalizations of bias that fail to consider how social 
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factors influence the construction and collection of data itself (Browne et al., 2024). Several AI 

ethics frameworks recognize the importance of human diversity in development teams or 

collaborative design practices as tools for including tacit and sociotechnical perspectives that can 

illuminate such hidden social factors (Costanza-Chock, 2020; Jobin et al. 2019), but AI 

development teams struggle to recognize connections between these principles and improving AI 

design or utility (Browne et al., 2024; Young et al., 2023). Rather, such perspectives are viewed 

as subjective or ancillary to development, and therefore disregarded or de-prioritized in 

development  (Widder, 2024). Organizations broadly lack frameworks, training, and guidance 

for how individuals can discuss AI ethics in productive ways with their colleagues and 

supervisors (Heger et al. 2023; Madaio et al. 2024). Efforts to advance responsible or ethical AI 

are frequently taken up by concerned employees in a relatively voluntary, informal fashion, and 

formal structures or processes for responsible AI are comparatively under-resourced.  

Regarding knowing and epistemic inquiry, contemporary AI technologies like LLMs are 

increasingly objects of inquiry themselves, as their complexity renders many of their properties 

unknown without dedicated research. For instance, much research on AI ethics in recent years 

has shifted toward explainability, trust, and use issues (Jobin, 2019; Hassija et al., 2023; von 

Eschenbach, 2021). Compared to Forsythe’s observations of encoding knowledge into expert 

systems, or even more recent practices of training machine learning models from comparatively 

small datasets, questions about the ethics of AI technologies increasingly occur as inquiry and 

debate about the nature of already-made technological artifacts, rather than questions about 

interpreting and modeling the world (e.g. Agre, 1997; Birhane, 2022). This shift positions ethics 

work as a matter of raising concerns about the outputs of AI technologies before they are 

released to the public.  
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Discursive closures and openings in AI ethics work  

Through culturally ingrained epistemic hierarchies, organizational power relations shape 

what knowledge and knowing practices are seen as legitimate or worthy of consideration in the 

course of AI development. Deetz (1992) refers to this excluding of perspectives as discursive 

closure: a process in which some viewpoints are systematically excluded from deliberation in 

order to preserve dominant interests, or make a dominant perspective appear natural or inevitable 

(see also Leonardi & Jackson, 2004). Discursive closure can occur through specific mechanisms 

such as neutralization, in which a value-laden perspective is presented as value-free, 

naturalization, where a perspective is presented as ‘natural’ or categorically excluded from 

influence or deliberation, and disqualification, in which contributions or perspectives are 

dismissed because the speaker is deemed unqualified or their perspective is viewed as irrelevant 

(Buzzanell, 1994; Christensen et al., 2015). 

The connections between discursive closure and ethical perspectives in AI development 

are important because when closures limit talk about AI ethics, they limit what perspectives 

can  contribute to AI technologies. For example, more rationalized, positivistic perspectives may 

treat data used to train AI technologies as an objective representation of a topic or domain, where 

critical or sociotechnical perspectives would more readily question how the qualities of the topic 

or domain were constructed into data. Extending the discussion of epistemic inquiry into AI 

technologies, we can say that AI technologies, especially during development, are primarily 

known through discursive representation. Unlike machines with physical properties (e.g. Bechky, 

2003) or deterministic software applications, AI technologies and their associated properties 

related to ethics, safety, and responsibility are materialized through artifacts and discursive 

representations in order to be known (Ananny & Crawford, 2018; Suchman, 2006) – for instance 
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AI technologists develop knowledge about a language model’s propensity to write harmful or 

inappropriate text by testing the model and compiling results in a particular representative form; 

e.g. a benchmark or red-teaming result. It is this particular representation which becomes 

enrolled as a resource that describes the ethical characteristics of a model. However, a particular 

benchmark or red-teaming result, or even multiple results, are only partial representations of the 

ontology of harmful content a language model could produce (Amoore, 2020).  

To illustrate this point with a search or sample-space metaphor: a particular test or 

benchmark process can account for a finite set of harms (e.g. how a model responds to a given 

set of prompts) or a probabilistic description of the model’s behavior over a finite space (e.g. a 

model’s performance over a range of sensitive variables). The limitation of these processes are 

not necessarily the size of the space - automated red-teaming of LLMs, for instance, could 

feasibly test how a model responds to billions of potentially sensitive prompts – but rather the 

discursive and epistemic boundaries by which the space comes to be defined and represented in 

practice. As Latour argues, scientific facts are not discovered but rather produced through 

devices that render representations which are durable, actionable, and mobile. Representations 

are therefore never independent of the instruments that produce them, and acquire meaning as 

they circulate in relation to existing actors and become enrolled in discursive claims (Latour, 

1987; 2010; Leonardi, 2011). In this way, discourse constitutes characteristics of AI technologies 

in development, guiding how ethical issues come to be known and acted upon, and closure 

around ethics-related perspectives effectively makes such characteristics go unknown. For 

example, a benchmark that classifies “toxicity” into a handful of predefined categories 

presupposes what kinds of harm matter. Such design choices shape not only what the model is 
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said to produce but also what becomes discussable as an ethical concern in organizational 

contexts. 

Despite the difficulties of closure, critical perspectives on AI technologies and their 

ethical use are increasingly established among AI technologists, as evidenced by the growth of 

scholarship and communities of practice around AI ethics. Accordingly, recognition of AI ethics 

among Big Tech companies has also increased (albeit to varying degrees), as companies increase 

messaging about ‘responsible AI’ values and implement technical guardrails in AI technologies. 

Given that the epistemic stances which support AI ethics work are generally de-legitimized in 

dominant AI engineering cultures, how is RAI work collectively accomplished? As AI ethics 

gains recognition as a legitimate organizational goal in Big Tech via RAI initiatives, how does 

this recognition affect the ways that AI technologists discuss the ethical dimensions of AI 

technologies in the context of their jobs? The privileging of certain ways of knowing over others 

has been a through-line in the AI ethics literature along with studies of engineering cultures and 

knowledge sharing. This work has asked how legitimacy is constituted through discourse and 

practice and why some epistemic frameworks become dominant. However, questions of 

epistemic legitimacy obscure how AI technologists might enact delegitimized discourses to 

advance responsibility, ethics, and safety. While some discourses and forms of knowing may be 

delegitimized or oppressed, they still find openings in everyday organizational discourse, for 

instance in interactions where actors attempt to persuade or advocate for responsibility or ethics 

considerations in developing AI.  

Characterizing epistemic stigma  

This chapter extends prior research by turning to the concept of stigma rather than 

legitimacy. Unlike legitimacy, stigma focuses on how deeply discrediting attributes are 
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constituted through discursive performances (Ashforth, 2019; Goffman, 1963; Hudson et al., 

2022). In the context of RAI work, stigma is a useful lens for understanding how advocates' 

sociotechnical knowledge practices such as raising ethical concerns, invoking systems or design 

related thinking, or challenging dominant AI epistemologies, are marked as matters out of place: 

complicating, criticizing, and potentially blocking AI development, and thereby constructing 

stigma rooted in the epistemic stances underlying responsible AI work. Treating these stances as 

stigmatized helps explain how knowledge performances may align with ostensive organizational 

values and even be officially endorsed (e.g. in the form of RAI frameworks, policy, or 

guidelines), and yet still be interpersonally discrediting in everyday AI development. 

Furthermore, because of stigma’s moralized associations, it offers an explanation for how 

seemingly moral, prosocial goals related to RAI come in conflict with competing priorities in AI 

development.  

 There has been recent debate in the organizational literature surrounding whether stigma 

and legitimacy fall along the same continuum of moral evaluations (Hampel & Tracey, 2019), or 

are distinct constructs which belong to different continua (Ashforth, 2019; Helms et al., 2019). 

The practical implications of this question are whether actors can be stigmatized and legitimate, 

illegitimate but not stigmatized, etc., or simply whether stigma corresponds to the degree of 

legitimacy or illegitimacy conferred on an actor. Helms et al., (2019) contend that stigma and 

legitimacy are distinct, arguing that actors can be stigmatized for particular reasons or attributes 

among some audiences, while otherwise maintaining legitimacy among other audiences or based 

on other reasons or attributes. They offer an example of clergy members of the Catholic Church, 

who may be stigmatized among some audiences due to the Church’s child sexual abuse scandals, 

but retain legitimacy among other audiences (and even the same audiences who condemn or 
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stigmatize ‘bad actors’) through their historical and cultural claims and institutional positioning. 

Ashforth (2019), concurring with Helms et al., observes that legitimacy research has tended to 

theorize degrees of legitimacy evaluations among a “generalized audience” rather than more 

proximal or specific actors, and has tended to under specify illegitimate actors or performances 

(Hampel & Tracey, 2019).  

This under-specification of legitimacy has led to a wide variety of conceptualizations of 

illegitimacy across organizational literature, ranging from simply lacking legitimacy to being the 

opposite of legitimacy, or lacking integration in formal structures or institutions versus being 

counter-institutional (Helms et al., 2019). Stigma theory offers a more comparatively generative 

understanding of these dynamics, with established frameworks for the management and 

communication of stigma in interactions (Aranda et al., 2023; Meisenbach, 2011; Smith & 

Bishop, 2019; Tracey & Philips, 2016). As I will show, RAI advocates are often treated as 

legitimate actors within formal structures, while still encountering interpersonal stigma tied to 

their knowledge performances. 

 A central tenet of stigma theory is that acts of stigmatization constitute moral, not just 

social categorization of the individual or target (Ashforth & Reingen, 2014; Goffman, 1963; 

Hampel & Tracey, 2019). Stigmas “pass judgment on the fitness of the actor relative to the 

stigmatizer’s values, norms, and ideologies.” (Ashforth, 2019 p. 23), and carry moralizing 

overtones based on the extent to which stigmatized actors are perceived to meet moral virtues or 

values. For example, the moral dimensions of stigma have been explored in the dirty work 

literature vis a vis construction of taint and their relationship to morality (Douglas, 1966; 

Simpson & Simpson., 2018). Chow and Calvard (2021), found that corporate lawyers for elite 

organizations manage moral taint through a “constrained form of morality, limited to 
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instrumental, utilitarian, and commercial ends […] and subordinated to client and firm interests.” 

(p. 213). However, there is little existing research examining the role of knowing itself in relation 

to the construction and management of stigma. This gap is especially important in the context of 

engineering and technology development cultures, which have strong epistemic hierarchies yet 

also need alternative ways of knowing to develop responsible technologies.  

Research motivation 

In summary, this chapter aims to account for how the recent uptake of RAI 

considerations within large technology companies intersects with longstanding discourses and 

practices that delegitimize ethical concerns in technical development cultures. AI development 

frequently occurs in epistemic cultures that validate and often prioritize technical rationality, yet 

much of the epistemic thought which grounds RAI work is incommensurable with technical 

rationality or devalued as a result of epistemic hierarchies. Despite the apparent barrier in 

epistemic values, there is movement on accomplishing RAI related work and objectives among 

tech companies, signaling some degree of flexibility or perhaps shifting cultural values. This 

shift suggests some opportunities for discursive opening in discussing RAI in the everyday work 

of AI technologists, though how these openings occur is unclear. This background motivates 

three related research questions. As AI technologies in development are collectively known 

through epistemic discourse, I first focus on understanding how AI technologists may enact 

epistemic discourse to represent ethics and responsibility concerns:  

RQ1: How do concerned AI technologists make AI ethics and responsibility issues 

knowable in everyday practice?  

As prior work on epistemic cultures shows, knowledge production is never neutral. What 

knowledge and associated practices of knowing are considered legitimate and valuable is 
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contingent on ongoing power relations which privilege and oppress certain perspectives. When 

organizations ostensibly legitimize previously oppressed or devalued epistemic perspectives, as 

in the case of RAI related knowledge, how are the everyday practices which make RAI knowable 

emerge and interact with existing epistemic discourses? Based on stigma theory, which suggests 

that legitimated acts and discourses can nevertheless be stigmatized in practice, I explore how 

RAI knowledge and associated practices may be stigmatized.  

RQ2: How may RAI knowledge become communicatively stigmatized within 

organizational contexts? 

Finally, just as stigma is communicatively enacted, it can also be communicatively managed and 

negotiated through a range of tactics and practices adopted by stigmatized actors. As such, in 

following with exploring stigma, I also ask how AI technologists may navigate stigma. 

Understanding the successful management of stigmatized epistemic practices may contribute to 

understanding how RAI work is sustained and made increasingly visible in organizations despite 

forces of resistance.  

 RQ3: How do AI technologists respond to stigmatization of RAI work?  

This chapter pursues these three questions in sequence, beginning with AI technologists’ 

surfacing of AI ethics and responsibility issues, how knowledge and practices of knowing are 

stigmatized in AI development, and how AI technologists respond. In detailing the experiences 

of concerned AI technologists, this chapter highlights the communicative processes through 

which RAI work becomes legitimate yet stigmatized in everyday practice, and how technologists 

navigate this tension in their everyday communication.  
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Method 

This chapter draws on interview data from 22 AI technologists who have self-identified 

as advocates for responsible AI in big tech, and observational notes from participating in an RAI 

focused research team in a big tech company. A variety of roles and disciplines within big tech 

are represented among interviewees, including product managers, UX designers, researchers and 

scientists. The majority of interviews took place at one large tech company located on the West 

Coast of the United States, and additional interviews came from other similar companies in the 

big tech industry. Full data collection methods and participant demographics are detailed in the 

methods chapter of this dissertation. For the analysis, I began by identifying concrete accounts of 

responsible AI advocacy, which I defined as times where interviewees shared specific narratives 

detailing their experience promoting responsible AI in their work. These looked like, for 

example, times when technologists recounted stories of raising ethical concerns to their 

managers or specific experiences discussing RAI topics with colleagues. I identified 72 such 

narratives across participant accounts and examined them through an iterative analytic approach 

(Tracy & Gist-Mackey, 2024). An iterative approach was appropriate for this analysis given the 

layered, rich narratives present in interviewees’ accounts, which required moving back and forth 

between the data and existing literature to conceptually refine the analysis as patterns became 

clearer. 

My iterative approach to analysis was composed of two phases. First, to broadly 

understand the patterns in interviewees’ discursive strategies and appeals for responsible AI, I 

constructed a matrix table (Miles et al., 2014) which contained notes on each interviewee’s 

narrative accounts, the discursive strategies they used in the account, the explicit and implicit 

values judgements I interpreted in their accounts. This helped me identify initial patterns in the 
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narratives inductively before applying theoretical categories. Some of the common strategic 

patterns in this stage included “masking responsible AI language/terminology”, “illustrating 

responsible AI with metaphor”, and “conveying responsible AI as a process”. Some of the 

common value judgements included “responsible AI is less important than business”, 

“responsible AI is a burden”, and “responsible AI is a balancing act”.  

I then analyzed interviewees’ reflections on the narratives that led them to come to the 

value judgements they stated. I generated first-level codes, and in consultation with the existing 

literature combined and transformed codes into axial categories centered around underlying 

dilemmas and tensions which surround the ways that technologists go about RAI work (Grodal et 

al., 2020; Tracy & Henrichs, 2017). It was in this process that I identified stigma and dirty work 

as a possible theoretical framework for explaining why interviewees tended to not talk openly or 

directly about responsible AI in their jobs. Consistent with the broader framing of how epistemic 

cultures implicitly organize knowledge, I then further analyzed the narratives to look for the 

reasoning or underlying logic which guided technologists’ responses to these dilemmas. 

Consistent with prior work on the role of stigma in organizing (Tracy & Scott, 2006), I found at 

times that this logic or value structure was explicitly stated, and other times inferred through 

implicit statements, metaphor, and figurative language.   

 Below, I discuss how epistemic stigma is constructed through communicative acts in AI 

development. I first articulate an empirical case for what it means to know AI like an advocate, 

with a focus on concerned technologists’ practices of translating and creating AI ethics 

knowledge in practice. Then, working backward from communication tactics RAI advocates use 

to navigate stigma, I illustrate the core, moralized dilemmas which stigmatize RAI work: that 

RAI work risks delaying or blocking AI development, that RAI work (needlessly) complicates 
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AI development, and that RAI work and advocates are unreliable or unworthy critics of AI 

technology. The second half of this chapter then explores how such stigma influences the 

production and presentation of RAI related work in organizational contexts, and how AI 

technologists who do RAI advocacy manage this stigma, outlining examples of tactics shaped by 

discursive strategies ranging from rejecting to embracing stigma.    

Findings 

 The findings of this chapter are organized following the research questions. To 

understand how concerned AI technologists make AI ethics and responsibility issues knowable 

in everyday practice, I describe the pluralistic frames and knowledge which advocates enact to 

generate collective understanding of AI technologies, noting that RAI advocates’ often blend 

prevailing theoretical and critical perspectives with a sense of pragmatism. To explore how RAI 

knowledge becomes communicatively stigmatized and how advocates respond, I then focus on 

advocates’ accounts of raising awareness for RAI in their everyday work, highlighting how some 

of the particular orientations to knowledge and inquiry become communicatively marked as 

risky, overly complex, or lacking legitimacy. These judgments emerge as RAI work is framed 

through proximal dilemmas, often accompanied with moralized overtones. To conclude the 

presentation of findings, I then explore how advocates anticipate and respond to stigmatization of 

their epistemic perspectives. I note a range of responses which strategically distance from or 

embrace stigma.  

Knowing (responsible) AI like an advocate  

Technologists at Codex described their knowing of AI technologies through a pluralistic 

set of frames and metaphors, most of which illustrated AI as a sociotechnical system, 

characterized by both technical and socially constructed properties from both user interactions 
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and the social process of building the technology itself. Many technologists were familiar with 

pluralistic academic approaches to knowing AI, particularly critical and feminist, and 

sociotechnical approaches. Several interviewees, for instance, described becoming interested in 

responsible AI work through reading literature, such as Race After Technology (Benjamin, 

2019), Automating Inequality (Eubanks, 2018), or following and contributing to critical 

academic work from conferences like FAccT  (The ACM Conference on Fairness, 

Accountability & Transparency) or AIES (The ACM Conference on AI Ethics & Society). Some 

had advanced degrees in fields like Science and Technology Studies (STS), and others cited 

taking elective courses or seminars in STS topics in their UX or design degree programs. 

Technologists lacking such formal education still had an intuitive understanding as a result of 

immersion in the topics in their day-to-day work. Amina, a UX designer, explained in one 

interview that while she found it difficult to grasp some of  “academic language” and 

terminology around technology studies in her degree, and “[found] it hard to sit down and read 

papers after work”, she nevertheless discussed a clear intuitive understanding of many of the 

underlying principles of sociotechnical perspectives - such as materiality, non-deterministic 

systems - because she worked on design problems which represented many practical examples of 

the concepts.  

In total, the frame of ‘AI as a sociotechnical system’ was fundamental to organizing RAI 

advocates’ knowing of AI technologies and by extension the way that issues of responsibility and 

harm were conceptualized and acted upon. Responsible AI practitioners at Codex put effort into 

translating critical and STS perspectives into practice, and many also used practice to contribute 

to the emerging academic community around responsible AI - though this work was laden with 

difficulties on both applied and academic sides. For instance, the research and education team 
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along with other RAI advocates  “fought hard” to include language which explicitly used the 

terms like “sociotechnical nature of AI harm” in Codex’s AI documentation, an example of AI 

advocates’ collective efforts to ingrain pluralistic perspectives of knowing AI into the 

organization’s formal artifacts. Yet Vivian, the director of the team, returned from the recent 

FAccT conference during my fieldwork with frustration at the academic community’s 

ostracization of practitioners in big tech. 

I sat in a presentation where this academic was showing her findings from a thematic 
analysis of big tech’s documentation about AI harms. She was basically showing how 
much everything sucked and made an offhand remark about how “Codex barely tried by 
including the term ‘sociotechnical’. And I took offense to that - because she had no idea 
how hard we worked to even include that terminology in the first place, how much of a 
fight it was. (Vivian, team director)  

 
Vivian herself was no stranger to academic or critical perspectives, as before coming to 

Codex she was a professor and completed her doctoral studies under a critical scholar. However 

her frustration exemplified a pattern which AI technologists described as feeling ‘isolated’ or 

‘tainted’ by virtue of an apparent contradiction between their relationship to big tech and their 

passion and efforts for responsible technology. Vivian’s and other technologists’ experience 

suggested a growing isolation between academics and applied technologists within the 

community of practice surrounding AI ethics, despite technologists’ efforts to contribute to 

academic discourse and translate academic research to practice.  

Interviews revealed further experiences of ostracization from the AI ethics community 

due to their applied work or relationships with big tech. A notable example came from Catherine, 

an applied AI scientist at a nonprofit AI ethics advocacy group. Her experience illustrated her 

own colleagues reactions for her efforts in working with a municipal government on an AI 

system after a PR scandal:  
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A direct report on my team had been [working with an IT department at a municipality]. 
And these folks are very critical, smart people who are trying to do the right thing. They 
are very conscious of what can go wrong and try to mitigate harm. […] We were brought 
in as researchers to help understand how to engage impacted communities around this 
pilot study on computer vision technology. [...] Essentially, in addition to detecting things 
like potholes or like obstructed bike lanes and things that I think most people would agree 
are good things to deal with in a city environment, they also decided to detect lived-in 
vehicles and ‘encampments’ - whatever that means. Obviously that's like a major red flag 
for us. But, they were going to do this with or without our presence. We're attempting 
essentially to provide support to the AI and data governance office to help them make the 
empirical case to the city to not do this. (Catherine, applied scientist)  

 
Catherine’s team’s engagement with the municipality illustrates how AI technologists 

who advocate for responsible AI in applied settings navigate a precarious position between 

ostracasion from their own colleagues and limited influence in actual decision-making about AI 

technologies. As external researchers, Catherine’s team adopted an advisory position with the 

data governance team, supporting their efforts with research to make an empirical case for using 

the object recognition technology responsibly. Power dynamics are evident in her account, as she 

notes a sense of inevitability about the use of the object detection technology (“They were going 

to do this with or without our presence.”), and therefore articulates her reasoning that the team 

should be involved because of that possibility and work to persuade the city to not move forward 

(“Like, the right thing to do in that case was to, like, be there to support the people who are 

trying to do the right thing.”). This theme of inevitability - that AI products and technologies 

would be released or implemented regardless of ethics objections - was prevalent in many 

accounts sourced from different roles and companies in this research. As Deetz (1992) and 

Leonardi & Jackson (2004) have demonstrated, shared narratives about the inevitability of 

technology enforce discursive closure by eliminating discussion of alternative scenarios. Yet for 

concerned technologists like Catherine, the sense of inevitability also motivates responsible AI 

work.            



 77 

Catherine's account also illustrates how critical perspectives on AI are constituted in 

technologists’ everyday language. In describing the use case which raised ‘red flags’ - questions 

of ethics and morality - she contrasts uses of AI on objects (pot hole detection, obstructed bike 

lanes) with uses involving human subjects (lived-in vehicles and encampments), adding a 

skeptical remark (“whatever that means”) alluding to the definitional ambiguity of ‘lived-in 

vehicles’ and ‘encampments’. Critiques of datafication have pointed to the ethical and moral 

problems associated with translating human subjects to objects (D’Ignazio & Klein, 2020), 

particularly noting that even seemingly objective categories are socially constructed. In drawing 

attention to the inherent subjectivity and fuzziness associated with defining ‘encampments’, she 

questions both the instrumental effectiveness of the AI’s use case and the moral fitness of 

applying the AI to human subjects in an especially complex social condition. From her point of 

view, ‘doing the right thing’ was working to stop the city from applying the AI in this particular 

use case in an effort to mitigate potential harm to human subjects.  

In the broadest sense, responsible AI advocates know AI technologies through a critical, 

sociotechnical frame, as reflected in their language and moralized values about AI technologies. 

Their subjectivity follows what critical AI scholars have described as an ethic of critical 

technical practice (Agre, 1997; Malik & Malik, 2020) - a reflexivity about the social and moral 

implications of AI technologies and the ideologies or “hidden assumptions” (Agre, 1997, 

Birhane, 2022) implicit in their development. Yet Vivian’s and Catherine’s experiences illustrate 

not only a critical stance toward AI, but a relationship to AI development characterized by 

advocacy (Carrington et al., 2019; Dutton et al., 2001): a willingness to speak up about unethical 

use cases in order to effect organizational change (Bisel, 2018; Zanin et al., 2015).  
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Responsible AI advocacy, however, is not a one-way application of critical perspectives. 

As Catherine and Vivian’s experiences show, advocates also share a sense of pragmatism as a 

result of their relationship with AI technologies and big tech, a willingness to practice with and 

influence others even if they risk implication with AI harms and ostracization in the AI ethics 

community. When the LA Times article precipitated a PR scandal, some of Catherine’s 

colleagues who were less involved with direct advocacy turned on her, questioning why she was 

involved, and escalating the situation to a ‘crisis’ of perceived reputational harm for the non-

profit.  

So being external, we have no actual power in that situation. All we can do is sort of 
bolster the people who maybe do have the ability to try to stop it. […] But we were part 
of this project. And then the LA times article came out and we were like, “Well, shit.” 
And then [my organization] panicked. And so we had to create a whole statement and 
have meetings with comms about how to manage it. Some of our colleagues were like, 
why were you guys involved in this? - It's like, don't  you know what advocacy is? [...] 
Like, the right thing to do in that case was to, like, be there to support the people who are 
trying to do the right thing. And like, yeah, maybe we're tainted by it, but, like, is it better 
not to do it? (Catherine, applied scientist) 

 
Vivian’s experiences at FAccT similarly reflected a divide between academic and 

practitioner perspectives on AI ethics. One reason for this apparent divide among AI ethics 

advocates in industry and academic perspectives on AI ethics is concerns about big tech ‘ethics 

washing’ (Van Maanen, 2022) and the industry’s looming ‘capture’ (Whittaker, 2020) of AI 

ethics, a notion that by shaping institutional discourse on AI ethics and what constitutes 

‘responsible AI’, big tech companies can effectively neutralize critique.  

Advocates’ attitudes toward such cooptation varied, with most identifying a challenge of 

‘not making RAI a checklist’, referring to the idea of not reducing the critical thought and 

complexity of RAI to a compliance-like process involving simplistic checklists or forms, while at 

the same time believing that formalizing RAI in organizational structures and processes would 
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advance RAI goals. Advocates at Codex frequently made an analogy to cybersecurity as an 

illustration, where principles of cybersecurity became formalized in product development 

processes to the point that they were ‘normal’, ‘routine’, or “[...] just as foundational of a 

consideration in software development as anything else”, in the words of Matt, an AI scientist.  

RAI advocates’ knowing of AI is therefore just as much informed by pragmatism and a 

reflexivity about their role in big tech as the translation of critical perspectives. In describing 

what RAI meant to them, several articulated a view of RAI as about finding a balance between 

acknowledging potential harms and promises of AI. For example, Tom explained:  

For me, RAI means the importance of actually looking at technology in a very balanced 
way and understanding where it should be used, how it should be used and how it should 
not be used, what the dangers are and how to actually defend against those 
dangers. (Tom, UX designer) 

 
Grace, a product manager at Codex, explained a similar view through a frame of honesty and a 

responsibility on the part of AI technologists to adequately educate users: 

RAI is about being honest with ourselves about harm, just as much as the promise and 
opportunities that come with these technologies. Everyone has an obligation at this stage 
to teach people foundational AI literacy skills, and that includes not only teaching them 
how to use AI but also how to understand its harms and limitations. (Grace, product 
manager)  

 
In total, knowing AI as an advocate is distinct from both the dominant technical 

discourses in AI and, perhaps to a lesser extent, distinct from academic frameworks for critical 

approaches to AI ethics. As evidenced in the variety of roles and disciplines represented, it is not 

bound to a particular disciplinary or occupational discourse, but is a shared understanding of a 

pluralistic set of approaches to knowing AI as socially situated, and a critical, reflexive approach 

to understanding one’s own role in promulgating AI systems as a member of big tech companies. 

RAI advocates balance being a critical voice in the room with working pragmatically to 
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influence others, as they frequently hold limited authority to make decisions related to AI 

technologies.  

RAI advocacy therefore is a matter of influencing others to think about AI in more 

critical, sociotechnical frames - ‘getting in to people’s minds’ as Monty, a UX designer at Codex 

explained:   

Doing [an RAI assessment] for people is getting the assessment done, but it's not helping 
people to actually think for themselves. […] What I see sometimes is that people talk 
about RAI without really talking about design. So I'm trying to get into people's 
minds. (Monty, UX designer) 

 
 As a designer who works on assessments for responsible AI, Monty sees getting the work 

done as secondary to influencing others to ‘think for themselves’ about responsible AI. She uses 

the framing and terminology of design as an approach for knowing responsible AI, one particular 

framework among the pluralistic approaches outlined by advocates. Her language alludes to the 

epistemic dialogue which constitutes advocates knowing of AI, and interpersonal influence in 

communicating not a particular opinion or fact but an attempt to get others to know AI through 

her particular epistemic stance. It is this communication which characterizes RAI advocacy, 

attempting to get others to know AI through a particular of a critical, sociotechnical epistemic 

stance. 

 Although advocates like Monty foreground their epistemic stance through relational and 

communicative means, their efforts to invite others into sociotechnical ways of knowing AI often 

encounter friction. Rather than being received as generative, such efforts are frequently 

interpreted as disruptive or out of alignment with prevailing expectations for efficiency, clarity, 

and productivity. Advocates report the result of such efforts is often a sense of collective unease, 

a pattern I observed in moments when questions about ethics or responsibility were openly raised 

in meetings and presentations.  
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In this way, advocates’ efforts to invite others to know AI in alternative ways were 

evaluated less on a strict hierarchy of epistemic validity, and more on how they related to 

normative understandings of clarity, efficiency, and productivity; effectiveness discourses 

(Deetz, 1992). These discourses function as a taken-for-granted background against which ways 

of knowing AI are evaluated, shaping how epistemic claims are interpreted and received. In these 

moments, epistemic contestation becomes socially and morally charged. Advocates’ ways of 

knowing AI grounded in critique, reflexivity, and sociotechnical awareness may be interpreted as 

burdensome or misaligned with the perceived purpose of product development. The result is a 

process of epistemic stigmatization, in which particular orientations to knowledge and inquiry 

become marked as risky, overly complex, or lacking legitimacy. These judgments emerge 

through evaluations of responsible AI work, especially when it is framed in dilemmatic terms: 

for instance, prioritizing shipping dates versus detailed harm identification, offering simplistic 

solutions versus complexity, or collaboration versus critical engagement. As the following 

section details, such dilemmas are not abstract, but animate how stigma takes shape in the 

everyday practices of RAI work. 

Situated dilemmas and epistemic stigmatization of RAI work 

Burdening development vs. identifying harm  

How may RAI knowledge become communicatively stigmatized within organizational 

contexts? One significant source of stigma associated with RAI work is the fact that, by the 

work’s often sociotechnical considerations in approaching knowing, the work is considered risky 

due to its ability to surface issues and problems which seem extensive and often ambiguous with 

regard to solutions. As a result, the possibility of the work being a blocker to ship or delay 

product shipping times hangs over any discussion RAI mitigations or problems, constituting a 
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perceived dilemma between doing RAI work and shipping AI products efficiently or without 

delays. In a culture with a shared ethos to “move fast and break things”, work which prolongs or 

delays shipping products is cast as a matter out of place and therefore stigmatized in 

interactions.   

AI developers took on implicit moralizing stances on issues related to responsible AI by 

characterizing the work as a “hindrance”, “taxing”, “a blocker”, or “burdensome.” For example, 

Amina, a research scientist studying harm and safety at a large tech company, described a time 

where her team worked with an AI product development team on identifying harms in a text-to-

image model:  

Just because we were dealing with new models, with emerging capabilities, we kept 
focusing on the identification of risks […] We ended up focusing most of the effort on 
identification, and that became really concerning to [the development team], because we 
were going to them and telling them all the issues that can arise with the model and not 
providing any path forwards to mitigating them […] For us to go there and be like, ‘these 
are all the issues that can arise’, it can be very concerning for them because they would 
immediately interpret it as if these are all the issues, then we can never ship. (Amina, 
applied scientist) 

 
Amina first notes one of the significant underlying sociotechnical challenges with responsible AI 

- that AI systems, especially generative AI like a text-to-image model, require extensive research 

to identify harms. Her team initially focused on identifying specific harms and communicating 

them with the development team. However, the process of identifying harms “became really 

concerning to [the development team]”, because they “would immediately interpret it as if these 

are all the issues, then we can never ship.”, constructing a dilemma where RAI work seemingly 

compromises a goal of shipping on time and therefore forces a choice between the two goals.  

 Amina’s experience speaks to how stigma is constructed from interpretations of RAI 

related knowledge contributions as blocking or delaying AI development. In this case, there were 

at least two goals with moralized associations: a goal of shipping on time and a goal of 
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understanding potential RAI risks in the model. The development team believed it was good to 

ship without delay, a value reinforced by messaging from leadership, performance evaluations, 

and broader industry discourses which valorize speed and disruption. Yet RAI related objectives, 

though also seen as a good goal, were operationalized and communicated to the team in such a 

way that emphasized an extensive list of issues, a representation of knowledge which positioned 

RAI related research as a threat to achieving the shipping goal and in turn a target for negative 

moral judgements of RAI related work and knowledge.  

Pragmatism vs. articulating harm space  

In the context of RAI work, representing risks or harms from AI systems was most 

valued when it was accompanied by clear solutions or mitigations. However, RAI advocates 

sometimes found difficulty in reconciling the sociotechnical, open-ended problem space of 

knowing AI harms with clear or workable solutions. Austin, a client-facing manager for a cloud 

AI platform, described these differences in disciplinary values and expectations in the context of 

giving a workshop talk about RAI for a mixed audience of data scientists and ML engineers:   

So data scientists kind of, I think for the most part they kind of get that this is really an 
emerging area and the tools aren't locked down and we don't have a step by step approach 
for how you should do this. […] ML engineers or others that are very pragmatic and may 
be kind of new to this, just think …great. You're presenting all these concepts. We like 
the idea, but what can we do about it? And we don't necessarily have a good story there. 
We're getting better at it in terms of our tools, but we don't have a really good story there. 
That's some of the pushback we get. (Austin, product manager)  

 
 Austin spoke to a trend that data scientists understood the open-ended, emergent nature of 

risk and harm detection in AI systems, being comfortable with the lack of a “step-by-step” 

process because of their disciplinary grasp on more ambiguous, sociotechnical concepts. On the 

other hand, the ML engineers viewed the same discussion as a presentation of concepts which 

had little actionable directives. Without good tooling or “story” around RAI mitigations, Austin 
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felt that engineers “don't think [RAI] is their job. It's not their responsibility. Or, kind of in the 

background somewhere they know it is, but they really aren't going to make time to discuss 

[RAI].” 

 The perception that RAI work delays engineering and product development or offers few 

pragmatic solutions makes it a source of complication to conventional engineering and 

development work. In this way, RAI work is orthogonal to many of the conventional values of 

engineering and product development because it is represented in ways which raise a litany of 

concerns and appears to offer few concrete or pragmatic solutions. Engineering work often 

comes to know through iterative problem solving, where problems are framed in terms of 

potential solutions, or reframed in ways that then point to a concrete solution (Leonardi, 2011). 

RAI work, on the other hand, tends to embrace a more sociotechnical approach to knowing, 

which acknowledges that harms and risks emerge from ongoing, system-level interactions that 

escape a concrete problem frame. Even RAI advocates occasionally framed RAI as “non-

technical” or subordinate to the conventional epistemic methods of AI engineering: 

I think one of the challenges is our audience tends to be very technical. We work a lot 
with engineers or AI engineers and so having this non- technical discussion, it's kind of 
double edged because they tend to be interested in it. But if you don't have somebody 
that's presenting it who’s technical, or at least has that kind of credibility with them, then 
I'm not sure it resonates as well as it could. (Jaime, product manager) 

 
Additionally, RAI’s proximity to moral or philosophical topics also contributed to 

perceptions of complexity. Erika, a UX designer for human-AI interaction, explained this sense 

of complexity in terms of how she saw others become “overwhelmed” at RAI conversations,  

What I see often is that people are overwhelmed. People are a bit clueless on how to 
tackle such massive moral questions and heavy, responsibility topics. You get more 
silence than pushback. And I'm guessing, yeah, I'm guessing that the silence might be 
because people don't know where to start or people don't know they can -- if they can-
-  give informed feedback, pushback, something. (Erika, UX designer) 
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Many advocates panned the “academic language” of RAI as either reflecting or reifying 

complication. One designer explained, “I think when people hear ‘responsible AI’, responsible 

technology, or even over reliance, we need to break down what it means.” Erika also expressed 

frustration at how “[RAI advocates] are sometimes so in our world of terminologies and how we 

address things.”, and illustrated her point with a time where her team worked on an internal 

resource for RAI which had specific language for mitigations: 

 
I had designers who put the word grounding as a headline for a control. I looked at them 
and I was like, well, this is great, but I don't think that anyone outside of [our 
company]  who's not in the LLM space knows what grounding is [...] Maybe in the future 
you can give it the title of grounding, but it's like, we need to think about how to explain 
it to kids. (Erika, UX designer)  

 
 Experiences using specialized RAI language illustrates how RAI related knowledge may 

be legitimate but stigmatized in everyday interactions. Using specialized language was 

legitimized within the ways of knowing underpinning RAI work, but created complications for 

conveying RAI concepts to others as the terms signaled complication, vagueness, or ‘academic 

language’ - irrelevant for practical use. Technologists’ struggle with RAI language and 

terminology is indicative of the insufficient nature of shared epistemic resources among ways of 

knowing in responsible AI and the epistemic cultures of AI development. Language itself is an 

epistemic resource; a shared symbolic system which conveys and constitutes knowing (Dotson, 

2014; Kuhn et. al, 2019). However, the problem goes beyond a matter of silos or gaps 

(Subramonyam et al., 2022), because the sociotechnical ways of knowing in RAI work are seen 

as conceptually vague, sources of delays, and ultimately not a sufficient or therefore valid 

problem within the epistemic cultures of engineering. AI technologists who advocate for 

responsible AI therefore often come to associate the sociotechnical ways of knowing with these 
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values, even so far as seeing the work as “non-technical”, and as evidenced by the regretful or 

use of the language, tend to associate a stigma with its use.   

Criticism vs. collaboration  

In addition to the limitations of RAI language and burdensome perceptions of RAI work, 

AI technologists frequently mentioned a feeling that RAI work was associated with unwarranted, 

or somehow invalid, criticism of other’s existing work or products. By raising RAI related 

concerns or problems, AI technologists risked being perceived as adversarial or critics, or 

encroaching on work beyond their expertise. Sarah, a UX designer, explained this sense through 

a metaphor of ownership over work and encroachment on others’ “space”,  

It's a matter of ownership. Sometimes people just don't want to have someone mess with 
their space. I'm very careful in never packaging RAI as a criticism. I'm not attacking the 
design or I'm not criticizing the design per se, because I want to be mindful and respectful 
of people's work. (Sarah, UX designer)  

 
Sarah describes not packaging AI discussions or recommendations as a criticism, being wary of 

being seen as “attacking the design” or “criticizing the design.” She also positions RAI work as 

something which might “mess with [other’s] space,” implying that the work crosses normative 

boundaries of ownership and space which structure AI development work.   

 When describing how they generally approach conversations about RAI with colleagues 

in engineering, Walter explained that they “Give examples that don’t entail the terminology of 

responsible AI. Because when [others] hear that, it’s already like, oh, critical thinking. Our 

products are being criticized, or we need to change something, or there's another checkpoint or 

something.” Advocates found it difficult to grapple with others’ largely negative associations 

with RAI work. Sometimes, for instance, they felt that the negative associations or criticism 

forced them to make tradeoffs or be strategic when choosing times to draw attention to RAI 



 87 

problems. Eric, a data scientist, described this in terms of difficulty in being “[…] that voice of 

no.”  

[…] Like, people start to not really pay attention as much because you're, it's kind of like 
the boy who cried wolf. […]  So, I think sometimes it takes discernment to know, like, 
when to pull that ‘no’ trigger, when to be that voice to say, like, I really don't think this is 
a good idea for us, for as a company. It's not a good idea for our customers, it's not a good 
idea for society at large. And to, like, have that strong ‘no.’. (Eric, data scientist)  

 
Claire wished that they had more positive examples of responsible AI UX patterns to show 

teams, as they found positive examples of responsible UX patterns potentially more compelling 

than negative examples. Furthermore, focusing on positive examples helped dispel the idea that 

RAI related discussions constituted unwarranted criticism of existing work.  

 And when I show examples as good examples, I think, this is what we need to do, we 
need to show good examples. […] I don't want to talk everything bad. I think there are 
good examples that are shipped and what I like to do is, and I think this is a do tell the 
team, like, hey, look at your work that you did in this, in this feature. This is amazing. 
Like, also give people kudos for patterns that really nailed it or that are at least going in 
the right direction. (Claire, UX designer)  

 
What is notable about associating RAI with negative criticism, attacking work, or 

stepping on others’ toes is that it stands in contrast to more normative criticism in engineering 

and development work. AI development teams cycle through many rounds of technical critique 

and review (both internal and external to the team) during the lifecycle of product development, 

yet critique related to RAI carries stigma as being different, out of order, and un-warranted. 

Managing this stigma requires communicating critique in careful, non-offensive language, using 

it strategically and sparingly, or framing it constructively. Nick, a project manager for 

responsible AI tools, explained the metaphorical language they use to communicate criticism to 

development teams: 

I appeal to concerns for safety and try not to, like, besmirch the quality of a project. I say 
listen, you clearly made an amazing thing. I love this thing that you made. But, you 
know, Corvettes are great, but they still have seatbelts in them. They still have airbags. 
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That's all I'm trying to do, is just put seatbelts in. […] And dev teams love it when you 
call their project a Corvette. They're like, “oh, this does need a seatbelt. Okay, great. 
Thanks. (Nick, project manager)  

 
To manage the stigma associated with RAI critique, Nick first separates the “quality of a 

project” and its safety or RAI concerns. In this way, critiquing safety does not encroach or attack 

the quality of the project.  

Epistemic stigma  

 RQ1 asked how epistemic hierarchies are constituted in communication about responsible 

AI development. My findings suggest that hierarchies are constituted through a stigmatization of 

RAI related knowledge accomplishing activities and discourses. This stigmatization is 

constructed from moralized judgments of RAI work, specifically when AI technologists face 

perceived dilemmas between multiple “good” or normatively moral goals which accentuate the 

sociotechical complexities of RAI work (e.g. RAI work as a blocker, source of complication, 

abstraction, or criticism) and accordingly position RAI work as compromising or appearing 

orthogonal to more normative dominant values. These findings help explain how actors within 

organizations can recognize RAI as a legitimate goal or priority, but still resist or dismiss RAI 

work in context by framing dilemmas between RAI work and other development activities which 

accentuate the non-normative epistemic aspects of RAI work. Figure 1 outlines these findings.  
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Figure 1. Summary of epistemic stigma construction  

 

Creating discursive openings: embracing and challenging epistemic stigma  

How do AI technologists respond to stigmatization of RAI work? I analyze common 

patterns in RAI advocates’ discussions of their tactics and strategies for approaching RAI in their 

work to understand how advocates accept and reject stigmatization in their knowledge 

contributions.  

Substituting the language of responsible AI 

         The first major theme in stigma’s role in shaping advocacy for RAI was that 

technologists often improvised changes to their language when discussing RAI with others. They 

were particularly cautious of words which carried associations with subjectivity, feelings, or 

ethics. For instance, Lauren, a product manager, explained that when beginning a conversation 

about RAI, they often “replace the word ‘responsible’ with safe”, because the term safety carried 

association with formalized regulations or engineering standards, even when there were not 

specific standards regarding the RAI issue. The term “responsible” triggered associations with 
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complexity, vagueness, and sometimes advocates felt it was overused or “corporate speak”, to 

the point of being meaningless, and therefore tended to not use the term in discussions. Lindsey, 

also a product manager, explained that using responsibility “gets some people excited […] but 

the vast majority of people internally, [responsibility] just doesn't mean anything to them. So I've 

switched to using things like improvement in quality, improvement in performance.” Changes in 

terminology alluded to formalization even though there were a lack of formalized standards 

related to RAI. Many RAI advocates gravitated toward using terms with more formal 

associations, but some, like Jennifer, a manager in UX research, raised questions about whether 

adopting formalized terms was constructive in the context of developing organizational policies 

and procedures around RAI, and whether terms risked becoming meaningless as they became 

associated with RAI. She emphasized this trade-off in discussing her own judgment about using 

the term “safety” in discussions,  

I've started to use ‘an improvement in safety’, but that one I'm wary of because of the 
similar kind of, like, epistemic slippage of what safety means. We just had a debate 
internally about changes we need to make to our RAI compliance portal. And someone 
said, “Should we add a definition of AI safety?” And the government relations person on 
the call laughed really hard and she was like, ‘there's no definition of safety!’. Actually, 
there is a definition of safety in ISO IEC standards, and the way that the AI safety 
community uses that word is completely divorced from the way ISO and IEC uses the 
language of safety. (Jennifer, UX manager)  

  

Jennifer questioned the ‘epistemic slippage’ of safety as a term to use in the RAI context, 

suggesting that as the term is used more, it could lose some of its current connotative meaning as 

it becomes associated with RAI. Furthermore, in her reflection on the call, she pointed out that 

the usage of safety in the RAI context alludes to formalized standards but is “completely 

divorced from the way ISO and IEC uses the language of safety.  ” Her reflection on this point 

highlights how shifting terminology and substituting words may bring associations with 
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dominant epistemic authority and credibility, but could also contribute to confusion and 

compromised validity as terms are related to formalized concepts in ways that have no 

underlying relationships. Still, advocates felt that at times using different terms was a way to 

grab attention or cut through stigmatized perceptions of RAI work. By substituting language, 

advocates largely embraced, and thereby perpetuated existing stigmas about RAI work, looking 

for alternative discourses or openings in their performances of knowledge to advocate for and 

discuss RAI work.   

Presenting real-world exemplars 

         Another choice that affirmed appeals to formalized values included providing specific 

real-world examples of AI related harms. In one interview, Meghna showed their “headlines 

PowerPoint”, a “slide deck made of nothing but real world examples”: 

If it shows impact to a company, [for example] it says x was found to do this and now 
they have to pay this much money, then that's impactful. We also have real world 
examples in our Responsible AI training that people have to take when they onboard. So 
for every Responsible AI pillar, we have a real world headline. We say, here's how it 
happened. (Meghna, product manager)  

 
Presenting real world examples lent credibility to RAI concerns without invoking language 

connected with its stigmatized epistemic methods. The use of examples also extended to their 

own organizations and work. Robert found that discussing their own company’s mistakes and 

how they learned from them helped establish credibility. “We bring [past incidents] up. I do it in 

my conversations pretty quickly, because if anybody has experience in working with AI and ML, 

they [know about our own AI harm incidents]. Being able to talk about those and present them in 

a way that, hey, you know, we know this happened. It was embarrassing. This is how we took 

care of it. And we want to walk you through it so you don't end up in the same kind of situation.” 

Pointing to empirical examples and discussing prior mistakes helps justify the practical value 
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of  some of the abstract principles or thinking in RAI without directly referencing stigmatized 

ways of knowing. Some advocates also used empirical examples to assert the ways which RAI 

thinking could surface possible harms, positioning their way of knowing as an advantage or 

extension to conventional epistemic methods. This theme was especially apparent in Lisa’s 

extended account of her input on an AI search feature for a gaming platform: 

Search was one of the areas because the way they're using AI is, again, they thought 
through a bunch of risks and actually did a very extremely safe implementation. So like, 
really, what could go wrong? But it was kind of funny because in one of their tests they 
used an example of ‘games where I can make a sandwich’. And they just use that as an 
example of trying to test AI's creativity and understanding their answers; return examples 
of cooking games and food games and things like that. 
And I was like, “so here's an example of something that you may not have thought of, 
considering that AI has been trained on data up until 2021. So there was this whole thing 
in the game industry, kind of its own me-too movement, and one of the phrases towards 
women game developers was, ‘go in the kitchen and make me a sandwich’. And it was a 
derogatory phrase, particularly against one famous game developer.” 
 
And I was like, ‘so what if that game was returned?’ [...] The woman who was the lead 
developer on this feature was like, ‘I did not know that. And yes, that would be really 
embarrassing.’ As soon as you can give an example that's concrete and that people can 
relate to and are impactful, then you start the light bulbs start to go off. (Lisa, product 
manager)  

 
         Lisa’s account shows a common mode of thinking for RAI technologists: developing a 

hypothetical risk case based on their own experience and knowledge of cultural events, which 

established expertise based on their unique performance of knowing (Barbour et al., 2016). In 

this case, an AI-assisted search tool was developed for a gaming platform, so that users could 

search for games based on various attributes assisted by an AI tool. This AI based search offered 

much more flexibility in defining queries compared to typical searches by attributes like 

keywords or genres. After various risk scenarios were already tested and addressed by the team, 

the search tool itself was deemed safe and presented as a demo. Based on the example query, 

“games where I can make a sandwich”, Lisa was able to illustrate a specific, potentially 
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“embarrassing” example of a harm which the team may not have been aware of. She highlighted 

how the concreteness of the example could make “the light bulbs start to go off”, or in other 

words draw attention to harms and, notably, ways of thinking about harm which were not 

apparent at first. 

Strategically declining and augmenting process and boundary objects   

A third way in which RAI advocacy was shaped by epistemic stigma could be found in 

the ways that some advocates, at times, ignored or circumvented RAI related boundary objects in 

and process in favor of working directly with development teams. This type of advocacy 

recognized that others often associated many of the emerging, formalized processes and 

boundary objects related to RAI with the epistemic stigma of delaying or blocking work, but they 

were not in principle opposed to responsible or safe AI. Two common quips among advocates 

reflecting on this point were “to not make RAI a checklist”, and that one “didn’t need a 

workshop” to get others to care about RAI or educate them about RAI principles. 

         Advocates’ justifications for this move both accepted and challenged some of the 

epistemic stigma associated with RAI work. For some, their motivation was grounded in 

attempts to authentically represent the sociotechnical ways of knowing underlying RAI work, 

while acknowledging practicalities of development timelines and constraints on teams. Skye, for 

instance, conveyed her belief that checklists were both a “pinch point” for development teams 

and ineffective at fully capturing the systems thinking needed to do RAI work. She reflected on a 

time when she worked with a team on an AI feature after some formal responsibility processes 

were instituted in her division: 

The resistance was not resistance to the idea of responsibility or compliance, it was just 
the initial resistance was, oh, this is just one of those checklist things that we can push 
through. And I'm like, ‘not really’. And that's, I think, one of the important pieces of 
responsibility. […] There's a commitment to work together, to go, like, you also don't 
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want the processes to stop things from shipping. And that's what we've built in [division] 
is this mutual commitment of ‘how do we make this work so that we can still ship, we 
can still do things compliantly, and that they're not constantly at odds with each other’. 
(Skye, project manager)  

  

Her approach acknowledged that when teams were presented with checklists or compliance 

processes, they tended to treat them as things to “push through” in development and not take the 

time to do the RAI work needed to realize positive outcomes. She felt that “having a 

commitment to work together” could ensure that RAI work would not delay shipping goals. 

Similarly, Christie described frustration with her organization’s RAI related paperwork as a 

boundary object because of how it created an occasion for development teams to decide harms 

and risks were ‘not applicable’:   

A lot of our paperwork asks [developers] to do that imaginative work and says, like, what 
kind of harm could a bias or risk lead to? And over and over, we see the devs [put], ‘not 
applicable… N/A’. And I'm like, okay, as a social scientist, yes, all kinds of bad stuff can 
happen. But I don't blame them for putting the NA because I don't think they should be 
doing that work. I think they should be working with us to do that kind of speculative 
fiction. (Christie, project manager)  

  

In general, boundary objects and formalized RAI processes helped advocates through providing 

structural resources to occasion and formalize RAI related work. However, advocates like 

Christie expressed concern that formalization could also exclude opportunities to work with 

teams on the ‘speculative fiction’ which helped define unique harms and mitigations. Structural 

resources, for instance, provided less guidance on harms and mitigation opportunities, as she 

described.   

Embracing embodied experience, feelings and emotions 

At times, advocates asked others to feel and experience emotions related to RAI, largely 

challenging the technical, formalized culture of AI development and embracing the notion that 
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RAI advocates drew from embodied knowledges, seen as subjective and less epistemically valid 

than formalized processes or even ethical frameworks. Claire, for instance, described that they 

sometimes asked development teams to imagine how an AI harm might impact people they 

know, or how they would feel if they were harmed. These tactics, in her words, were aimed at 

“[illustrating] topics that people can really get the feels and relate to.” Bruno, a designer and 

researcher, explained that he always started RAI related conversations with others by “showing 

vulnerability” and helping others understand why and how he cared about RAI. Using personal 

examples and describing the emotions those brought to him, he felt that he illustrated the “why” 

of his RAI work, 

I tell the story of my dad, who was blind when I grew up. So what impact did that have 
on me? What did I learn from that? How was I able to relate to individuals without sight 
in a very, very different way? […] And so those are things that have always impacted me 
the most, and that's why these are important to communicate to others. […] I'm trying to 
personalize the stories as much as I can to make them relatable and create empathy. 
(Bruno, UX designer)  

  

A similar related tactic was that advocates at times discussed their own positionality and 

identity in relation to AI harm. For instance, Rebecca, who grew up in East Africa and then 

worked in the United States, described how they related their own identity and personal 

narratives to advocate for starting a team focused on globally inclusive data practices, explaining 

that, “There’s nothing like a good anecdote or story, something personal that really makes your 

message land. And if it comes from an authentic place, like this is my lived experience, it does 

make an impact at times.” Anna, an external consultant on responsible technology, explained 

how she drew on her identity as a Latina and immigrant, and external work in organizing efforts 

in her own community, 
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[I bring] something up that’s going to meet the needs of my community. And it’s going to 
meet the needs, hopefully, or how people think about considerations that will impact 
other communities like mine, who are underrepresented in these meetings or are often the 
last ones to be able to access some innovation. (Anna, project manager)  

  

These tactics of embracing identity and embodied experience directly challenge the “view from 

nowhere” embedded in dominant cultures of knowing in AI development by drawing attention to 

positionality and situated perspectives. Both Anna and Rebecca highlight their identity in their 

performances of knowing to remind others that situated perspectives exist. 

 
Discussion  

 This chapter explored three interrelated research questions. Given the epistemic 

hierarchies which dominate AI engineering and development, 1) How do concerned AI 

technologists make AI ethics and responsibility issues knowable in everyday practice? 2) How 

may RAI knowledge become communicatively stigmatized within organizational contexts? 3) 

How do AI technologists respond to stigmatization of RAI work? Based on interviews with 22 

RAI advocates in big tech and participant observation in an RAI team in a prominent technology 

company, I find that epistemic hierarchies are constituted through stigma. As RAI related goals 

are increasingly legitimized through formal organizational goals and priorities, the pluralistic and 

sociotechnical approaches to knowing which underlie RAI are stigmatized - cast as matters of 

knowing which are out of place in the dominant, normative epistemic cultures. This 

stigmatization does not occur from a direct judgment of the epistemic validity of RAI work, but 

rather from comparative dilemmatic judgements which draw on existing discourses and frame 

RAI work as a hindrance or compromise to other ‘good’ or moral goals. When RAI work is 

stigmatized, individual advocates adopt varying strategies to promote RAI goals within 

organizations - some of which are constituted in patterns which accept or challenge 
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stigmatization to varying degrees. These patterns are revealing for understanding how stigma is 

also reified through acts of acceptance and resistance, and provide some important future 

directions for understanding how effective RAI advocacy can proliferate and become sustainable 

within organizations.  

 This chapter makes two contributions to the extant literature. First, by outlining a concept 

of epistemic stigma, it extends prior research on how legitimacy is constituted in knowledge 

accomplishment (Barbour et al., 2023). Where prior work has focused on questions of how 

legitimacy originates in knowledge performance, this work takes an approach which asks how 

legitimated discourses prompt evaluations of knowledge performances, and suggests that 

knowledge performances can constitute legitimate goals or objectives while still being 

epistemically stigmatized. In the case of RAI work, prevailing discourses about rationality, 

simplicity, or disruption and efficiency in big tech inform moralized judgments which are at the 

root of stigmatization surrounding the methods and approaches to knowing which inform RAI 

work. Stigma offers a conceptual framework to articulate how knowledge, objectives, or goals 

can be legitimate among an organization, but still stigmatized in interpersonal communication 

and performances.  

 This chapter also extends stigma theory in applying it to the context of RAI work. At first 

blush, this may seem like a significant departure from prior research and theory which has 

largely focused on stigmatization based on discrediting attributes in social identity (Ashforth & 

Kreiener, 2014; Kriener et al., 2022). However, approaches to knowing from a particular 

epistemic viewpoint can certainly be a salient feature of one’s identity (Myers, 2014), and 

perhaps especially in the context of AI development, where collaborative knowledge 

accomplishments are necessary to know the technology. In this sense, using stigma as a 



 98 

framework to understand discredited knowing is not an extreme conceptual leap. Stigma research 

has also traditionally divided stigma into dimensions related to physical, moral, and social 

categories - originating in Goffman’s (1963) identification of physical, moral, and tribal stigmas, 

and largely reified in the dirty work literature which classified tainted work through physical, 

moral, and social taints (Hughes, 1958; Ashforth & Kriener, 1999). Yet Goffman’s 

conceptualization of stigma saw attributes as inherently relational, as he wrote “The term stigma, 

then, will be used to refer to an attribute that is deeply discrediting, but it should be seen that a 

language of relationships, not attributes, is really needed.” (1963, p.3), suggesting that stigma is 

constituted in relationships rather than originating from particular attributes or features. Ashforth 

(2019), has argued that stigmatizing is an act of moralizing - a communicative process where 

stigmatizers pass judgment on the stigmatized based on values, beliefs, and ideologies, both 

attributed to the stigmatized and informed by organizational, occupational, and societal 

discourses.  

Limitations and future directions  

 This chapter draws primarily on interviews and observations conducted in one large 

technology company, however these findings may be transferable to other contexts both within 

technology development as dominant cultures enforce value hierarchies, and more broadly in 

knowledge and research-based work to the extent that individuals deal with differential 

representations of knowledge in collaboration. Additionally, because most of the data are based 

on retrospective reflections rather than direct observations, this chapter cannot fully speak to how 

knowledge performances or stigmatization unfolds in practice.  However, this tradeoff also offers 

some important insight: participants’ reflections on their experiences illuminate how they 

interpret and strategically navigate their discursive choices, offering valuable insight into the 
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communicative dynamics of RAI advocacy that may be difficult to access through observation 

alone.  

Another potential limitation is the absence of direct perspectives or reflections from those 

who may stigmatize RAI work. However, prior literature offers a substantial amount of work on 

how dominant epistemic values are constituted in technology development, and comparatively 

less attention has been given to the experiences of individuals who are the targets of epistemic 

oppression. In this way, this study offers a necessary and underrepresented perspective that 

complements prior work. 

 Still, future research should further integrate the perspectives of stigmatizers in 

understanding the process of constructing epistemic stigma. Additionally, this chapter points to a 

broader research agenda for thinking about how to destigmatize certain epistemic perspectives in 

technology development. This agenda itself should be epistemically inclusive, drawing on 

further qualitative and critical perspectives for understanding epistemic stigma in the field, and 

also quantitative and more positivistic methods for research on evaluating epistemic stigma in 

the multilevel context of development teams, destigmatizing strategies, and more. Such an 

agenda is also a unique strength of applying stigma theory to this research problem, as it offers a 

true plurality in approaches to knowing.   
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CHAPTER 4: ATTENTION IS NOT ALL YOU NEED - ON THE CHALLENGES OF 

VISIBILITY AND WELL-BEING FOR RAI ADVOCATES  

 
Abstract 

This chapter examines visibility in the work of RAI advocacy and its relationship to the 

well-being of AI technologists. Broadly, the objectives of RAI advocacy are underpinned by an 

implicit logic of raising visibility; evidenced in common, shared goals among concerned 

technologists such as increasing awareness and recognition of RAI needs or creating formal 

structures for RAI work within organizations. Yet many of the work practices which constitute 

RAI work remain hidden in the everyday flows of AI development. This chapter explores how 

the visibility of RAI work is enabled and constrained by organizational structure, and the 

resulting implications for the well-being of AI technologists. Drawing on qualitative interviews 

and observational notes with AI technologists in large technology companies, I examine three 

common well-being challenges related to RAI work and illustrate their underlying processes of 

invisibilization related to formal planning, resource allocation, and the hidden, backstage efforts 

of emotional and relational work performed by AI technologists. Then, drawing on interviews 

from AI technologists who hold formally recognized RAI roles, I examine how practices 

intended to increase the visibility of RAI work affect technologists’ experiences related to stress 

and well-being. I find that stressors related to articulating RAI work through existing 

organizational systems are especially salient due to incompatibilities and conflicts between 

rationalized systems and critical, sociotechnical thought.  
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Introduction 

 How does the visibility of RAI work shape the experiences of those who perform it? As 

discussed in the previous chapter and extant literature RAI literature, much of what constitutes 

RAI work and advocacy are ‘dispersed practices’ (Rennstam & Ashcraft, 2013) that are not 

clearly legible within rationalized organizational systems or structures, such as deploying 

communicative strategies to garner buy-in and upward influence for RAI (Duran et al., 2025), 

raising questions and hypotheticals in informal settings or open discussions, or taking up efforts 

to promote RAI with existing metrics or standards (Rakova et al., 2021). Though these practices 

may be visible at times in the everyday flow of AI development work, they remain mostly 

invisible to the planning, management, and reward structures embedded in large technology 

companies. This problem, of course, is the starting point for much of the motivation of RAI 

advocates -  influencing change in organizational structure - but attending to what sorts of 

practices are made visible and invisible also lends an entry into understanding the implications 

for the well-being and dignity of RAI workers and the longer term sustainability of RAI work.  

 While prior research has focused on mostly instrumental challenges related to doing and 

advocating for RAI work, less attention has been paid to the consequences of visibility and the 

potential “ecologies of visibility” (Star & Strauss, 1999) for RAI work, which may arise as a 

result of structural changes brought forth from successful advocacy efforts. Much of the current 

literature suggests that organizational mechanisms for the recognition of RAI work will improve 

both organizational RAI outcomes and the experiences of workers as a downstream effect. Yet 

relatively little research has considered the full implications of increased recognition related to 

RAI work practices and the actual well-being of RAI workers. This chapter takes an initial step 

in this direction by contending that making RAI work more visible, e.g. bringing more formal 
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recognition of the presently hidden practices which constitute RAI work, may not necessarily 

contribute to improvement in the overall well-being of RAI workers. Rather, organizational 

structures which move peripheral, hidden, ‘dispersed practices’ of RAI work into core objectives 

or job duties may replace or even add to everyday stressors experienced by RAI workers by 

formalizing and subjecting practices to rationalized managerial structures.  

 In the previous chapter, I described how advocacy or raising awareness of RAI issues 

communicatively enacts stigma associated with RAI work based on perceived conflicts between 

the epistemic foundations of RAI work and the rationalized organizational values which 

dominate AI development. This chapter extends the focus to the organizational level by 

examining how formal structures (e.g. plans, routines, tasks, evaluations) constitute and reify 

rationalized values and, in doing so, render some work practices visible and others invisible. 

Structure is rarely static, particularly in the case of burgeoning recognition of RAI work. As 

organizations begin to incorporate RAI into formal systems, the boundary between what is 

visible and what is invisible is constantly renegotiated, with important consequences for how 

advocates experience their roles and for the sustainability of RAI work.  

Background & Literature Review   

 The study of hidden and invisible work is well precedented in organizational and STS 

literature and certainly predates the context of AI technologies. Elements of hidden and invisible 

work can be found in classic organizational studies, for example Strauss and colleagues’ work on 

negotiated order and later scholarship on the articulation work which kept organizational systems 

running while often being taken-for-granted (Strauss, 1988; Suchman, 1996). Visibility is also an 

implicit theme in foundational scholarship about dirty work and stigma (Goffman, 1963; Hughes, 

1958), as scholarship has observed that many occupations which are essential in the support of 
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infrastructures, organizations, and society (for example, sanitation workers) are frequently 

hidden from view and stigmatized due to their relationship with physical, social, or moral taints. 

STS scholarship has also focused on themes of hidden work, for instance Thomas Hughes 

(1983)’s work on electrical infrastructures, Suchman (1987; 1996; 2007)’s work on situated 

action, and Pinch and Bijker’s (1984) work on the historical development of the safety bicycle all 

make note of various hidden actors and activities which influenced respective trajectories of 

technological development and implementation.  

Contemporary literature has followed in this tradition by documenting how AI 

technologies are underpinned by a significant amount of hidden labor (Elish & boyd, 2017; 

Valdiva, 2024). The labor arrangements of data workers who enter and annotate training data for 

AI models have been considered hidden or invisible due to their relative lack of recognition and 

exploitative working arrangements in comparison to the work of AI modeling and product 

development (Irani, 2015, 2016; Mateescu & Elish, 2019; Tubaro et al., 2020). Other hidden 

labor arrangements include AI “Ghost Work” or Heteromation, where human labor stands in for 

AI technologies while they maintain a visage of automation, thereby obscuring the human 

influence and decision-making work which is necessary to present the image of an autonomous 

system (Ekbia & Nardi, 2017; Gray & Suri, 2019). For example, many food delivery robots are 

piloted by humans despite appearing autonomous. In other cases AI technologies may include 

taken-for-granted human labor at certain points in their workflows, for example content 

moderation on social media platforms uses a blend of automated content detection and human 

moderators to review select cases (Gillespie, 2018; Roberts, 2014), and self-driving cars 

occasionally rely on human intervention in ambiguous traffic situations.  
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Much of the hidden work literature has taken a critical stance toward a division of labor 

that invisibilizes much of the work which contributes to AI technologies and maintains their 

smooth functioning, while valorizing the contributions of a much smaller group of high-status 

workers in large technology companies. Significant contrasts in visibility are found in the 

differential status and power between the data workers who make contributions to AI 

technologies and the highly visible workers who are credited with developing AI technologies. 

Irani, for example, argues that the discourse used by high-status, ‘creative’ workers in tech 

companies, and the division of labor enforced on Amazon’s Mechanical Turk, enables workers 

in tech companies to perform boundary work which distinguishes their contributions.  

These workers absorb the tedious work necessary but unbecoming of idealized “creative” 
workers. Through the redistribution of tedium, AMT requesters can reshape their roles to 
more closely align with images of creative work. AMT, then, is not only a means of 
collaborating, sharing burdens, and pooling cognitive surplus (see Benkler, 2006: 138; 
Shirky, 2010). Rather, AMT offers a means for new media producers to do boundary 
work (see Gieryn, 1983), distinguishing innovators from non-innovators in high tech. The 
boundary work is both rhetorical and organizational, manifested in the actual division of 
labor AMT enables and the symbolic consequences of those organizational acts of 
purification. (Irani, 2015 p. 10).  

 

Though Irani discusses this boundary in the context of MTurk workers, similar infrastructure and 

boundaries have been observed in human labor supporting AI technologies, as these roles are 

frequently outsourced to the global south, where wages are comparatively low and worker 

protections minimal (Gray & Suri, 2019).  

While research has often emphasized the stark divide between the hidden labor of data 

workers and the higher-status, creative roles in technology companies, the experiences of those 

inside technology companies are more complex than this binary suggests. The importance and 

visibility of roles within large technology companies are influenced by value hierarchies 

(D’Ignazio & Klein, 2020; Widder, 2024), and the workforce within large tech companies is also 
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marked by structural divides which influence workers’ perceptions of membership and belonging 

(Endacott et al., 2024). The distinction between data workers and tech workers may obscure 

subtler forms of invisibility and devaluation that also shape the everyday experiences of those in 

ostensibly high-status roles. Even within this context, much of the work that sustains 

development and supports RAI related goals may remain difficult to render visible, valued, or 

legitimate. This chapter, therefore, aims to contribute a more nuanced account of hidden work 

related to AI technologies by examining hidden work inside the high-status, central work of AI 

development inside large technology companies.  

 
Table 5.1. Visibility and status of working arrangements which contribute to AI technologies  

 
Higher Visibility Lower Visibility 

 
 
Higher 
Status 

“Idealized creatives” (Irani, 2015), 
knowledge-workers, AI scientists at large 
technology companies (D’Ignazio & 
Klein, 2020)   

RAI workers, technologists who take on 
RAI work (Duran et al., 2025; Rakova 
et al., 2021; Madaio et al., 2024)   

 
 
Lower 
Status 

Contingent workers, temporary contract 
workers in large technology companies 
(Endacott et al., 2024)  

Microworkers, dataworkers (Irani, 
2015; Gray & Suri, 2019; Ekbia & 
Nardi, 2017)  

 
The work of negotiating visibility 

As Star and Strauss (1999) argued, no work is inherently visible or invisible. Rather, 

visibility is rather rendered through representational discourses, front and backstage work, and 

the sociomaterial performances which make behaviors visible in organizational systems 

(Leonardi & Treem, 2020). Visibility itself has been defined in terms of third parties’ ease of 
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access to information (Leonardi & Treem, 2020), the making perceptible of actions and events 

(Star & Strauss, 1999), or the process of making qualities which can be mapped, defined in 

figures, quantified and measures (Engeström, 1999). While the semantics in definitions of 

visibility vary in the literature, they broadly share the view that visibility is a relational quality 

rather than objective property, and that it is rendered from processes, systems, and 

communication.  

The concept of invisible work originates in scholarship on domestic work, care work, and 

emotional labor (Cox, 1997; Daniels, 1987). Sociological literature points toward the notion that 

such work occupies a ‘separate sphere’ from the economic (Mears, 2015; Zelizer, 2005) by 

virtue of cultural, legal, and spatial mechanisms which render work as non-economic and 

therefore under-compensated, devalued, placed out-of-sight, or not recognized as work (Hatton, 

2017). For example, scholarship has focused on how domestic labor or home-based care work 

have gone unrecognized as work or devalued because they are traditionally performed in the 

home by women; the home is a place constructed by socio-spatial mechanisms as a site where 

‘real’ work does not take place (Hatton, 2017 p. 343; Daniels, 1987), and hegemonic gender 

roles naturalize domestic care tasks as innate to one’s being rather than labor which is performed 

based on skills or ability (Palmer & Eveline, 2012).  

Scholarship in organizational communication and system design has approached invisible 

work from the perspective of asking how and why certain tasks or behaviors are rendered visible 

in organizational systems, processes, and representations of work, and their associated 

implications (Engeström, 1999; Leonardi & Treem, 2020; Mazmanian & Beckman, 2018; Star & 

Strauss, 1999; Nardi & Engestrom, 1999). Drawing on sociotechnical systems theories and 

sociomaterial performance, this literature takes the perspective that ongoing performances 
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constitute work, and the material and social interactions enrolled in performance shape visibility. 

For example, formal business process diagrams represent workflows of tasks from one to the 

next, rendering visibility of processes and task-related activities while often leaving socio-

emotional aspects of performing tasks invisible (Engeström, 1999, see also Bechky, 2003). This 

discrepancy from objectifying performance in representations - the notion that work may be 

represented “on paper” one way which differs from how it is performed in the “real world” 

(Feldman & Pentland, 2003) -  suggests that all work has visible and invisible aspects which are 

continually under negotiation as they are performed and represented in organizational systems.  

Visibility not only relates to how work is represented but can also shape how work is 

performed. As organizations adopt digitalized representations and regimes of quantification 

(Leonardi & Treem, 2020; Mazmanian & Beckman, 2018), so too do members shape tasks and 

behaviors in ways such that they become more easily communicated within rationalized 

discourses (Weber & Treem, 2025). Therefore, when organizations embed visibility in structural 

mechanisms they also are communicating what is valued and should take priority in everyday 

work.   

Visibility and well-being in RAI work  

When work and tasks are rendered invisible, they tend to be devalued and undermine the 

well-being of the individuals performing invisible work (Daniels, 1987). Emotional labor, for 

instance, can go hidden or unacknowledged in job roles and as a result contributes to stress and 

burnout for workers which have high emotional labor demands (Hochschild, 1983; Hülsheger et 

al., 2011). Stigma and misrecognition can undermine the dignity of job roles, and contribute to 

complex psychological, emotional, and identity demands as workers who make hidden 

contributions seek to reconcile the value of their work or contributions with external devaluation 
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(Mikolon et al., 2021; Tracey & Philips, 2016). Furthermore, organizational affirmation and 

alignment with individuals’ values and identity can promote well-being (Kreiner et al., 2006). 

Tasks or contributions which go unrecognized by an organization, especially ones which relate to 

deeper values or identity, can constitute not only an instrumental disregard of the contributions 

but also a deeper lack of recognition of members’ values and identities. For many concerned 

technologists, RAI work relates deeply to personal values and identity, and is inherently 

emotional work (Miller et al., 2007), meaning that technologists experience authentic emotions 

as they go about discussing RAI related tasks at work and in interactions with co-workers. 

Organizational recognition therefore is closely tied to emotional well-being for concerned 

technologists.  

In summary, for RAI related work and advocacy efforts taken on by AI technologists, 

visibility is a problem of recognition and integration of RAI efforts into organizational structure, 

but also a question of affirmation and well-being in performing RAI work. Literature on RAI 

work tends to frame challenges in terms of practical issues of collaboration or organizational 

problems, sometimes with brief acknowledgement of emotional or psychological stressors 

experienced by advocates. Yet there has been little examination of structural and communicative 

mechanisms that explain how issues of well-being arise from RAI work. This chapter takes the 

position that RAI workers’ well-being alone is a worthy object of study within RAI related work. 

Understanding RAI workers’ well-being can reveal how structural challenges in the personal 

experiences of AI technologists are rooted in contradictions that not only shape how the stressors 

are experienced, but also reconstitute stressors over time by reifying underlying contradictions 

that limit the visibility and legitimacy of this work. As such, I explore the following research 

questions:  
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RQ1: How is RAI work invisible in AI development, and how does its invisibility relate 

to the well-being of technologists who perform it? 

RQ2: How do organizational efforts to make RAI advocacy more visible both support 

and undermine the well-being of technologists? 

 
Research Motivation & Method 

This chapter draws interview data from 22 AI technologists who have self-identified as 

advocates for responsible AI in big tech. A variety of roles and disciplines within big tech are 

represented, including product managers, UX designers, researchers and scientists. Most 

interviews took place at one large tech company located on the west coast of the United States, 

and additional interviews came from peer companies in the big tech industry. Full data collection 

methods and participant demographics are detailed in the methods chapter of this dissertation.  

The primary purpose of interviews was to identify communicative challenges and 

strategies which AI technologists employed to advocate for responsible AI (RAI) within large 

tech companies. Yet in initial interviews, participants highlighted several examples of 

psychological and emotional stressors they experienced from doing RAI work and advocacy. 

Given how salient these stressors were in shaping their lived experiences, we tailored a portion 

of the interview guide to include probing questions about mental and emotional tolls, as well as 

sources of energy and drain. The findings outlined in this chapter are based on portions of the 

interviews where AI technologists discussed the stressors of doing RAI work.  

With the emergent conceptual focus on stressors from interviews, I approached data 

analysis iteratively, by moving cyclically between analysis and review of existing literature 

(Tracy & Gist-Mackey, 2024; Miles et al., 2016). This move was appropriate and necessary for 

exploring the well-being related dimensions of RAI work, as extant literature on well-being 
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aided in providing theoretical framing of technologists’ emergent descriptions of their emotions, 

stress, and burnout in accomplishing RAI work. After initially separating sections of interviews 

related to stressors and psychological tolls, I created categories separating the data into ‘sources 

of strain’ and ‘sources of energy’ and developed first-level codes describing different patterns 

within each category. I dropped and combined first-level codes based on patterns in the interview 

data, existing literature, and developing a conceptual focus for the analysis (Grodal et al., 2021). 

For sources of strain, I arrived at 14 codes capturing different stressors and sorted them into four 

conceptual categories: AI technology, communication and impression management, knowing & 

stigma, and work characteristics & demands.  

 Acknowledging that my fieldwork and interviews occurred in a context where RAI work 

is increasingly recognized by organizations, I also examined the data seeking to understand how 

formal resourcing and organizational support affect stressors. Of the 22 participants interviewed, 

eight had formal job titles or significant responsibilities involving RAI, and six participated in 

RAI activities as a part of their formal responsibilities, for instance facilitating workshops or 

advising product teams on an ad-hoc basis. Although formal acknowledgement in the form of 

role titles and responsibilities may not directly alleviate stressors, they are a signal of some 

organizational acknowledgement and support for RAI work, and therefore communication which 

is constitutive of some visibility for the work and stressors experienced by AI technologists. I 

was therefore particularly interested in the ways in which technologists’ experiences of stressors 

were affected by, and related to, visibilities afforded by organizational resourcing and systems.  

 Drawing on the visibility literature, I approached the same accounts of stressors with the 

goal of identifying sociomaterial performances, mechanisms, and systems which constituted 

(in)visibility of RAI work in AI technologists’ accounts. I conceptualized activities which were 
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described in terms which suggested visibility as tasks like doing formalized risk assessments, 

discussing and developing measurements, or coordinating occasions to discuss RAI related 

issues. By drawing on formal organizational resources and media, these tasks are occasions 

which render RAI visible by third parties (e.g. developer teams or leadership) by allowing 

technologists an opportunity to communicate and present RAI work and importantly, be formally 

recognized for their work and contributions. Activities which were frequently described in ways 

which suggested invisibility included tasks like doing private learning and research outside of 

work hours, doing additional work or dedicating additional time to RAI work outside of formal 

responsibilities. These tasks were primarily occasions where technologists’ had little to no 

opportunity from organizational resourcing or media to communicate work and therefore have no 

occasion to be formally recognized for their work and contributions.  

Findings 

Given the heterogeneity of technologists’ roles and responsibilities, this chapter follows 

an approach to interpret and then re-interpret advocates' discussion of well-being in light of 

visibilities. In this way, the aim is to generate theoretical insight that is “not simply “given” in 

the data but actively constructed by researcher(s) to address puzzles that they find interesting and 

important.” (Grodal et al., 2021, p. 606). As such, I focus data presentation around the two 

research questions guiding this study. I first describe how performing invisible aspects of RAI 

work affects AI technologists’ well-being (RQ1).  Then, drawing on exemplars from 

technologists who had some structural recognition of RAI work, I present ways in which 

organizational efforts to make RAI advocacy more visible both support and undermine the well-

being of advocates (RQ2). In total, I find that while advocates experience stressors and tolls on 

well-being rooted in a lack of visibility in organizational structure and systems, efforts to 
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recognize RAI work do not directly mitigate the negative effects of invisibility - rather they 

present alternative challenges for advocates in being able to perform RAI work in manners which 

can be rendered visible in organizational structures.  

Well-being and invisibility in RAI work  

Exclusion from formal planning   

One salient site of visibility negotiation is the representation of tasks and allocation of 

resources in workflows and project planning (Engeström, 1999). RAI technologists frequently 

described examples of times where RAI related tasks went unaccounted for in product 

development roadmaps, or RAI issues were raised late in the development process after critical 

decisions had been made. The invisibility of RAI work in these plans created significant stress 

from working on compressed timelines and under significant pressure to not delay ship dates. 

Bellinda, an engineer, for instance, described her work leading up to the launch of a major AI 

tool as “three, maybe four months of just sprinting. Work life balance was nonexistent during 

that time.”  

Inadequate inclusion in formal planning also explained technologists’ accounts 

of  lacking agency, control, or influence in determining product timelines and ship dates. Several 

technologists explained the challenges of positioning RAI work in ways which did not appear to 

risk delaying product or feature ship dates, an implicit indication that outstanding RAI work was 

considered not critical enough to delay projects even if risks were left unmitigated. Autumn, a 

data scientist, described the feeling of inadequate inclusion as “playing defense” - putting RAI 

work on the product in a ‘defensive position’ where she had kept pace with the sprint leading up 

to the launch:  

[It felt like] there's not a question of whether [AI product] will be launched or not. It will 
be launched. Now you just need to do everything in your power to make sure that it 
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doesn't become a weapon for harm. So you're already on the defense, you know what I 
mean? When the company puts you in that position, you're already on the defense and 
just spent out. Just unhealthy work habits were formed during that time with the 
recognition that there's an end to it. (Autumn, data scientist)  

 
Cycles of ‘sprinting’ - intense periods of work which often precede a product launch - are 

a common practice in technology development, but as Autumn’s account describes, such tight 

timelines and lack of inclusion of RAI work created “no question” about the launch of the 

product, a strong sense of discursive closure and lack of agency and influence over the ultimate 

outcome of the project. Autumn’s example also illustrates how invisibility via inadequate 

inclusion personalizes advocacy efforts, as the company “puts [her] in that position” of 

mitigating risks rather than adjusting timelines or allocating additional resources to RAI efforts. 

Themes of such personalization of advocacy efforts were prevalent in advocates’ accounts, and 

nearly all accounts cited personalization as a source of increased stress, workload, or emotional 

labor.  

In general, advocates described frustration and stress arising from how timing and 

product cycles made RAI work feel urgent, yet largely invisible in formal planning or priorities. 

Max, a researcher in AI harm measurement described the timing and product cycle problem 

metaphorically as “trying to get a rhythm of business. RAI tends to sometimes feel like a fire to a 

lot of people. We're doing a lot of fire drills.”, referring to the frequent sprints and intense 

periods characterizing RAI work with minimal or no formal accommodation for the work in 

planning processes and little reward or recognition from their organization.  

Some technologists reflected on periods of ‘damage control’ after critical incidents as 

some of the only times that RAI work was visible in planning and acknowledged by company 

leadership, yet such incidents made mixed contributions to raising the visibility of RAI issues 

more broadly and created additional strain for technologists. Cleo, an AI scientist at a large 
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technology company, reflected on a highly publicized incident involving an AI technology as 

one of the only times she saw leadership directly involved in managing RAI work, although 

under extreme pressure and even shorter timelines. While working on the issue directly was 

stressful, she reflected that the draining aspect of the experience was how it illustrated an 

ongoing pattern of  RAI issues being raised and ignored:  

You work hard to identify the [RAI] issues that exist, you provide ways to mitigate them 
and then you realize that the team is not trying to address them because they don't think 
the issues are important. And that adds a lot to the draining aspect, especially when things 
make their way to social media or, say, there's a New York Times article about the exact 
same issue. Then you see that, okay, now everyone cares [...] once it turns into a PR 
issue. Suddenly we care because, you know, we don't want the New York Times to be 
saying bad things about our models and products. [That reasoning] is, for me, very 
draining because I think that we should definitely care about the societal harms even if 
PR risks are not going to be in play. (Celo, applied scientist)  

 
Cleo’s experience illustrates a broader frustration and source of emotional and psychological 

drain shared by many RAI advocates. RAI issues and work is often invisible due to being 

ignored in planning, but this does not mean that issues are never discussed or flagged. Rather, the 

visibility of RAI within big tech companies is fluid and more often responsive to external events 

rather than internal advocacy efforts. Visibility is constructed out of recognition from others, and 

as Cleo’s experience illustrates, recognition for RAI issues mainly occur under business-

threatening circumstances - in this case precipitated from a PR crisis. Wishing that her company 

“[cared] about societal harms even if PR risks are not going to be in play, she reflected on the 

visibility of RAI in that moment as draining; the abrupt change signaled her organization's 

valuation of public perception over a belief in a higher commitment to responsible technology 

which she held.  

In total, Autumn, Max, and Cleo’s accounts illustrate how invisibility in formal planning 

systems obscure and shape RAI work in ways which have negative effects on well-being. When 
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RAI tasks are frequently excluded from planning, they become compressed into short timelines 

or only recognized in crisis situations, and occasionally framed or taken on as personal 

responsibilities rather than team commitments. In these examples, participants’ accounts show 

how invisibility in planning results in organizational processes which bear on advocates’ well-

being. Advocates embark on sprints which entail long hours and often are subject to timelines 

which they do not control. With a lack of inclusion in planning, RAI work can appear as a source 

of conflict or position advocates in opposition to the goals of their peers. Acknowledgement of 

RAI work is often reactive and prioritizes reputational risks over actual harms, a mis-alignment 

with the beliefs and values which many RAI advocates hold.  

Role fragmentation  

In addition to limited visibility in road mapping and product planning, some AI 

technologists explained that their organizations had comparatively few positions dedicated 

exclusively to RAI work and that RAI work was taken up voluntarily. This decreased the 

visibility of RAI work and contributed to stress by taking on RAI work and advocacy efforts as 

additional tasks on top of formal role responsibilities, and creating situations where technologists 

had to build coalitions to raise RAI visibility and advance RAI issues. Marvin, a data scientist 

working on harm identification and measurement, explained the draining feelings of trying to 

proactively work on RAI problems without formal support as a “tax of trying to be proactive and 

doing this additional [RAI]  work on a kind of volunteer basis, or putting together a plan [when 

the team doesn’t have one]”, referring to the workload of anticipating and planning for RAI 

mitigation in products as a voluntary task in his role. Marvin’s explanations characterize RAI 

work as supplementary, drawing additional efforts which were not reflected in either the scope of 

their roles or hierarchy of priorities communicated from organizational leadership.  
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Fragmentation of RAI work in additional, non-prioritized or formally recognized tasks 

also precipitated additional visibility challenges. While the organization supported efforts to 

recognize RAI work in job roles, created a central office for RAI, and occasions for RAI 

discussion across the organization, such as internal conferences and knowledge repositories, 

much daily communication about RAI related issues and work occurred in informal, backstage 

channels like private Slack groups. Many technologists remarked on feeling ‘a little disconnected 

from one another’ (Shivam, UX researcher), or that they were too frequently “stuck in silos” 

within the organization (Farah, data scientist). Meetings among RAI-minded technologists often 

resulted in discoveries that different teams were working on similar problems without 

communicating, or that internal RAI solutions or tools had been developed which others were 

not aware of because they did not know that certain teams or individuals also worked on RAI 

issues.  

Several technologists described responding to the fragmentation and invisibility of RAI 

work by building coalitions (Garner, 2013; Kassing, 2002), raising influence through 

interpersonal networks by getting buy-in on issues from many voices along organizational 

hierarchy or management chain. This work was effective for motivating favorable RAI changes 

from company leaders, but was also described as some of the most personally stressful 

experiences for AI technologists. Episodes of advocating for RAI support and efforts in front of 

managers and higher leadership in the company were described as “uphill battles” (Jennifer, UX 

researcher), “swimming upstream” (Saad, AI scientist), and technologists like Marvin reflected 

on the strain of  “getting shut down over and over again” as “taxing” and “[hurting] your self 

esteem.” Taken with fragmentation and visibility challenges among RAI advocates, Saad, 

Jennifer, and Marvin’s experiences also illustrate how fragmentation contributes to keeping RAI 
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issues invisible to leaders without adequate internal coalition building among organizational 

members.   

Defending and justifying expertise 

RAI advocates also discussed emotional and psychological tolls from justifying their 

knowledge or experience related to RAI. When advocates discussed RAI related topics with 

product teams and developers, they occasionally faced questioning on the value of the RAI 

knowledge itself, and experienced emotional and psychological drain from having to defend, 

justify, and shape how they communicated RAI related knowledge and procedures. Reflecting on 

her interactions with developers, Meghna, a data scientist who conducted red-teaming of AI 

features, explained, “For me, the draining work is the constant teaching and having to prove that 

RAI matters. Even though I frame conversations a certain way, especially to new feature crews, 

it still takes a lot of me leaning in as a guide handholding.” Max described similar resistance to 

implementing RAI features or indicators in products, explaining “my drive and dedication is for 

doing the right thing for our users. It is always a little bit disheartening when people are like, 

why? Why do we need to do this? Like, this doesn't seem like it would be useful.”.  

Advocates also found that the devalued and stigmatized knowing associated with RAI 

work or tasks sometimes extended to a devaluing of their own identity, knowledge, or role. This 

devaluing contributed to additional tolls and additional, unrecognized work of asserting their 

value or place in their organization. Alyssa, a researcher with a PhD in a social science field and 

experience working in UX research and RAI, described frustration not only with “making the 

same points over and over again and feeling like you’re not getting any traction,” but feeling 

dejected at how the knowledge supporting RAI work and mitigations, and by extension her own 
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training as a social scientist, was not valued among the dominant epistemic culture of her 

organization:  

I think also recognizing that the work is not valued, you know? Understanding that the 
work is not seen as valuable in its own right, it has to directly feed into something 
technical or business related for it to be deemed worthy of investment. And that’s 
difficult to deal with, particularly when it basically is, you know, a way of degrading your 
entire field and the kinds of expertise that you bring to the table. (Alyssa, applied 
scientist)  

 
Similarly, Meghna found that their disciplinary knowledge or expertise in RAI was invisible to 

others around them, which felt like taking on a ‘double job’ of proving their expertise to peers 

and managers who were not familiar with the scope of their credentials:  

You know, the value of the work that you do in any other team is completely known, 
whereas with responsible AI you kind of, you have to like prove yourself as a valuable 
person as well as someone who can actually do the work. So I think that that's kind of a 
double job that adds to the kind of draining aspects. (Meghna, project manager)  

 
RAI work involves knowledge grounded in more critical and sociotechnical ways of 

knowing compared to the dominant epistemic cultures among AI development teams and 

organizations. As Alyssa and Meghna’s experience illustrates, when this hierarchy of knowing is 

enacted, it not only stigmatizes RAI related work and tasks, but also devalues the personal 

expertise and skillsets of those who do RAI work. In both examples, others had minimal 

awareness of advocates’ knowledge and its potential value. They had to not only show the value 

of their knowledge and perspectives (e.g. by linking to business or technical goals), but also 

prove their own value as experts or contributors. Such hidden, backstage work also illustrates 

how a lack of visibility often obscures the degree of effort RAI advocates exert in promoting AI 

ethics, as they sometimes take on additional research tasks to communicate in dominant 

epistemes and re-assert taken-for-granted epistemic authority.  

Invisibility in RAI work  
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 AI technologists’ experiences with the stressors of advocating for RAI illustrate how RAI 

work is rendered invisible within organizations, as many of their role-related stressors can be 

interpreted as either consequences of invisibility or attempts to raise the visibility of RAI issues 

within the context of their work. A cross-cutting theme through technologists’ accounts of 

stressors is that RAI work is frequently taken on as an additional, secondary task on top of their 

formal responsibilities, causing stress and potential burnout from managing the additional 

demands alongside formal responsibilities. Yet technologists’ accounts also show how RAI work 

goes unaccounted for in planning and development, and this lack of visibility compartmentalizes 

RAI work to short sprints on notably tight timelines, further amplifying stressors.  

 On the other hand, RAI work is also constructed as an individualized effort of 

interpersonal influence and persuasion. Work tasks that require empathy, emotional labor, 

managing impressions and relationships are often rendered invisible within organizations and 

significant sources of stress and burnout (Hochschild, 1983; Baines, 2004; 2006; Kosny & 

MacEachen, 2010). AI technologists faced repetitive questioning and challenges about the 

legitimacy of RAI tasks and the validity and relevance of their own knowledge, creating 

significant stressors and drain from doing impression management and emotional labor to 

navigate these challenges and successfully manage relationships while promoting RAI. Some, 

despite having significant technical understanding of AI systems, also felt they had to do 

additional research and learning of technical aspects of AI to assert their legitimacy as experts of 

AI systems. These activities occurred “backstage” (Tracy, 2000) – private, invisible tasks in 

preparation for formal discussions.  

 Visibility is not just an outcome of individual efforts, but is accomplished through 

sociomaterial performances relevant to RAI within organizations. The extent to which RAI work 
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is formally recognized in organizational structure, through features like the dedicated roles, 

resourcing, systems and procedures for accomplishing RAI work, and shared symbolic resources 

and artifacts which constitute RAI work, affects how role stressors manifest and whether they are 

alleviated or compounded. When RAI work lacks organizational support, both in terms of 

visibilizing the work in organizational structure and in affirming the efforts of the individuals 

who perform it, the burden falls on individual advocates, intensifying emotional labor and role 

strain. Conversely, as organizations take steps to integrate RAI into formal structures, visibility 

shifts from being personalized to a more shared organizational responsibility, and stressors shift 

toward the work of performing RAI work in ways that articulate it through organizational 

systems.  

From invisible work to challenges performing visibility  

Negotiating prioritization  

In contrast to preemptively excluding RAI issues from planning and resource allocation, 

a significant site for negotiating the visibility of RAI work for some AI technologists concerned 

questions of prioritization and how to place RAI objectives in relation to other project and 

business goals. One example comes from the experiences of Stephanie, a product manager for AI 

technologies used in primary educational settings. Stephanie explained that she believed that 

RAI priorities were granted more visibility when ‘alignment’ between RAI and business goals 

could be clearly articulated to decision-makers in her organization. She explained that in the 

education domain it was easier to raise RAI issues in business-focused discourses like customer 

trust and experience due to ‘alignment’:  

I’m thoroughly convinced that RAI and business priorities are very closely aligned in the 
education industry, because we are developing for children, and our tools run on trust. 
And that has been something that has resonated for people [when I discuss RAI priorities] 
and I think sort of helps them lend an ear, because nobody wants a PR nightmare, and 
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also nobody wants to break the trust of the educators that we spent so long building trust 
with. (Sephanie, product manager)  

 
Positioning RAI goals broadly ‘aligned’ with business goals such as fostering customer trust and 

avoiding negative PR were discursive openings for Stephanie to discuss RAI goals directly in 

planning and work allocation conversations. Yet in these cases and in working with other 

engineering teams, she found that negotiating the prioritization of RAI goals was difficult, as 

teams generally approached RAI goals as a secondary or tertiary priority and took action on 

differing primary goals. Such efforts made taking action difficult even when there was agreement 

on the specifics of RAI goals. She illustrated with an example of one failed effort to connect 

several teams in her organization around RAI issues. Organizing a large, roundtable-like event 

with other product managers, she explained how differing primary priorities became barriers for 

progress in the event:    

[...] The p one for everyone [at the roundtable] was ‘we have an obligation to not just 
meet the RAI checkboxes, but to advocate for and develop products for AI literacy in this 
space’. Everyone had that p one and that was fabulous. But everyone had a different p 
zero. And because they are on different teams with different goals, different OKRs, and 
different priorities, it was total chaos. Even though we all agreed on the p ones, people 
brought their own p zeros. Someone was looking for increased recognition for their team, 
for feature x, someone was looking to mitigate the risk for a totally different product 
through feature y. Someone else was more interested in just being able to work with [a 
senior leader] and whatever top priorities they brought to the meeting. And I think that 
hindered our progress quite substantially. (Stephanie, product manager)  

 
Framing RAI goals in terms of priorities, Stephanie explained that AI literacy was everyone’s ‘p 

one’ at the meeting, meaning that it was the second priority among the goals of their projects. 

This alignment suggests meaningful visibility of RAI goals, given that multiple product 

managers shared the same awareness and vision for RAI in their product. Yet as Stephanie 

observed, the product managers did not, (and arguably could not) share the same ‘p zero’ or first 

priority which was related to specific goals of their teams or features. This divergence in primary 
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goals (p zeros) created a misalignment that made coordinated action on RAI difficult, despite a 

shared and widely acknowledged (visible) secondary commitment. As her account illustrates, 

stress emerged not from a lack of shared values around RAI, but from the persistent challenge of 

navigating conflicting priorities across teams. For AI technologists, the emotional and cognitive 

labor involved in reconciling these tensions while trying to maintain momentum and legitimacy 

for RAI goals can be a significant and often unacknowledged source of stress even when RAI 

goals and work are largely visible and a site of organizational consensus.  

Prioritization is also shaped by the visibility afforded to engineering processes. At Codex, 

engineering processes were afforded visibility by internal resources and tools for building AI 

technologies. Occasions for discussing responsibility and ethics comparatively appeared 

intangible and out-of-scope. In my own fieldwork of observing internal demos of AI 

prototypes  it was clear that the presence of working prototypes obscured ethics and 

responsibility discussions simply because they were materially present as opposed to abstracted, 

ephemeral discussion of responsibility and ethics.   

Several UX and AI product development teams at Codex worked on a prototype AI 

technology which could be used in various contexts to emulate an user’s preferences and 

behaviors. Despite a relatively short development period, at the time of my observation teams 

were able to demonstrate many robust functionalities and potential use cases, though exact use 

cases for productization were not decided yet. One team testing the technology for use in an 

office context presented their work:  

This team is showing examples of interactions with [the AI technology] in real-
world settings instead of on a meeting platform. Their general idea for the 
physical use case is that such avatars could be representatives of people when 
they are away from their office. The current prototype consists of an avatar 
projected on a wall near someone’s office, and there is about a 6x6’ square of tape 
on the floor. Two small cameras overlook the square on the floor. When people 
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come and step into the square, the avatar greets them and can “introduce 
themselves”, answer questions, take down notes/info for them etc. This particular 
presentation highlighted the body positioning tracking and eye contact features. 
The team was proudly showing how the avatar can detect a friendly wave and 
wave back, and how it can gaze in the direction of the user of the square in a 
realistic fashion. [...] 

 
After the demo, there’s time for audience questions - somewhat surprisingly, one 
of the first questions timidly asked about ethical implications. There is some 
murmured laughter among the audience, like we just opened a can of worms. The 
presenter from the team acknowledged the importance of these issues but 
suggested they “can’t address all of the ethical implications now. `” Another 
audience member suggests thinking of what ethical principles should guide the 
behavior of the avatar, given that they are meant to represent a real person. They 
ask “But what are the “prime directives” here?”,  referring to “basic, ‘do no harm 
principles” that the agent should follow. Another member of the presenting team 
replies,  “This really depends on the goals of the avatar and the context of its use, 
which we still don’t have a complete picture of.” It seems to be a shared sentiment 
among the room that it’s difficult to speculate on the ethical questions because we 
don’t really know how the ultimate context or goals of the agent are. (Adapted 
from fieldnote, 9/6/2024) 

  

In this example of an AI demo, discussion about ethics and responsibility is foreclosed 

due to the early, unclear use case of the technology presented. With ambiguity about the use 

case, the audience and team collectively reached agreement that it was difficult to substantively 

define the ‘prime directives’ of the system - in other words, underlying guidance about defining 

the avatar’s behavior in social interaction, and therefore somewhat unproductive to discuss at 

that moment. Though responsibility and ethics discussions may occur later in the development 

cycle, this account is an example of how differences in visibility attenuate collective 

sensemaking about AI ethics. With a concrete demonstration of the AI technology created from 

ready-made resources, what is immediately made visible to others are the technical features and 

behaviors of the technology in situations which can be decontextualized from end use cases 

where questions of responsible design and human-interaction are more central. It also provides a 

rationale for disqualifying ethical questions and discussion, as the issues can be set aside until a 
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“complete picture” of the end use case emerges. In this way discursive closure about AI ethics is 

maintained by an ostensive adherence to rational principles (e.g. what constitutes a productive 

discussion versus speculation) rather than reluctance to discuss ethical implications.  

Additionally, the visible resources which AI technologists could use for prototyping AI 

technologies, such as numerous ready-made libraries, internal test tools, and extensive access to 

GPU resources greatly compressed the timelines for building working AI prototypes. The near 

fully functional avatar in the above example was built by two people in less than 8 weeks. In 

comparison, user research to understand use cases, especially at the level of depth required for “a 

complete picture,” could take longer and consist of multiple research projects and participant 

recruitment pools. In this way, the ability to rapidly develop AI prototypes with existing 

resources also created time pressure and justifications for excluding RAI work from formal 

planning as described in the earlier section of this analysis.  

Quantification pressure 

A second domain for performing visibility of RAI work is within existing job performance 

management and evaluation systems in organizations. Work is seen and evaluated through 

various mediated mechanisms, often requiring work to be performed in a way which is amenable 

to datafication and quantification (Leonardi & Treem, 2020; Star & Strauss, 1999). Yet 

technologists explained that they often encountered difficulties accounting for RAI work in ways 

that were legible to datafication and quantification. To illustrate this issue, I present an extended 

exemplar from Kelsey, a program director who worked on developing a responsible AI outreach 

and recruiting program at a large technology company. Her account exemplified many of the 

challenges which RAI technologists faced when mapping sociotechnical thinking to formal 

organizational frameworks.  
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Kelsey initially joined her organization in an HR-related role supporting engagement, 

outreach, and equity and inclusion. As awareness about AI ethics and responsibility issues 

increased across the tech industry, she saw an opportunity to extend some existing programs and 

practices to incorporate responsible AI. Noting that tech companies have well-established formal 

commitments to environmental responsibility, she found that it was easy to make a “business 

case” for RAI work by linking to the organization’s environmental and social responsibility 

frameworks, “The things that were more effective were conversations around compliance in ESG 

[…] thinking about, ESG metrics like shareholder pressure, market competition.” 

‘ESG’ is a shorthand acronym for Environmental, Social and Governance considerations, a 

set of principles which guide corporate governance structures for environmental and social 

responsibility. These high-level frameworks nevertheless helped Kelsey facilitate conversations 

about RAI with her boss, who was “one of the most stereotypical engineers I [she] ever 

encountered. […] He did see the value of creating an [outreach initiative for responsible AI] 

similar to [the company’s existing initiatives] on climate. For him, it could be a good way to 

attract the right kinds of passionate green developers that he would like to see, and create more 

of a community of practice.” In other words, she was able to draw parallels with the company’s 

initiatives on climate and environmental programs to garner support for her work in developing a 

similar program for responsible AI. Even her boss, a ‘stereotypical engineer’ in her words, 

meaning someone who would otherwise not see value in RAI or view RAI as a lesser, non-

technical goal, recognized the potential value in attracting engineers and developing knowledge 

around responsible AI.  

In this respect, established frameworks contributed to reducing some of the stressors which 

other advocates described by affording some formal, established precedents to draw on for 
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legitimating RAI work. Rather than being an ancillary task to other work, Kelsey’s work on the 

initiative was the core part of her role, enabling her to make formal resource requests and openly 

dedicate time to RAI work. However, being a core part of her role created an alternative source 

of stress: quantifying her work as part of the performance evaluation practices within her 

organization. Like many technology companies, her organization evaluated individual employees 

and teams on an ‘objective and key results’ (OKR) framework, where significant objectives are 

defined (usually objectives related to the organization’s overall strategy) and evaluated with 

measurable or quantifiable key results. Many organizations put heavy emphasis on the notion 

that key results be measurable. They should have “no grey area” (Grove, 1983) and “no 

judgements” (Doerr, 2018) in their evaluation. Yet Kelsey found that her organization’s OKR 

frameworks posed significant challenges for articulating the performances of her RAI related 

initiatives.  

I think the idea of tying individual goal setting to larger organizational goals makes 
sense. Like, I understand how what a team is doing should make sense within a larger 
strategy. […] But I think the problem is that it's so hard to quantify work that is more 
sociotechnical, that is more about relationships, and, like, understanding how to navigate 
power structures and hierarchies within the workplace. Like, those things are very, very 
hard to quantify. And I think you end up wasting a lot of time figuring out how to 
quantify them instead of just doing the work. (Kelsey, applied scientist)  

 
The need to quantify the sociotechnical, relational aspects of her work within the OKR 

framework was a significant stressor and at times felt “impossible”. She articulated this feeling 

with an example of justifying qualitative research activity, explaining “I would write up research 

proposals, especially for conducting research on kind of like inclusion and diversity, and also 

sustainability, my boss would want to see an actual metric of, like, how much carbon are you 

removing through this research? Yeah, which is an impossible ask.” Asking to articulate tasks 

like qualitative research activity and relational and sociotechnical work through quantitative 
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frameworks rendered her work invisible to her organization’s system for performance evaluation, 

creating additional work and an experience of frustration similar to the experiences of 

technologists who advocated for RAI in a voluntary capacity. Reflecting on her experience, she 

explained,  

You feel like you're not being understood. You feel like communication has reached a 
point of impossibilities. So trying to quantify things that cannot be quantified. That's 
really hard and annoying, and it can make you feel like you want to scream. 

 
Kelsey was eventually laid off from her role during the wave of layoffs across the tech 

industry in 2023. She did not receive formal feedback on why she was laid off. However, 

companies rely on metrics from internal performance management systems to design layoffs, and 

her experience exemplifies the trend of layoffs among responsible AI workers.  

Kelsey’s experience sits at the intersection of multiple overlapping problems facing RAI 

workers. First, there is the question of how advocates go about legitimating and justifying RAI 

work in the first place, especially in contexts where it has not been previously considered as an 

organizational priority. By drawing parallels to existing, legitimized organizational objectives 

(environmental sustainability), she was able to successfully advocate for a formal role in 

developing the organization’s responsible AI programs, arguably overcoming stigmas associated 

with RAI work. However, her experience highlights how allocating formal RAI responsibilities 

does not immediately solve problems related to the stressors and invisibility of RAI work within 

tech companies. As RAI work often involves qualitative research, relational work, and 

applications of sociotechnical thinking which do not map on to clearly quantifiable outcomes, 

there question remains of how to render the visibility of RAI work in formal organizational 

structures like performance management systems which evaluate quantifiable outcomes. In 

Kelsey’s case, communicating work through quantification felt like an impossible task, an 
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additional workload outside of her formal responsibilities, and therefore a source of significant 

stress.   

Other RAI technologists shared related concerns about navigating the visibility of their 

work in their organizations, and what implications the visibility of their work would have for 

longer-term growth in their careers in big tech. How to show work in performance reviews and 

articulate OKRs were salient topics of focus in these matters. For example, Farah explained these 

issues as important in her own mentorship of newcomers to RAI work:  

I appreciate getting to talk to newcomers about making sure that [RAI work] is valued by 
their management chain. I think is also one of the most important things I can do. Right? 
How do you talk about this on your [performance review], for example, so that it's seen 
as real impact and that it's promotable work if you're putting time into it. (Farah, project 
manager)  

 
Training newcomers to narrate their work in their performance reviews so that it could be 

recognized as “real impact” and “promotable work” (e.g. Clair ,1996) rather than remaining 

invisible to the organization. 

 In summary, Kelsey and other technologists’ experiences with navigating performance 

management systems illustrate how allocating formal roles, resources, and tasks related to 

responsible AI do little to alleviate the stressors related to RAI work. While these mechanisms 

increase the visibility and formal legitimacy of RAI work, therefore potentially decreasing 

stressors related to the invisibility of RAI work, they expose RAI work to systems of formal 

evaluation and performance management. These systems, particularly in technology companies, 

ask employees and managers to communicate and evaluate work through quantified metrics, 

creating a new site for additional work and stress related to quantifying the organizational impact 

of RAI work.  
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Discussion 

  Examining the well-being AI technologists offers a window into the character and 

experience of RAI work and advocacy within large technology companies. RAI work is often 

invisibilized to individual efforts taken up in a voluntary fashion, fragmented across roles and 

often unrecognized or prioritized in formal planning. Tasks or considerations for RAI are often 

omitted from formal planning roadmaps or vastly underestimated in resourcing needs, 

intensifying workloads for RAI-minded technologists. If accounted for at all, RAI work is 

temporally compartmentalized into sprints which are dictated by the demands of product release 

cycles or external critical incidents. In addition to these intense work demands, technologists 

discussed having to frequently ‘prove RAI matters’ in their work context, facing frequent 

challenging and questioning on the necessity of RAI tasks or validity of knowledge underlying 

them. Yet when organizations make efforts to formalize or integrate RAI into work processes, 

another set of stressors emerge from efforts to negotiate RAI priorities in relation to other goals, 

and make RAI work visible to formal goals and accountability mechanisms. Banal tasks like 

articulating goals through standard OKR frameworks or narrating accomplishments on 

performance reviews become pain points for technologists because existing frameworks often 

fail to capture or adequately evaluate the sociotechnical, relational aspects of RAI work.  

Stress and the invisible work of RAI advocacy  

 Examining the task and organization-related sources of stress in doing RAI work shows 

that RAI work is often rendered invisible within large technology companies. The findings from 

this chapter suggest that RAI advocacy work has at least two dimensions of invisibility – 

invisibility rendered from a lack of recognition or accommodation of RAI work in formal 

processes, and the invisible labor of interpersonal advocacy and persuasion in the face of hostile 
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organizational cultures.  As organizations acknowledge the need for RAI related resources and 

roles, some stressors related to the former dimension of invisibility are likely to be reduced. 

Formal RAI approval structures and policy frameworks, for instance, occasion discussions about 

RAI and ensure its inclusion in planning. Furthermore, these resources may reduce stressors 

related to the latter issue as they constitute internal messaging which gives sense to RAI as a 

legitimate issue.   

Proposition 1: As internal visibility of RAI objectives increase, stress related to a) 

planning exclusion, b) role fragmentation, and c) stigmatized knowledge sharing 

decreases.  

 However, these actions also transfer stressors to a third potential dimension of invisibility 

related to RAI work: invisibility related to evaluation. As internal HR systems and evaluation 

frameworks demand quantification of work or ‘objective’ operationalization of goals, they may 

limit the visibility of some performances of RAI work and create stressors related to making RAI 

work visible within their systems. At the individual level, articulating RAI work in visible ways 

creates an additional workload and source of stress, and potentially a limiting factor in promotion 

and longer-term career growth. Some tasks may also be more visible than others, for instance 

work on measurement and risk identification which can make use of primarily quantitative or 

rationalized frameworks may be more visible and therefore prioritized than tasks like 

interpersonal influence. Organizations also face a challenge in managing RAI work if significant 

tasks employees carry out to accomplish it are not accurately articulated, measured, or 

evaluated. Therefore, I propose: 

Proposition 2: The relationship between internal visibility and RAI role related stress will 

be moderated by the extent to which RAI tasks must be articulated through rationalized 
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mechanisms, such that the relationship will be stronger in the presence of higher 

rationalization.  

The costs of capture in making RAI work visible  

A second-order implication from observing differences in stressors is how increased 

visibility may transform RAI work into tasks which can be quantified, datafied, or clearly 

presented to third parties for evaluation; as technologists have incentives to choose RAI related 

tasks that lend themselves to these conventional aspects of visibility over tasks that cause stress 

or are difficult to articulate (Leonardi & Treem, 2020; Passi & Jackson, 2018). As organizations 

also make efforts to support RAI, the visibility of RAI work is a key principle underlying several 

dimensions in frameworks for organizational change and maturity in RAI, for instance in 

normalizing collaboration around RAI work or making RAI work auditable (Ayling & Chapman, 

2022; Landers & Behrend, 2022). Yet with organizations prioritizing RAI work and allocating 

resources, one might ask: what performances constitute visible RAI work and who defines 

performances as constitutive of visible RAI work? As much RAI work has gone invisible or 

unrecognized by organizations, the character of tasks and meaning of RAI work has largely been 

left to be defined by individual AI technologists and advocates, however this will likely change 

as organizations take interest in RAI.  

Conclusion 

This chapter highlights how the visibility of RAI work shapes both organizational 

processes and the experiences of AI technologists. While the goals of RAI advocacy are often 

oriented toward raising awareness and securing recognition—through formal structures, metrics, 

or interpersonal influence—many of the practices that constitute this work remain hidden within 

the everyday flows of AI development. Analysis of interviews and observational notes reveals 
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that these invisibilized practices, whether in planning, resource allocation, or the backstage labor 

of emotional and relational work, have significant implications for technologists’ well-being. At 

the same time, efforts to formalize or increase the visibility of RAI work are not unambiguously 

beneficial: they can introduce new stressors and tensions as critical, sociotechnical practices are 

forced into rationalized organizational systems. By examining both the hidden and made-visible 

dimensions of RAI work, this chapter underscores the complex, sometimes contradictory 

relationship between organizational recognition, advocacy, and the sustainability and dignity of 

those performing ethical labor in AI development. 
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CHAPTER 5: DISCUSSION  

 
Chapter summary and synthesis  

This dissertation examined internal employee advocacy for responsible AI in large 

technology companies. As AI technologies and ethical concerns about AI have gradually become 

more salient, technology companies have begun to take up measures to ensure safe and 

responsible AI. This project explores what the uptake of RAI looks like from the inside of large 

technology companies, a somewhat rare view in the organizational literature. Findings have been 

organized into two studies - the first examining the dynamics of advocating for RAI related 

perspectives in practice, and the second examining how advocating for RAI affects the personal 

well-being of technologists in relation to organizational recognition.  

This project begins with a set of theoretical assumptions about AI ethics and 

communication in the development process. I contended that AI development and the practices 

which promote RAI are constituted by epistemic discourse - that is, that AI technologies in 

development come to be known through discursive representations. As technologists collaborate 

on AI development, they collectively negotiate discursive representations of the technology 

which accentuate or materialize relevant characteristics of responsibility, safety, and ethical 

design and use. In this way, the work of AI development is the work of knowledge sharing and 

accomplishing (Treem, 2012; Kuhn & Jackson, 2008; Suchman, 2006). Just as a biologist would 

use a microscope to view the otherwise unknowable image of a bacteria, AI technologists enroll 

discursive artifacts like fairness metrics or red-teaming results in knowledge performances to 

render otherwise unknowable characteristics of an AI technology’s performance (cf. Amoore, 

2020).  
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Study 1 (Chapter 4) explores how epistemic discourse about responsible AI plays out in 

practice. Consistent with prior work on the epistemic cultures of AI, I find that knowledge 

contributions are not treated equally among technologists (Agre, 1997; Birhane, 2022; Forsythe, 

1993; Rakova et al., 2021; Widder, 2024). Rather, hierarchies which favor universalist 

perspectives and rationalized, technical expertise over critical or more pluralistic forms of 

knowledge define the epistemic cultures of AI development inside large technology companies. 

This observation is the starting point for my analysis. As large technology companies orient 

toward RAI related goals, deeming them valuable and worth pursuing, they lend legitimacy to 

some of the previously oppressed or devalued epistemic perspectives that serve as foundations 

for RAI work. However, like any cultural change, this supposed shift in epistemic culture is not 

uniform across the day-to-day practices in AI development. Concerned technologists use a 

variety of persuasive tactics to advocate for RAI, and communicatively manage others’ implicit 

perceptions that RAI work is out-of-place according to epistemic norms.  Based on these 

observations, I argue that RAI work, and the technologists who perform and advocate for it, have 

legitimacy but are nevertheless stigmatized on epistemic grounds.  

In study 2 (Chapter 5), I extend focus to the ecology of visibility related to RAI work by 

exploring what aspects of RAI work are recognized and supported by organizational structures, 

and what aspects are hidden. I find that many hidden tasks as well as consequences of a lack of 

recognition have detrimental consequences to the well-being of technologists who take on RAI 

work. Despite ostensive organizational messaging which supports RAI, it is frequently un-

accounted for or under-resourced in project planning, creating significant stress and additional 

workload for technologists who take it up. In addition RAI work is often fragmented across 

existing roles in organizations, as concerned technologists take on RAI work in addition to 
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formal responsibilities beyond the purview of mechanisms for formal recognition or work 

allocation. Technologists’ expertise is also occasionally hidden or un-recognized by others, 

forcing them to defend or justify their claims to expertise, and sometimes do additional 

backstage research or learning to more effectively communicate with peers and teams. All of this 

additional work, combined with limited control or agency in setting timelines for projects, 

creates significant stress and emotional or psychological harm. Yet I also find that efforts to 

make RAI work more visible and recognized may not necessarily ameliorate poor well-being 

outcomes. Rather, lending visibility to RAI work shifts well-being burdens as technologists 

navigate accounting for often relational, unquantifiable tasks in relatively rigid performance 

evaluation systems and fight for prioritization against more structured tasks. In total these 

findings offer a more nuanced picture of how affording visibility to RAI work may both support 

and undermine technologists’ well-being.  

Cross-cutting themes and implications  

Beyond the contributions of each study, there are several cross-cutting themes in the 

implications of this work which make relevant contributions to organizational theory and the 

broader conversation on AI ethics and responsibility. Table 6.1 summarizes cross-cutting themes.  
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Table 6.1. Cross-cutting themes 

Theme 1  Epistemic 
stigma in 
knowledge 
accomplishing 
work and its 
relationship to 
staging ethical 
and responsible 
AI  

In Ch. 1, advocates described 
several preemptive strategies to 
manage communication about 
responsible AI, many of which 
constitute an underlying stigma 
associated with knowing AI 
through critical, sociotechnical 
perspectives.  

In Ch. 2 we see that a 
notable amount of advocacy 
work occurs in the 
organizational backstage, in 
private discussions and 
research sessions which 
occur outside of the scope of 
job duties. Such dynamics 
reinforce the notion that 
critical knowing of AI is a 
matter out of place. 

Theme 2  The contested 
terrain of 
organizational 
authority and 
resistance as AI 
ethics becomes 
routine 

In Ch. 1, while advocates 
generally fought for more 
formal structure and shared 
boundary resources for 
facilitating RAI, there was also 
concern that boundary resources 
and structures risked reducing 
RAI to a mindless, ‘checklist’ 
process, or that boundary 
resources reified stigmas 
associated with RAI. At times, 
advocates chose to circumvent 
or not use resources.  

In Ch. 2, the hidden, 
invisible nature of RAI work 
and stigma associated with 
critical knowing attenuated 
advocates’ epistemic 
authority in some 
circumstances, forcing them 
to re-assert authority through 
additional research and 
work.  

Theme 3 Ecologies of 
visibility and 
their 
implications for 
an emerging 
community of 
practice  

In Ch. 1 we observe that some 
RAI advocates described feeling 
detached from one another, and 
increasingly distinct from others 
in AI ethics. 

In Ch. 2, advocates 
experience frustration and 
difficulty with rendering 
RAI work visible in existing 
organizational structures, a 
potential barrier for personal 
career advancement among 
advocates and an 
organizational limitation for 
the management of RAI 
work.  

 

Theme 1: The role of epistemic stigma its relationship to staging responsible AI 

 In both empirical chapters, stigma related to RAI knowledge and its associated practices 

are enacted by AI technologists in ways that keep RAI work in the organization backstage 
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(Tracy, 2000). Consistent with findings from stigma literature in other occupational domains 

(Meisenbach, 2010; Tracy & Scott, 2007), many of the tactics that technologists use to pre-

emptively manage this stigma actually reify it to varying degrees, and furthermore, contribute to 

the hidden, backstage nature of RAI work. For example, in Chapter 4, some technologists 

described an impulse to strategically distance themselves from and/or not use certain forms or 

checklists with technical teams as the items evoked stigma associated with slowing down and 

complicating work. While this tactic was often successful in bringing teams to the table to 

discuss RAI informally, this strategic disuse of boundary objects reified the notion that certain 

RAI related processes were arduous or unnecessary, and could exist separate from formal or 

‘real’ processes or documentation. Similarly, in Chapter 5, technologists described that a notable 

amount of RAI work occurs in the organizational backstage - discussing issues in private 

sessions which occur outside of the scope of job duties, or by doing additional research and 

reading off the clock. Some technologists reflected that they wished they were more aware of 

like-minded peers, but with little direct communication about RAI such peers were difficult to 

identify. These dynamics reinforce the notion that critical knowing of AI is a matter out of place; 

not appropriate for formal channels and beyond the bounds of standard work roles. 

Technologists’ strategic use of language to discuss RAI in formal occasions, often describing 

RAI concerns or issues in non-RAI related language, also relates to the notion that RAI related 

language has limited place on the ‘front stage’ - like formal meetings, or written communication. 

Theme 2: The contested terrain of organizational authority and resistance as AI ethics 

becomes routine 

 Both chapters speak to technologists’ enactment of authority. For example, in Chapter 4, 

technologists generally fought for more formal structure and shared boundary resources for 
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facilitating RAI. However, many also expressed concern that boundary resources and structures 

risked reducing RAI to a mindless, ‘checklist’ process, and that boundary resources reified 

stigmas associated with RAI as described above. Technologists explained these concerns as 

reasons why they sometimes chose to circumvent processes or not use boundary resources - 

instead opting for “values-based” informal discussions or other more indirect persuasive tactics, 

like trying to “get into their minds” or make appeals to emotion or embodied experience. Yet 

from a power and authority perspective, a cautious approach to engaging with formal structures 

could suggest that technologists have some desire to retain some amount of epistemic authority, 

or not cede all authority to formal processes even if those processes are designed to support 

RAI.  

Theme 3: Ecologies of visibility and their implications for an emerging community of practice  

A final cross-cutting theme concerns the ecologies of visibility that shape an emerging 

community of practice around RAI. As discussed in Chapter 1, some advocates described feeling 

detached from one another and increasingly distinct from adjacent AI ethics communities, 

limiting collaboration and knowledge sharing and contributing to a sense of isolation. Isolation, 

in turn, can exacerbate experiences of stigma or a sense of being cast out. While Ashforth and 

Kriener (2014) suggest that stigmatized groups may cultivate high entitativity by rallying around 

a shared identity, RAI advocates face a distinctive challenge: their identity is often concealed or 

obscured by broader invisibility dynamics. Chapter 5 showed how advocates struggled to render 

their work visible within existing organizational structures, a problem that constrains both 

personal career advancement and organizational capacity to manage RAI work. In this way, the 

invisibility of RAI advocacy not only intensifies individual experiences of marginalization but 

also hinders the consolidation of a robust, connected community of practice.  
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Implications for the study of AI and organizing  

AI ethics as an organizational problem 

Holistically, the findings in this project suggest that many of the challenges to developing 

and implementing responsible AI technologies are organizational in nature, and moreover, 

follow classic patterns of dilemmas and power dynamics outlined in the organizational literature. 

In other words, what seems to be technical is actually organizational. Although AI technologies 

have novel, intrinsically unique qualities which bear concerns for ethics and responsibility, this 

project found few examples of responsible AI work being hampered by purely technical 

challenges compared to issues of organizational communication. Where prior literature has 

grounded ethical and organizational questions related in some of the intractable technical 

qualities of AI systems, it has perhaps jumped ahead of some of these more basic questions 

related to getting organizational buy-in and commitment to responsible or ethical AI in the first 

place. Findings that discussing responsible AI remain stigmatized among employees, that 

responsible AI work is under-resourced or excluded from formal planning, and that 

organizational changes for responsible AI are the result of efforts of upward advocacy from 

concerned employees suggest that responsible AI may be enabled and constrained by 

organizational factors more so than technological qualities.  

For the foreseeable future, AI technologies will remain controlled by people in their job 

roles and bounded by constraints imposed by the organizations who build them. Much existing 

organizational literature has increasingly focused on the question of AI interaction and control in 

job roles through emphasizing shared agency (Anthony, 2018; Fang et al., 2024; Van den Broek, 

2025), but has backgrounded the point that AI agents are constructed (often by third parties) with 

a vision for their use which encompasses affordances, constraints, and a latent space of 



 140 

possibilities for harm arising from sociotechnical factors. In approaching AI and organizing from 

this ‘left’ side (Bailey & Barley, 2020; Xu, 2023), this project suggests that ethical questions 

about the nature of AI agency, such as how it is that AI agents come to produce harm or behave 

in unexpected ways, can be answered by foregrounding the organizational processes in which AI 

agents are built.  

This work also intersects with a stream of organizational literature which has broadly 

asked how employees come to know and make sense of AI systems in relation to their existing 

expertise. This literature has explored these questions from the implementation and use 

perspective; how professionals construct epistemic beliefs about AI technologies grounded in 

their perspectives as users (Anthony, 2018; Lindberg et al., 2025; Scarbrough et al., 2025; 

Stinson & Vlaad, 2024). This project extends this literature by examining AI technologists’ 

epistemic beliefs grounded in their perspectives as builders of AI technologies. Technologists do 

not share a unitary view of AI technologies, rather there is a pluralism of approaches to knowing 

AI nestled in epistemic hierarchies which are constituted in day-to-day communicative practices 

regarding responsible AI.  

Epistemic stigma and knowledge accomplishing 

 There has been an increased interest in stigma across communication and management 

literature, with research further developing and refining the construct across contextual factors 

(Aranda et al., 2023). By observing how AI technologists discuss responsible AI in contexts 

where it occupies a lower status in the epistemic hierarchy, this dissertation extends stigma 

theory to knowledge accomplishing and performance in organizational contexts.  

 Research on stigma in the workplace has historically focused on ‘dirty’ professions, job 

roles tainted by social, physical, or morally discrediting traits (Ashfroth & Kreiner, 2014). This 
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work has largely focused on low-status occupations, though an increasing body of literature is 

exploring the notion of stigma and dirt in higher-status occupations (Bouwmeester et al., 2022; 

Carollo et al., 2024; Chow & Calvard, 2021). In line with this work, this project inquires about 

stigma in a relatively high-status, knowledge-work context. Like work where defining physical, 

social, or moral features are core contributors to stigma, this project finds that knowledge 

contributions can be stigmatized in interpersonal communication when they are defining features 

of a role.  

Epistemic stigma is distinct from, but related to legitimacy and hierarchy of knowing 

because it emerges in occupational contexts where a plurality of epistemic approaches to 

accomplishing knowledge have been legitimated by organizational and institutional authorities. 

Extending the focus from differential perceptions of knowledge accomplishing practices (e.g. 

tacit versus formalized knowing), or ‘types’ of knowledge performances (Barbour et al., 2016), 

or differential scope in knowledge performance (Woo et al., 2022), epistemic stigma contends 

with judgments and perceptions of one’s own epistemological stance toward a topic and how 

one’s perceived stance informs the way one’s contributions are handled in collective knowledge 

accomplishing. Stigmatized epistemological positions or approaches originate from epistemic 

hierarchies, and hierarchies are constituted in communication by marks of epistemic stigma – for 

instance particular language, phrases, allusions to lower-status methods.  

 By observing meanings that produce stigma and enacted tactics to manage stigma, I show 

that both stigmatized and stigmatizers participate in producing epistemic stigma and reify 

epistemic hierarchies. AI technologists are aware of stigmatized perceptions and often 

preemptively manage stigma by enacting tactics which embrace or reject stigmas to varying 

degrees. On one hand, the diversity of tactics and examples of how they have contributed to 
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influencing others to accept stigmatized stances suggests that epistemic hierarchies may be more 

flexible than prior literature suggests. Yet in enacting tactics to overcome stigma, technologists 

reify some of its underlying assumptions and contribute to maintaining epistemic hierarchy. 

While the creativity and persistence of technologists’ tactics show that epistemic hierarchies can 

be contested and reshaped, the continual need to manage stigma also reinforces unequal 

conditions of recognition and legitimacy. For organizations, this suggests that cultivating 

responsible AI practices requires efforts toward structural change beyond relying on individual 

advocates. More broadly, tracing the communicative production of epistemic stigma illuminates 

how responsibility-oriented labor is simultaneously a site of resistance and reproduction 

(Christensen et al., 2015) 

Big Tech as a pluralistic site  

A current conversation in the AI ethics and responsibility community concerns the extent 

to which large technology companies or “Big Tech” engages in corporate ‘ethics washing’ and 

more broadly exerts influence in constructing narratives and meanings of “AI ethics” (Whittaker, 

2021; Van Maanen, 2022). Given the extensive monetary support of AI ethics research, 

practitioner communities like FAccT, and interest in AI governance, critical voices have raised 

concern about the extent to which large technology companies may be positioned to enact 

agendas that privilege ethics and responsibility inquiry that is ultimately self-serving or 

‘neutralizes more fundamental critiques’ as Whittaker (2021) argues. While this project alone 

certainly cannot allay such concerns, it does show that much debate in public and academic 

spheres about AI ethics also plays out internally among employees of large technology 

companies, and in ways which do affect organizational discourse and structure. AI technologies 

are not uncontested within the organizations promulgating them, especially in matters related to 
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responsibility, safety, and ethics. Perhaps most importantly, the members of large technology 

companies are far from monolithic in terms of enacting a particular agenda or discourse which 

obscures critique.  

In light of these observations, defining a particular agenda or unitary vision of ‘big tech’ 

for theoretical or rhetorical purposes may risk over-determination. Understanding the ‘vision’ of 

the creators of AI technologies matters, especially in relation to ethics and responsibility (Bailey 

& Barley, 2020). Yet in exploring the organizational site where visions of use are constructed, I 

find that there is rarely a unitary or even consensual vision that organizes what is considered in 

AI development. The AI technologists who participated in this research hold a variety of 

positions and beliefs about AI ethics, many of which show notable amounts of critical reflexivity 

about their role in big tech, limitations, and biases. Yet the contributions of these perspectives on 

the ultimate outcomes of AI technologies vary, as they exist in ongoing tension with 

organizational structures and circulate with discourses that stigmatize or invisibilize some certain 

aspects of AI ethics. To that end, this project offers some theoretical tools to help explain why 

and how some perspectives on ethics may be influential, adding nuance to the conversation on 

the institutional power of big tech in influencing AI ethics.  

Future directions for research  

There is much opportunity for future research on organizational dynamics in the 

development of ethical and responsible technology (Xu, 2023). First, this project has examined 

the work of promoting RAI from a grassroots, bottom up perspective. Many technologists 

pointed to the role of organizational leadership in producing and sustaining barriers to RAI. A 

charitable interpretation might suggest that company leaders lack adequate training, models, or 

judgment to address ethical issues related to AI internally within their organizations. As such, 
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one area for future AI ethics and organizational research is examining how to develop 

organizational leaders to more readily grapple with demands of ethical and business issues when 

it comes to AI technologies. A more critical stance would dispute the deficiency framing (e.g. 

leaders simply lack adequate training or skills), pointing out that ignoring or suppressing RAI 

work is a deliberate choice which serves more salient business interests, or even that RAI work is 

oppositional to the ideologies about AI espoused by big tech leaders. Future research adopting 

this position might explore the processes through which leaders strategically neutralize RAI 

related concerns in their organizations.  

As this research is based on field observation, another productive direction would be to 

use experimental methods to more systematically assess the underlying factors which contribute 

to promoting RAI perspectives among practitioners. As RAI work and advocacy is immersed in 

situations involving ethical judgement, decision-making, and knowledge-sharing, experimental 

methods could be well-suited to testing various interventions in a controlled setting and 

overcome access issues related to tech companies. Such work could also complement existing 

user-research of various ethics and responsibility related artifacts and toolkits (e.g. Heger et al., 

2022) by clarifying and refining explanations of how use and decision-making are influenced by 

underlying communicative and/or psychological factors.  

Finally, future research should continue to trace the emergence of RAI work as a distinct 

profession with unique disciplinary knowledge and practices. This dissertation takes a small step 

in contributing to the gap in organizational literature about workers in responsible AI, but more 

research can be done (particularly from a quantitative perspective) to understand how RAI work 

is becoming formalized at an institutional level. Studying this formalization could, for example, 

point to more systematic answers about what epistemic perspectives are becoming legitimized, 
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or how RAI work relates to other issues like gender, race, and structural precarity, a theme 

evident in some interviews in this project but not frequent enough to draw conclusions from. 
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