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ABSTRACT

HARSHIL SUTHAR. Value-of-Information guided joint path-planning and
communication for multi-agent teaming. (Under the direction of DR. DIPANKAR
MAITY)

This thesis investigates the problem of collaborative exploration and transmission
of information among a team of heterogeneous agents, to facilitate fellow agent’s nav-
igation in unknown environments with limited bandwidth resources. In such systems,
the navigation cost of an agent is influenced by the amount of possessed information
it receives from other supporting agents. Under such circumstances, the supporting
agents has to efficiently explore the unknown environment and transmit informa-
tion to navigating agents. To address it, we design a joint communication and path
planning framework for team of heterogeneous agents, and analyze and improve the
tradeoff between the cost-of-navigation and the amount of data-transmission.

The proposed framework includes two agent types: Seeker, which moves towards
designated goals, and Supporter, which assists by mapping remote locations. To
minimize the traversal cost of navigating agents, the supporting agents perform on-
line path planning for exploring relevant portion of the environment, and efficiently
transmit gathered information based on the Value-of-Information (Vol) in restricted
bandwidth environment. This study evaluates the cost of navigation and data com-
munication by analyzing the team’s performance based on what type of information
is transmitted, when transmission is triggered, and, for multiple seeker and supporter
agents, how much information being send to each and by whom. Simulation results
shows that our proposed methodology reduces the amount of data being transmitted
significantly (more than 95% reduction) with a minimal (less than 12%) increase in

the navigation cost on average across multiple examples.
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CHAPTER 1: INTRODUCTION

Consider a team of autonomous aerial and ground agents performing search and
navigation operation in a post-disaster environment with degraded infrastructure.
The aerial agent can y ahead and explore remote area with a bird's-eye view, whereas
the ground agent shall navigate and inspect target on the unknown terrain. The
ground agent tries to navigate at the inspection site with minimum navigation cost
and the aerial agent attempts to assist the ground agent in its navigation by send-
ing terrain-relevant information. Since the team is operating in post-disaster area,
available communication resources might be limited for agents to exchange mission-
relevant information. Therefore, even if the aerial agent has all the relevant infor-
mation, it cannot transmit it instantaneously. Hence, the aerial agent has to not
only gather relevant information, it also requires decision making in sending timely
information under limited resources.

Such collaborative exploration in unknown environment under restricted commu-
nication conditions presents a critical challenge for autonomous agents to exchange
information with others within the team. This is not only limited to the case of
two agents as described above, but also relevant to team of multiple agents with ap-
plication across domains of hazardous terrain survey [1], underwater inspections [2],
and subterranean exploration [3]. For such cases, the system performance is deter-
mined by e cient completion of task with minimal data exchange, as communication
is severely limited in such applications. This thesis addresses the problem of e -
cient exploration to gather relevant information, and simultaneous transmission of
critical information to assist other agents navigate in the unknown/partially known

environment with communication constraints.



1.1 Motivation and Context

Recent developments in the eld of collective intelligence have shown a remarkable
increase in the use of teams of autonomous aerial and ground robots. Application of
such heterogeneous teams, range across a broad domain, including search and rescue
missions in unknown environment [4], data collection for precision agriculture [5],
inventory inspection in warehouse environments [6], and for scienti c sampling in
planetary exploration [7]. In these tasks, agents interact with each other via coor-
dination, cooperation, and collaboration to enhance their performance by leveraging
work distribution, spatial coverage, and specialization [8].

The most common form of interactions in systems with the unmanned aerial ve-
hicle (UAV) and unmanned ground vehicle (UGV) is via exchange of information
through communication, enabling each agent to build a global situational awareness.
Each agent then makes informed decision based on received information from other
agents. Collaborative navigation through an unknown environment involves consis-
tent exchange of time-critical information for agents to make sequential decisions.
To maintain overall performance, e cient communication is necessary to ensure that
relevant information is shared in atimely and communication-aware fashion while
abiding by any communication constraints (such as bandwidth limits) imposed by

the environment or the hardware resources [9].

Applications of Proposed Framework

(a) Search and Rescue (b) Defense Navigation (c) Space Exploration
[credit: Shaojie Shen] [10] [credit: AMIC] [11] [credit: JPL] [12]

Figure 1.1: Potential applications for the framework presented in this thesis.
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In real-world scenarios, autonomous agents operating in unknown environments
experience di culties in information transmission due to factors like interference,
occlusion, range limitations, and restricted bandwidth availability. Figure 1.2 illus-
trates the various aerial agent types relevant to this work. They capture image of size
ranging from  10MB to 10aMB. Commercial UAV similar to the ones shown
in Figure 1.2(b) transmits frames at 30fps. Hence, maintaining seamless trans-
mission of data for such agents can be challenging in environments where available

communication resources, are limited.

(a) Scouting UAV (b) Commercial UAV (c) Defense UAV

[credit: Wikipedia] [13] [credit: DJI] [14] [credit: Northrup Grumman] [15]

Figure 1.2: Various UAV types potentially applicable to the proposed framework.

To address these problems, communication can no longer be treated as an af-
terthought in robotics applications; rather, ajoint communication-perception-planning
framework is essential for designing e cient plans for operation in unknown environ-
ments. Each sender robot must determine thealue of information before transmit-
ting data to teammates by using the shared and limited communication resources.
In the controls community, joint sensing-communication-control frameworks have
been developed, where communication and sensing are performed in eitheeaant-
triggered or self-triggeredfashion to reduce the exchange of communicated data [16].
In the context of the UAV-UGV collaboration problem, this translates to agents de-
ciding which area to explore to gather the most relevant information, which pieces of
information to send and when to send, and how to plan paths that are informed by

the previous two objectives



1.2 Research Objectives

Based on the context and the motivation outlined above, the objective of this thesis
is to design and evaluate the collaborative framework for a team of heterogeneous
agents in an unknown environment and with limited communication. Mentioned

below are the main objectives of this thesis:

1. Design a scalable and modular framework for heterogeneous agents operating
in an unknown environment with incomplete information, and assisting other

agents by sending task-relevant observations.

2. Assess the system performance by implementing various communication strate-
gies (with and without feedback), and examine the system behavior by trans-
mitting di erent types (optimistic, pessimistic, and a combination of both) of

information.

3. Evaluate the performance of the team under di erent environmental settings.
The evaluation of the framework is assessed based on the navigation cost, the
amount of information sent, the time to navigation, and the channel access by

the agents.

1.3  Thesis Contribution

This thesis contributes to the domain of UAV-UGV collaborative autonomous nav-
igation in an unknown environment with limited communication. Following are the

speci ¢ contributions of this thesis:

1. Communication protocol design with combination of/alue-of-information [17,
18] and age-of-information [19] methods for an agent to decide what piece of
information is relevant to the task of receiving agent, with explicit consideration

of bandwidth constraints that limit the amount of data shared at any given time.
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2. Joint path planning and communication decision-making for the supporter agent.
Where its information gathering process is guided by the agent seeking help,
and its decision orwhat, when, and how mucimformation to transmit depends

upon the proposed communication protocol.

3. Experimentation and analysis of di erent transmission strategies. The types of
transmission strategies are determined by the nature of the information being

transmitted and the associated communication trigger conditions.

1.4 Thesis Structure

The rest of the thesis structure is organized as follows:
Chapter 2: This chapter presents an overview of related work, reviewing both prior
and recent approaches in the given domain and highlighting their respective strengths
and limitations.
Chapter 3: It o ers a detailed introduction to the fundamental concepts essential
for understanding the framework's design, accompanied by an intuitive illustrative
example.
Chapter 4: This section outlines the assumptions, describes the formulation, presents
the problem statement, and introduces the proposed framework.
Chapter 5: Explains the path planning process for the agent navigating on the ground
and exploration strategy for helper aerial agents.
Chapter 6: Explainsvalue-of-information based approach for selecting and sending
the available information e ciently with various mode of transmission.
Chapter 7: Discusses the process when to sendinformation with various types of
communication triggers, based on their corresponding parameter values.
Chapter 8: This chapter describes the team of single supporter and multiple seeker.
It presents the method forhow much to transmitbased on mixed integer linear pro-

gramming.
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Chapter 9: It presents the simulation and experimental results for the methods dis-
cussed in previous chapters, providing details of the experimental setup and an in-
depth analysis of the ndings.
Chapter 10: This section summarizes the presented framework and the conclusions
drawn from the results, highlights the limitations of the work, and discusses potential

directions for future research.



CHAPTER 2: LITERATURE REVIEW

For a team of collaborative autonomous agents operating in an environment with
limited communication and partial information, various challenges arise related to
planning, coordination, and information sharing. Addressing these challenges re-
guires a comprehensive approach that encompasses exploration strategy planning and
communication-driven decision-making. Therefore, this chapter provides an overview
of prior works in the areas of path planning, multi-agent exploration, collaborative
UAV-UGV teams, communication with data compression, and learning-based com-
munication strategies. Additionally, it brie y discusses the drawbacks associated with

each category of work.
2.1 Path-Planning

Path planning is a fundamental discipline of robotics that has enabled numer-
ous advancements in autonomous exploration and intelligent decision-making. It has
been extensively studied in conjunction with a wide range of tasks, including infor-
mation gathering, planning under sensor and communication constraints, semantic
understanding incorporating semantic information such as object categories, terrain
types, or task-relevant labels multi-objective optimization, and multi-agent coordi-
nation. Despite its maturity, it remains an active area of research within the robotics
community.

Early work in path planning, such as Dijkstra's algorithm in [20], focused on nding
the shortest path to a goal on graph-based maps. Subsequently, A* was introduced
in [21] as a faster method for computing the shortest path by incorporating heuristics.

Stentz [22] and Koenig et al. in [23] proposed the D* and D*-Lite algorithms, respec-
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tively, for planning paths in unknown, partially known, and dynamic environments
by updating and repairing the graph online.

Likewise, for state spaces with high resolution or continuous domains, sampling-
based planning methods are e cient. The method proposed by the authors in [24]
introduces the Probabilistic Roadmap (PRM), which is capable of handling multiple
planning queries. PRM constructs a roadmap by sampling the con guration space
and connecting feasible con gurations. To plan a path between a start and goal, it
connects them to the roadmap and uses a graph search algorithm (e.g., Dijkstra or
A*) to nd a valid path. In contrast, author in [25] presents the Rapidly-exploring
Random Tree (RRT), a single-query algorithm that builds a tree through random
sampling in the con guration space. It does not require any explicit planner; instead,
it obtains a path by backtracking nodes from the goal back to the start (root of the
tree). Furthermore, in [26], the authors present RRT* (an extension of RRT) that
asymptotically converges to the optimal path.

Schmid et al. in [27] present an RRT*-inspired online informative path planning
algorithm for micro aerial vehicles (MAVs). The proposed sampling method maintains
a single, persistent tree that is updated over time. As the UAV moves, it shifts the
root of the tree to its current position and continues growing and re ning the same
tree.

Various path planning methods have also been applied to multi-objective optimiza-
tion. The authors in [28] address path planning with the simultaneous optimization
of two objectives: path length and obstacle clearance. They introduce the Pareto-
Optimal Paths Graph (POP-Graph), which stores edges that may appear in the
shortest path across all clearance levels. Using the stored Pareto-optimal paths, the
best trade-o between length and clearance can be selected from the POP-Graph
based on the application's needs. On the other hand, the authors in [29] present

the Multi-Region A* (an extension of A*) for visiting multiple regions in a speci ed
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order with minimum cost. They also introduce Windowed Multi-Region A*, a faster,
approximate planner that balances path optimality and computation speed.

Some studies propose planning methods that incorporate both geometric and se-
mantic information. Lim et al. in [30] present the COA* path planner, which com-
putes the shortest path among a set of paths with minimal inclusion of low-class edges
in a weighted colored graph. The weighted graph encodes geometric information as
edge weights and semantic information as edge and node colors. In a subsequent
work [31], authors extend this approach with COLPA*, which enables e cient plan-
ning on dynamic weighted colored graphs.

Hierarchical path planners o er e cient and rapid computation for agents. The
authors in [32] present a hierarchical path-planning framework that uses sensor data
and either the Graph Neural Network (GNN) or a Majority-Class method to predict
high-level semantics. The HCOA* algorithm then performs top-down class-ordered
planning, reducing computation by pruning irrelevant regions while preserving se-
mantic path optimality. Similarly, the authors in [33] propose G2RL, a hierarchical
path-planning method that integrates global guidance (e.g., A*) with a local rein-
forcement learning planner. Where the global planner provides an initial optimal
path, and the local planner leverages spatial and temporal cues to avoid collisions
and detours. This distributed framework enables scalable multi-robot navigation
with independently operating agents.

Recent works have focused on enhancing multi-agent path planning to enable ef-
cient coordination under connectivity constraints. The authors in [34] propose a
framework that incorporates epistemic reasoning into path planning, enabling robots
to autonomously coordinate exploration, task completion, and rendezvous without
continuous communication. This is accomplished through dynamic epistemic logic
for belief-based control and a belief propagation model that leverages generalized

task assignment and arti cial potential elds to support decentralized coverage under
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connectivity constraints. The work in [35] extends this epistemic planning frame-
work by enabling intelligent, fault-tolerant task allocation for heterogeneous robot
teams operating under communication constraints. Using dynamic epistemic logic,
each robot propagates belief and empathy states to reason locally and coordinate
tasks such as exploration, communication, and execution despite disconnections or
disturbances.

Furthermore, certain path planning methods are explicitly formulated to ensure
that the team of agents maintains su cient communication throughout the mission.
Nasir et al. [36] present the NetSLAM framework for UAV swarms, which integrates
QoS-aware mapping through sampling and interpolation, and introduces Net*, an
A*-based planner that balances path optimality with network quality. The authors
in [37] present a method for maintaining strong communication signals for inspection
robots by predicting signal strength at various locations using propagation models.
It employs repeater agents to sustain connectivity and uses Bi-directional Dijkstra
on a directed graph for path planning, dynamically choosing between replanning or
deploying repeaters based on the total traversal cost for all robots.

Overall, this section o ers a comprehensive review of diverse path planning strate-
gies, encompassing approaches focused on maintaining communication links, facilitat-

ing information acquisition, and addressing multi-objective optimization challenges.
2.2 Multi-Agent Exploration

Multi-agent exploration is a widely studied problem, with numerous works address-
ing its various aspects, and it continues to remain an active area of research. Burgard
et al. [38] present a collaborative multi-robot exploration approach that selects tar-
get locations based on the tradeo between the cost of reaching a frontier and its
utility, where utility is de ned by the probability of a location being visible to other
robots. In [39] they extend this approach by incorporating scenarios with limited

communication ranges between robots.
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In [40] authours propose a decentralized multi-robot exploration algorithm that
uses Gaussian processes for online model learning and applies it to magnetic eld
and terrain mapping, enabling minimal data sharing for coordination and lightweight
collision avoidance among agents. [41] uses Gaussian Belief Propagation (GBP) to
let robots plan paths, collect data, and share information e ciently by modeling
tasks like obstacle avoidance, goal selection, and mapping as layers in a single factor
graph. Another approach [42] for e cient multi-agent exploration utilizes Monte
Carlo Tree Search (MCTS), where each robot rst builds a tree of possible actions
and selects the sequence that maximizes expected exploration gain. In this method,
robots coordinate by freely sharing their planned paths without any communication
constraints. Besides this the authors in [43] propose an e cient, decentralized, and
collaborative multi-agent exploration algorithm based on optimal transport theory,
enabling robots to focus on high-priority regions and share information when within
communication range.

Low et al. in [44] illustrates exploration based on multi-robot adaptive sampling
problem. It uses dynamic programming to derive an exploration policy that mini-
mizes mapping uncertainty measured by the mean-squared error. It proposes to plan
non-myopic multi-agent paths with focus on both, the nding of hot-spots using wide
area coverage and having detailed sampling at those hot-spots area. In [45], authors
reformulate the given problem into information theoretic reward maximization prob-
lem, where time complexity for presented approach is independent of map and team
sizes. Both the exploration approach discussed in [44,45] focus solely on exploration,

without accounting for the communication constraints.
2.3 UAV-UGYV Collaboration

There is notable amount of work on UAV-UGV teaming. In [46], the aerial agent
initially classi es terrain and searches for a goal target in the disaster area. Then, it

performs 3D reconstruction at selected way-points to guide path planning, explicitly
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aiming to minimize the total system response time by reducing both aerial mapping
and ground traversal durations. Ref. [47] addresses the ground agent path planning
with accurate localization, aided by an aerial agent that maps e ectively to minimize
localization uncertainty. In [48], the aerial agent constructs a 3D probabilistic occu-
pancy map for the ground agent, that then follows an optimal path considering cost
based on path length and de ned obstruction risk. In [49] and [50], the proposed
algorithms generate frontiers for aerial agent exploration based on the traversiblity
map and risk map, respectively, to help the ground agent navigate. Ref. [51] studies a
collaborative planning for a pair of aerial and the ground agents where the objective
of the aerial agent is to nd minimal cost path for the ground agent. The aerial agent
uses the ground agent's estimated path as an exploration guidance. Once a path to
the goal is established, the ground agent follows that path. In [52], the UAV assists
the UGV by exploring the environment ahead and transmitting waypoints. It employs
particle sampling to identify potential paths for the UGV and sends way-points based
on speci ¢ events. Communication between the UAV and UGV is constrained by their
operational range. In [53,54], the UGV assist the UAV by providing the recharging
support to UAV with energy constraints. [53] addresses single-pass area coverage us-
ing boustrophedon cells, optimizing UAV entry/exit paths and recharge scheduling
with UGV support. Authors in [54] focuses on persistent surveillance, where UAVs
repeatedly visit task points with asynchronous planning and UGV-based recharging.

The majority of the methods reviewed in this section primarily aim to minimize
the time associated with exploration, map construction, localization, and recharging;

however, they often overlook the aspect of e cient inter-agent communication.
2.4 Map Compression

Map compression based approaches enhance the e ciency of and inter-agent com-
munication. By compressing redundant information, it lowers the data storage needed

for the agents' communication, and onboard computation. Although the path plan-
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ning process is expedited due to reduced data processing, the quality of the resulting
path is diminished as a consequence of map compression. In the framework proposed
by Corah et al. [55], a multi-robot team explores a 3D environment while maintaining
and updating a shared global exploration map. Instead of sharing the entire point-
cloud map to update global exploration, each robot compresses its local map into a
lightweight Gaussian Mixture Model (GMM), which uses ellipsoids to represent occu-
pied space e ciently. For further exploration, each agent in team converts the GMM
encoded map back into a detailed map for path planning. Agents use a nite hori-
zon monte carlo tree-search planner to acquire new information. In [56,57] authors
present a cell decomposition method based on Haar wavelet transform. It generates
a map with multi-resolution cells. Cells near the agent location are decomposed in
nest resolution for accurate motion and path planning, while remote redundant cell
locations are grouped and left as large cells with coarse resolution. By using fewer
cells at the nest resolution, it enhances the agent's computational speed.

In [58] the authors developed a map compression framework based on information
theoretic principle to generate an abstracted map depending on agent's available com-
puting resources. To obtain an abstract map with multi-resolution cells, hierarchical
data structures such as quad-tree/oct-tree (2D /3D grid) are used. It generates cells
with ner resolution on a portion of the original map where it has high information
and compresses regions with low task-relevant information. In [59], the method was
extended to design a framework that encodes and decodes a portion of thee-
varying probabilistic occupancy grid map. It sets the resolution of the compressed
map based on the importance of a given region and available bandwidth. To ensure
e cient communication, only updated information is transmitted using a map inno-
vation signal that captures discrepancies between agents, encoded via a hierarchical
quad-tree.

The authors of [60] developed @ommunication-aware path planning framework
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in which the aerial agent performs optimal compression of its local map observation
based on the path information received from the ground agent. In their framework,
however, the aerial agent follows a predetermined path and does not explore the
environment to gather more information. Later in [61] they extended the framework
by including multiple aerial agents (mobile sensors) for assisting a single ground agent.
The aerial agent sends both the mean and the variance of compressed cells to the
ground agent. Furthermore, the aerial agent performs task-driven exploration by
solving a Markov decision process (MDP). The authors extended the framework in [62]
by using Kalman lter-based decoder for computational e ciency in reconstructing
the transmitted compressed local maps. This work focused only on encoding and
decoding aspect of given framework and the aerial sensor agents do not perform
active exploration to gather more information.

Map compression methods introduce additional processing complexity due to the
encoding and decoding mechanisms required for data exchange; they may also degrade

the quality of the received data.
2.5 Decentralized Partially Observable Markov Decision Processes

Decentralized partially observable markov decision processes (Dec-POMDP) based
methods e ectively models multi-agent systems by capturing each agent's indepen-
dent operation and representing its limited knowledge of the environment through
partial observability. It allows agents to make optimal decision despite of their par-
tial knowledge about the given environment.

Authors in [63] proposes an online, decentralized communication strategy know as
ConTacT. In this approach each agent maintains an estimate of what other agent
knows. ConTacT works by letting each robot decide at every step whether to re-plan
its actions, share new observations with other agents, or do both simultaneously. It
selects the option that results in the maximum reward value.

Wang et al. in [64] developed Dec-POMDP based method to addresses the chal-
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lenge of limited bandwidth communication in multi-agent systems by focusing on
transmitting low-entropy messages that retain essential information. It regularizes
the mutual information between each agents observed perceptual features and the
messages they generate.

Roth et al. in [65] uses a centralized POMDP to generate team policies under the
assumption of free communication, and then applies a decentralized execution strat-
egy (Dec-Comm) that decides when to communicate during execution to maintain
coordination e ciently. Further they [66] build upon this by focusing on what infor-
mation should be communicated, proposing a heuristic to select the most valuable
observations to share under communication constraints.

The authors in [67] address the problem of coordinating multi-agent systems under
uncertainty by proposing MAOP-COMM, an online Dec-POMDP planning algorithm
that generates synchronized local policies and initiates communication only upon be-
lief inconsistency. In general, although Dec-POMDP-based frameworks can yield
optimal communication policies, they are often associated with substantial computa-

tional overhead.
2.6  Learning-Based Communication

The work in [68], [69], and [70]explicitly focus on the e cient use of bandwidth for
perception data exchange by implementing learning based methods. Liu et al. [68]
proposes a unied framework that learns to construct communication groups and
determine when to communicate, without relying on ground truth communication
labels, thus addressing the communication challenges in resource-constrained envi-
ronments by reducing the bandwidth usage among multiple agents during inference.
In [69] authors extends the framework to address the same problem by implementing
the three-stage handshake communication. It learnshich agent to communicate to
by matching its available perception data against requested data. Yue et al. in [70]

uses a spatial con dence map to generate compact messages and sparse communi-
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cation graphs. Their method only aims to transmits the task critical portion from
available information to avoid bandwidth wastage.

Recent studies have demonstrated that graph neural networks (GNN) enable e -
cient communication within multi-agent systems. Li et al. in [71] proposed a learning
based decentralized architecture for multi-robot navigation. It involves a convolution
neural network (CNN) for extracting features from local observations, and a graph
neural network for communication with neighboring agents. In [72], they extend their
prior work by introducing a key-query attention mechanism, to improve the e ective-
ness of inter-robot communication. Each robot determines the relative importance of
the features in the messages received from various neighboring robots. They show that
their proposed MAGAT method works well on dynamic communication graphs even
with changes in the order of agents. Choi et al. [73] o ers a GNN-based multi-agent
reinforcement learning (MARL) architecture where agents employ graph attention
networks to enable e cient communication, utilize graph convolution to integrate in-
formation from neighboring agents, and apply zero-input compensation to maintain
robust operation in the presence of communication losses.

Authors in [74] develops "SchedNet', a multi-agent deep reinforcement learning
framework, focused on e cient scheduling of agents for communication. It addresses
the dual challenge of limited communication bandwidth and contention over the
shared communication medium. It nominates (schedules) agents with important ob-
servations for communication, with weight-based scheduler. The work in [75] o ers
context-aware communication for an MARL framework. Here communication pro-
tocol is executed in two stages. First, agents generate a short message to share
their local information to other agents (providing context). In the second stage,
the broadcaster agent generates personalized message for each agent using atten-
tion mechanism and considering the received information of rst stage. Hence, with

context-aware messages, agents in their presented framework are able to communi-
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cate with low bandwidth usage. Although learning-based communication provides
e ciency and end-to-end functionality, it often demands extensive training, lacks
generalization across diverse environments, and may incur signi cant computational
overhead, particularly for resource-constrained agents.

Overall, this chapter provided an overview of various works addressing exploration,
planning, and communication in UAV-UGV teaming and multi-agent systems. While
each approach o ers valuable contributions, they also present limitations such as
increased computational complexity, training and data compression requirements, or

insu cient emphasis on the communication aspect.



CHAPTER 3: PRELIMINARY

This chapter introduces the foundational concepts and establishes the notation used
to describe the environment, agents, and their characteristics. Furthermore, intuitive
illustrations are used to explain thenformation and its valug providing both context

and emphasizing their necessity for understanding the later chapter of thesis.
3.1 Environment De nition

For this work, the environment is represented as a 2D occupancy grid map, denoted
by M, with dimensionsN  N. With a slight relaxation in notation, the generic
cell at a given location is represented by, i.e., 9(k;1) such that p = (k;I), where
k;12 [1;N].

The occupancy value of the cell at locatiop is represented byo,. The occupancy
value of any cell on the grid lies within the rangd ™"; ™], where ™" and ™
represent the minimum and maximum occupancy values of any grid cell, respectively.
Cells with lower occupancy valuesq,) are easier to traverse than those with higher
values. Based on a threshold value®®s 2 [ Mn: M]3 cell at locationp is considered
traversable if o, °s, and non-traversable ifo, > °°S,

The sets of unexplored and explored cell locations on the environment grid are
denoted byM " and M €, respectively. For the purpose of path planning in a partially
known environment, the traversability of cell locations in the explored seM € is
determined using the threshold °°S de ned earlier. All unexplored cell locations

in the set M Y are assumed to be traversable, with an estimated occupancy value

max 4 min

2

u —

Figure 3.1 illustrates a sample of a partially explored environment grid. Unexplored
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Figure 3.1. An example of partially explored environment.

cell locationsM Y are shown as slate-gray cells without edges, non-traversable cells
are shown in sandy-brown without edges, and traversable cells in the explored set
M ¢ are shown with a gray gradient corresponding to their occupancy values,§.

As an autonomous agent navigates through the environment, it updates the ex-
ploration map with new observations. The occupancy values of newly observed cell
locations are updated and classi ed as either traversable or non-traversable based on
the threshold °°S. The agent re-plans its path using the new information to e ciently
navigate toward its goal location. The environment is considered deterministically

unknown, as its occupancy values do not change over time.
3.2 Agents

For this framework, the role of a given agent is to navigate across the unknown

environment with limited sensing capability and acquire new information. Based on



20
new observations, it updates its navigation plan and exchanges necessary information

with other agents, depending on its type. This work involves two types of agents.
3.2.1 Type of Agents

Ground Agent (UGV): In the context of this framework, the ground agent
operateson an unknownenvironment terrain with limited sensing ability and can
move laterally between neighboring cells on the grid. It cannot pass through the
non-traversable cells. For data exchange, it can transmit only its predicted path data
and receive data from an aerial agent map. The ground agent is denoted by the index
i = 1 for the remainder of this work. The ground agent is also referred to as the
seeker as it seeks map information from the aerial agent,

Aerial Agent (UAV): The aerial agent is also assumed to operater an un-
known environment terrain, with limited but superior sensing capabilities (i.e. larger
eld of view) compared to the ground agent, and it is capable of diagonal movements
between neighboring cells. Since it can y over grid cells, it plans its navigation path
over both traversable and non-traversable cells. For data exchange, it can transmit
remote map observations and receive estimated path data. The aerial agent is de-
noted by the indexi = 2 for the remainder of this work. This agent is referred to as

the supporter since it supports the seeker agent in it path planning.
3.3 Traversal Cost

Based on the movement capabilities outlined above, each agent has a distinct traver-
sal cost function between two neighboring cells. For the ground agent, the cost (or
penalty) of moving to a cell is proportional to its occupancy value. If the occupancy
value 0,0 of a cell exceeds the threshold®®s, the ground agent cannot traverse through

it. Accordingly, the cost of traversing from cell locationp to p° for the ground agent



21

is de ned as:

8
E - obs
Opo+ 15 if Opo
a(p;p9 = 5 3.1)
T 1 otherwise

where ; is a constant edge cost for moving t@° from one of its neighbors. The
case with in nite cost in (3.1) prevents the ground agent from traversing cells with
occupancy values greater than °vs,

Unlike the ground agent, the cost function for the aerial agent depends solely on

the edge cost between two adjacent cells:

c(E:pY = 2 (3.2)

Recall that the occupancy values of the cells do not a ect the aerial agent's movement.
The aerial agent can move both laterally and diagonally (i.e., with eight-neighbor
connectivity). For lateral movements, we set , = 1, and for diagonal movements

. P~
we consider , = ; 2, with edge cost constant ;.

position of agenti at time t in the path sequence, the total cost of the path is given

by:

Xl
Gl il=  c(Pit;Pit+1)s (3.3)

t=1
whereg is de ned in (3.1) and (3.2).
3.4  Building Intuition: A Walkthrough Example

To better understand the decision-making process of agents in a heterogeneous
system and their collaboration to enhance overall system performance, we illustrate a

simpli ed case involving a team composed of one UAV and one UGV agent operating
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in an environment with partial information. The goal of the ground agent is to
navigate to its target location, while the aerial agent explores the environment and
assists the ground agent by sending remote map observations.

The left image in Figure 3.2 shows the grid environment in which both agents
operate. The cyan spot represents the goal location of the ground agent, and the
darkness of each grid cell indicates the di culty level associated with traversing that
cell. For simplicity, we assume that all cells are traversable for the ground agent, i.e.,

o, Sforallp2M .

Figure 3.2: lllustrated example att = 0.

The center and right images in Figure 3.2 show the exploration maps of the aerial
and ground agents, respectively, at tim¢ = 0. Cell locations shown in slate-gray
represent unexplored regions for both agents. The blue line on the ground agent's map
illustrates its estimated path to the goal. Att = 0, there is no exchange of information
between the agents; each agent possesses only the environmental knowledge acquired
through its own exploration up to that point.

Figure 3.3 shows the team of two agents at timé = 1, where the aerial agent
transmits its local map observations to assist the ground agent in navigation. The
transmitted cells are highlighted with dark green edges on the aerial agent's map (left),
and appear with newly updated occupancy values on the ground agent's map (right).
It can be observed that the UGV's estimated path (blue line) remains una ected by

the received remote map data.
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