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ABSTRACT

KARTHIK RAVEENDRAN. Advancing Genome Visualizations of
High-Dimensional, Sparse Single Cell Data For Deeper Insights. (Under the

direction of DR. ANN LORAINE)

Single-cell RNA sequencing (scRNA-seq) has been instrumental in recent years in

understanding the dynamics of gene expression at the cellular level. It has signifi-

cantly advanced research on cellular heterogeneity (individual cells may express genes

differentially), the discovery of novel cell types, and the understanding of complex bi-

ological processes. Researchers commonly use dimensionality reduction techniques,

such as t-SNE and UMAP, to visually analyze quantitative data, such as sparse count-

based data derived from sequencing data. This paper proposes enhancements to the

Integrated Genome Browser (IGB) designed to facilitate the analysis and visualiza-

tion of aligned nucleotide sequences from scRNA-seq experiments. IGB, an open

source desktop-based genome browser, is widely used to visually analyze genome-

scale datasets and is particularly suitable for visualizing scRNA-seq data. However,

scRNA-seq generates massive files because every RNA molecule in each individual cell

is sequenced in samples containing a high number of cells. Rendering such massive

datasets in a genome browser can crowd and clutter the plot area, obscuring relevant

insights that might be derived from the visualization. I propose including a filter-

ing and coloring mechanism that allows users to selectively visualize sequence reads

based on categorical variables (cell identifiers, unique molecular identifiers), quanti-

tative variables (gene expression levels), or other scRNA-seq metrics. This reduces

clutter and allows researchers to extract key details and insights from the plot. Addi-

tionally, a feature to connect high-dimensional data visualizations, such as UMAP and

t-SNE, to IGB enables users to explore clusters or cells of interest and dynamically

filter or color corresponding sequence reads for deeper insights. These enhancements

would create a unified platform for enhanced data visualization for high-dimensional
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data, offering researchers the ability to visually validate quantitative data, link dimen-

sionally reduced charts to raw data, and discern distinctive patterns for downstream

analysis.
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CHAPTER 1: INTRODUCTION

Since the late 2000s, RNA-sequencing has enabled researchers to measure gene ex-

pression across tissues and cell populations, which in turn has led to discoveries in

transcriptional changes associated with development, physiology, and diseases associ-

ated with the organism. RNA-sequencing (or bulk RNA-seq) leads to gene expression

measurements that represent the average across the population of cells[1]. In bulk

RNA-seq, the RNA extracted from many cells is pooled and aggregated, and the

abundance of transcripts is measured, which facilitates the analysis of differentially

expressed genes, alternative splicing events, and changes under different biological

or environmental conditions. Although this foundational method in genomics has

provided a comprehensive view of gene expression patterns, which led to several dis-

coveries in the field, it had a glaring limitation - aggregated gene expression across

hundreds, if not thousands, of cells may be obscuring important differences between

individual cell types, making the cells look homogeneous from the data.

Single-cell RNA-sequencing (scRNA-seq) was developed around 2009 to create gene

expression profiles for individual cells, thus addressing the limitation of bulk RNA-seq

and major technical advances in recent years have made scRNA-seq is very efficient

and cost-effective. The ability to sequence thousands of cells simultaneously using

new technologies reveals the cellular heterogeneity present within complex biological

systems. The emergence and rapid advances of these techniques have enabled detailed

tracking of individual cell behaviors, revealing biological processes that were once

obscure, which has facilitated the detailed exploration of rare cell types across various

biological contexts, from developmental biology to the pathogenesis of diseases.

Genome browsers are created to organize, view and, and interpret genomic se-
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quences and annotations, and have proven to be powerful interfaces to explore bulk

RNA-seq. Using track-based visualization, where RNA-seq data can be aligned to

a reference genome on a linear coordinate system, has helped researchers determine

transcriptional activity across genomic regions. One or multiple genomic datasets

can be layered on the same coordinate framework and reference genome as tracks,

allowing for direct visual comparison for different samples or conditions. The key

observations from these analyses are primarily how the data set differs from either

the reference genome or from each other in terms of gene expression patterns and

splicing patterns.

While genome browsers are highly effective in visualizing bulk RNA-seq by stack-

ing the data over a reference genome, the massive data output from the recently

developed scRNA-seq technologies is too unwieldy for existing genome browsers built

for DNA or bulk RNA-seq in their current form. Research projects that involve

scRNA-seq data is generally comprised of visually analyzing aggregated data, which

involves dimensionality reduction and clustering techniques [2, 3]. Visualization tools

in scRNA-seq analysis are generally used for identifying patterns of gene expression,

cell developmental trajectories, and expression differences between cell types or con-

ditions. The primary challenge these tools address is the reduction of thousands of

gene expression measurements into two or three dimensions that can be easily in-

terpreted visually. Techniques such as t-Distributed Stochastic Neighbor Embedding

(t-SNE) [4] and principal component analysis (PCA)[5] are commonly employed, but

both these visualizations come with limitations [6, 7]. Uniform Manifold Approxi-

mation and Projection (UMAP) is an improvement on t-SNE, especially in terms of

computational speed, but sometimes fails in accurately reflecting the nuances of the

data [8]. These methods facilitate the identification of cell populations but also help

in visualizing the transcriptional changes during cellular differentiation and response

to stimuli and these visualization tools must continuously evolve to address several
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challenges inherent in scRNA-seq data.

Ultimately, effective visualization of the annotated genomic data is crucial for the

intuitive interpretation of these complex datasets as well as for uncovering subtle

biological processes that might be obscured in aggregated data analyses. The rich

datasets that are produced by each scRNA-seq experiment, stacked over a reference

genome in a generic genome browser is ineffective for the purposes of inferring biolog-

ically relevant differences without significant alterations to the software that cater to

scRNA-seq visualization. Developing features that enhance the existing capabilities in

genome browsers, as well as maintaining the context of insights from the above men-

tioned clustering techniques, will serve the researchers effectively in the exploratory

analyses of scRNA-seq datasets.

1.1 Problem Statement

The datasets generated by the latest scRNA-seq technologies are too massive to

visualize in a genome browser that is primarily built for DNA or bulk RNA-seq

datasets. In order to visualize this massive data for downstream analyses, researchers

rely on quantitative data such as a gene-cell count matrix and clustering algorithms

to reduce the dimensionality of the matrix and visually determine the relationships

between cells based on the gene expression. Genome browsers, such as IGB, IGV,

UCSC Browser, and JBrowse, have been widely used in research for decades to visu-

alize bulk RNA-seq read alignment data and generate high-quality images to support

experimental conclusions in publications. The ability to visually analyze scRNA-seq

at the read alignment-level and the ability to maintain visual context from dimension-

ality reduction techniques like UMAP or t-SNE are limited with these widely used

genome browsers. They also lack the UI capabilities to flexibly differentiate the read

alignments with respect to cells or clusters based on the needs of the experiment.
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1.2 Key Aspects of the Problem

The primary objective of this study is to assess whether the enhanced IGB function-

alities, such as color coding and filtering single-cell RNA-seq read alignments based

on tags or fields, the Downsampler app, and the integration of UMAP/t-SNE cell

context and cluster data, improve the clarity and analytical exploration of single-cell

alignment data. The following questions and hypotheses aim to evaluate both the

functional utility and user-centered design of these tools.

RQ1: Can the features reduce visual clutter, distinguish alignments, and reduce

cognitive load for researchers?

RQ2: Do the IGB features help users identify cluster-specific read alignments from

the dimensionality reduction methods?

RQ3: Does the Downsampler application aid users in getting an adequate repre-

sentation of the dataset?

H1 (related to RQ2):Users may find the exploratory process to be interactive,

and distinguishing features in the visualization will be easier to identify.

H2 (related to RQ3): Users can effectively maintain and utilize the cluster

mappings within IGB.

1.3 Overview of the proposal

Chapter 2 summarizes the background knowledge required to understand the

proposed research.

Chapter 3 presents the methodology and design of the proposed.

Chapter 4 discusses the data sources, experimental setup, baseline methods, and

evaluation metrics for preliminary results used in the study.

Chapter 5 contains the conclusion and summarizes the research objectives and

timeline.



CHAPTER 2: BACKGROUND AND RELATED STUDIES

2.1 Integrateed Genome Browser(IGB)

Genome browsers serve as critical tools for visual exploration of sequence data in

genomic research, using a coordinate system that allows researchers to examine every

base when the scope of the research demands it. Users of a genome browser compare

sequence read alignments with a reference genome. Scientists generate many genome

assemblies by sequencing different individuals and these assemblies are compared,

merged and curated to a reference genome. A reference genome is a representative

DNA sequence used as a standard for a species. When a DNA/RNA is sequenced for

a particular experiment, the read alignments are compared with the reference genome

in a genome browser to identify the precise genomic location of each alignment, detect

variants, or quantify gene expression. A genome browser displays a reference genome

and associated features. It serves as a platform for visualizing the output of algorithms

that align sequence reads to a genome assembly. In IGB, read alignments are displayed

as horizontal bars aligned along the reference genome. The reads are stacked vertically

at each locus, and the number of bars stacked over the reference genome indicates

the depth of coverage - a measure of accuracy of the bases read by the sequencing

machine. If there are 20 sequence reads of the sample for the same region and one

indicates a mutation, it’s probably an error, but if 18 reads show the same mutation,

then it’s probably a variant.

IGB is a Java-based desktop genome browser designed to be fast and flexible for

visual exploration of user data, locally or streamed from online repositories, and

equipped with several analysis features and graphs (including a depth graph that dis-

plays a coverage histogram). IGB hosts reference genomes of several species that users
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can compare their data to and share the data using quickloads with collaborators. [9]

Fig. 2.1 shows Chromosome 1 of the GRCh38/hg38 genome assembly, released

by the Genome Reference Consortium(GRC), visually represented in IGB.

GRCh38 is the latest and most widely used version of the human reference genome.

The annotation and alignment files for GRCh38 from UCSC Genome Bioinformatics

Table Browser is hosted on IGB Quickload site (igbquickload-main.bioviz.org/quickload/)

and made available to be viewed in IGB where parts of the files are downloaded as

needed. On the Current Genome tab of IGB (right panel in Fig 2.1), users can

choose the Species and Genome Version of the reference genome assemblies hosted in

IGB from respective dropdown menus and choose the chromosome from the table be-

low. The two tracks, RefSeq Curated(+) and RefSeq Curated(-), represent the

two strands of the genome assembly, the two complementary polynucleotide chains

that make up the double helix DNA molecule. These two tracks are mapped on top

of a coordinate system, where the first base (feature) of a chromosome or sequence is

position 0 (zero-based). The sequence reads are mapped on the coordinate system on

a half-open interval convention, represented mathematically by [start, end), where a

read of 1000 bases, for example, are spanned on the coordinates from 0 to 999 and

not 0 to 1000 but it is represented as 1-1000 in the positional notation in order to

avoid off-by-one errors in the length calculations of the sequence read.

In Fig. 2.2, the data track labeled RefSeq Curated(+|-) presents curated tran-

script isoforms of the GNLY gene in chromosome 2 spanning from 85,694,132 to

85,699,077 in the coordinate system. Both (+) and (-) strands are combined in one

track in this image for simplicity - a feature available in IGB. At the top left of the im-

age, above the track title, RefSeq Curated(+|-), the genomic interval of the alignment

is represented as chr2:85,694,132-85,699,077 spanning 4,495 bases. Each horizontal

track represents an individual isoform, with exons visualized as thick blue rectangles

and introns as connecting lines that look like barbed wires. The arrows pointing to
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the right indicate isoforms on the positive strand. Exons are gene regions that are

transcribed and retained in the mature mRNA, which is then translated into proteins.

Introns are the non-coding sequences located between exons that are transcribed but

spliced out during RNA processing and are not present in the mRNA transcript. The

gene model has 3 isoforms indicating alternative splicing, which is explained in the

next section.

IGB, much like a geographical map, has a coordinate system determined by base

pairs; each gene is like a city, and exons are functional units like buildings in that

city. RNA-seq alignments are like traffic density, showing how much a region is being

used, and just like a geographical map, each region is annotated like place names,

helping the users know what they are looking at. In addition to the maps, users can

place sequence alignments generated from experiments to compare differences and

draw conclusions. IGB source code and deployment strategy are openly available in

Bitbucket (bitbucket.org/lorainelab/integrated-genome-browser/).

IGB provides users the ability to automate their workflow using scripts, develop

custom apps to plug into IGB and generate publication-quality images of what they

observe. Thousands of researchers and hundreds of universities worldwide use IGB

to visualize genome-scale datasets.

2.2 RNA-seq and Alternative Splicing Visualization in IGB

When genes in DNA are transcribed to RNA, the splicing process can generate

multiple different RNA transcripts from the same gene, which in turn could result in

a correspondingly different protein isoform. In other words, RNA transcripts from a

single gene observed in a single cell could be comprised of different combinations of

exons from the primary RNA transcript[10]. Protein isoforms translated from these

alternative splices could result in diverse biological functions from one single gene.

Some of the native features in IGB can detect and analyze splicing events generally

used for bulk RNA-seq datasets, such as Coverage Graph Analysis and FindJunctions
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Figure 2.1: Genome-wide view of human chromosome 1 (GRCh38/hg38) in Integrated
Genome Browser (IGB v10.2.0). The above image shows the entire length of Chro-
mosome 1 (chr1:0-248,956,422) with forward(+) and reverse(-) strands displayed in
IGB, aligned to a zero-based, half-open coordinate system. Each blue bar represents
an exon, and the gaps indicate intronic regions.

operations. Coverage Graphs are depth graphs that display the number of reads

covering each genomic position and can reveal patterns of alternative splicing when

there are sudden changes or discontinuities in coverage across exons. FindJunctions

creates a new track displaying exon-exon junctions where alignments containing gaps

in the read sequence with respect to the genomic sequence are visually represented

by a thin line flanked by two rectangular blocks. Annotated with the number of

supporting reads in the dataset, this visual representation of a canonical splice site will

help in mapping protein formation and consequent biological behavior in downstream

analysis[11].
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Figure 2.2: Visualization of GNLY gene isoforms on chromosome 2 using Integrated
Genome Browser (IGB v10.2.0). Each blue model represents a different mRNA iso-
form, with thick blue boxes indicating coding exons, thin connecting lines denoting
introns, and arrowheads showing transcription direction.

2.3 IGB App Store and Extensibility

IGB App Store, a centralized platform designed to streamline the process of shar-

ing, discovering, and installing plug-ins that extend the functionality of the IGB,

encourages a collaborative environment. IGB was re-engineered to support modular

extensions through a plug-in architecture based on the OSGi framework and launched

for public use as IGB v9.1.0. The goal of the App Store (apps.bioviz.org) was to ex-

tend IGB’s modularity to a larger audience and to create visualization tools that could

be installed in IGB. IGB App Store was implemented using Django and adapted from

the Cytoscape App Store (apps.cytoscape.org) infrastructure. In order to allow IGB

to dynamically load metadata about available apps at runtime, IGB App Store sup-

ports the OSGi Bundle Repository(OBR) specification simplifying the publication

pipeline. Developers can sign in to the App Store using Google authentication, up-

load their JAR-packaged apps through a submission form, and their compatibility is
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Figure 2.3: Visualization of LHY gene in Arabidopsis Thaliana using Integrated
Genome Browser (IGB v10.2.0). The tracks in blue and green are pollen RNA-seq
data available in IGB Data Sources. Find Junctions track on top of the blue and
green tracks shows splice sites annotated with the number of supporting reads.

checked against the latest IGB builds. Apps are deployed to a testing server after ini-

tial approval before becoming publicly available. Developers are required to include

metadata such as version history, source links, descriptions, and relevant tags, so that

users can understand its functionality and relevance[12].

Users who intend to use these tools in IGB can search for the app or browse by

category, keyword, or popularity from the App Store interface and install the app in

IGB directly from the website as long as IGB v9.1.0+ is open on the desktop. The

App Store employs a One-click installation system where, on clicking the "Install this

App" button, the website use the RESTful web service running in IGB to install
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the app, thus eliminating the need for manual downloads or configuration. App

Store source code and deployment strategy are also openly available in Bitbucket

(bitbucket.org/lorainelab/appstore/).

2.4 Single-cell RNA-seq Data Characteristics

The core datasets for scRNA-seq clustering analysis are gene expression matrices

that provide the expression levels of each gene (rows) for each cell (columns), calcu-

lated by counting the RNA molecules in each cell. Metadata provide information such

as experimental conditions, time points, and treatment for each cell[13]. The 10xGe-

nomics Chromium single-cell gene expression pipeline is a widely adopted workflow

for capturing, sequencing, and quantifying mRNA transcripts from thousands of in-

dividual cells, a service offered by 10xGenomics Company based in Pleasanton, CA,

U.S.A. In this process, each individual cell from a sample is extracted, assigned a

barcode for identification, and each mRNA molecule in that cell is assigned a unique

molecular identifier(UMI). Several important processes are carried out by the official

10x Genomics sequence data processing program, Cell Ranger: quantification (where

aligned reads are mapped to annotated genes to compute transcript counts per gene

per cell), barcode assignment and UMI counting (where cell barcodes and unique

molecular identifiers are identified and counted), and read alignment (where sequenc-

ing reads are aligned to a reference genome). At the end of the pipeline, a sparse

gene expression matrix is generated in matrix.mtx format along with metadata files

for gene names (genes.tsv or features.tsv) and cell barcodes(barcodes.tsv). These files

are used for clustering techniques and downstream analyzes.

Dimensional reduction for visualization purposes is the process of compressing com-

plex data to a two or three-dimensional space. For scRNA-seq data, compressing the

data a to two-dimensional space is ideal as it will help in the process of reporting

the findings of an experiment. t-distributed Stochastic Neighbor Embedding (t-SNE)

is a powerful tool for this task. The scope of tasks that can be accomplished by
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Table 2.1: A conceptual representation of gene to cell expression matrix

Cell1 Cell2 Cell3 ... CellN
Gene1(e.g.GNLY ) 6 11 13 ... 1

Gene2(e.g.FCGR3A) 0 10 0 ... 4
Gene3(e.g.CD3D) 0 0 2 ... 3

... ... ... ... ... ...
GeneN 8 7 6 ... 3

wielding this tool are visualization of cell population (cells with similar gene profiles)

[14], exploration of cellular heterogeneity(subtleties in data not apparent in higher di-

mension) [15], pre-clustering exploration [16], comparative analysis[17], multi-dataset

integration [18], gene knockout experiments [19], marker gene identification [20] and

cell trajectory inference [21].

The visualization tool landscape for scRNA-seq with t-SNE for dimensionality re-

duction is broad. Some tools are intractable, some have both 2D and 3D space

options, others vary in speed and ability to handle larger datasets or ability to inter-

face with other tools. Seurat (R-based) is one of the most common pipelines used in

this space[22]. Commonly, the dimension of the dataset is reduced considerably us-

ing Principal Component Analysis (PCA), which is a linear dimensionality reduction

technique, by simply using the methods RunPCA() and VizDimLoadings() to visu-

alize it. To apply the t-SNE algorithm to data after PCA in Seurat, the R method

RunTSNE() is used. The algorithm calculates pairwise similarities between cells and

converts them to probabilities that are likely to fit the cell neighborhoods in high-

dimensional space, and it iterates through to adjust the cell positions in 2D or 3D

space [4]. Scanpy is the Python counterpart of Seurat. Bioconductor project[23], an

open source software development project for bioinformatics, created Scater, an R

package designed for scRNA-seq analysis [24] and a faster t-SNE pipeline that can

handle larger datasets.

While t-SNE is a powerful visualization tool, it does come with its challenges. For
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instance, the sensitivity of the perplexity parameter of t-SNE impacts the visual-

ization outcome and a misinformed decision in choosing the perplexity may lead to

misleading conclusions in the analysis[25]. Another shortcoming is that when t-SNE

is applied to the dataset once and then reapplied again, visualization changes depend-

ing on the initially chosen cell features. Although the resulting visualization may be

similar in ways that matter, visualization repeatability in is key for reporting and

validation. Exaggerated distance between cell clusters can also cause misleading in-

terpretations, although the local distances between the cells are preserved well. Axes

of t-SNE diagrams do not have any inherent meaning, which makes them slightly less

intuitive defeating, the purpose of visualization to some degree. The computational

intensity and vulnerability to noise are other challenge with t-SNE, which make it

less reliable with larger as well as multi-modal datasets.

Figure 2.4: t-SNE visualization using core plotting functions in ScanPy (Python).
t-SNE is colored based on "bulk_labels" (cells) which are seen in the legend. Cell
types with similar gene expression patterns group together. Data was obtained from
the 10x PBMC 68k dataset. Image generated using the Scanpy PBMC3k tutorial
workflow.
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Uniform Manifold Approximation and Projection (UMAP) is a more recent di-

mensionality reduction technique that offers improvements over t-SNE in terms of

speed, scalability, and preservation of global structure [26]. UMAP works in two

stages. First, it constructs the k-nearest neighbor graph in high dimensions, and then

maps it to a graph in lower dimension. UMAP starts by calculating edge weights,

which indicate the probability of their relation in high-dimensional space, using an

exponential kernel applied to their distances. With local relationships between data

points, they are initialized and projected onto a low-dimensional graph as closely as

possible to the high-dimensional clusters. Then the data points are moved in small

increments, one by one, towards their cluster and further from other clusters.

The final steps of the UMAP algorithm are very similar to t-SNE. The first step

of assigning edge weights makes the major difference between the two algorithms. t-

SNE projects the data points randomly to the low-dimensional graph and then moves

them toward their respective clusters. The local relationship of the cell clusters is

maintained in this method, but because the data points are projected randomly, the

global structure is not maintained every time the t-SNE algorithm is run. The second

difference arises from how iterations change the distances between data points in the

low dimensional graph. In t-SNE, all data points move a little in each iteration,

whereas in UMAP, only one data point moves each time, making UMAP faster with

larger datasets.

While the t-SNE and UMAP methods provide cell-level similarity and clustering,

which have lead to several discoveries in the field already, the need to inspect read

alignment data against gene models, sanity check the data, establish coverage in-

formation, and identify alternative splicing events that could change gene function

could potentially lead to discoveries and insights that are yet to be had. This re-

search is enhancing IGB’s functionality to help researchers explore their single-cell

data at the correct genomic locations and to enable focusing on transcript structure
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Figure 2.5: UMAP generated using core plotting functions in ScanPy (Python). Data
was obtained from 10x PBMC 68k dataset. Gene expression of the gene FCGR3A
across cells is represented here. Image generated using the Scanpy PBMC3k tutorial
workflow.

at a cellular resolution. A successful enhancement of IGB visualization capabilities

for single-cell datasets would require careful consideration of the dataset’s size and

sparsity. It would also require establishing a relationship between IGB visualization

and clustering techniques that researchers are familiar with, so that they can verify

observations from clusters of interest.

2.5 Limitations of Existing Visualization Approaches

There have been several advances in analytical tools for scRNA-seq, including tools

for dimensionality reduction, visualizations, and genome browsers. While the most

commonly used visualization approach for scRNA-seq data uses the gene-cell expres-

sion matrices, some genome browsers can be used for alignment-level exploration.

Widely used genome browsers such as UCSC Genome Browser, Integrative Genome

Viewer (IGV) and JBrowse 2 have the computational power to load and display large

single-cell datasets, but the visualization controls for single-cell specific attributes are

either non-existent, require tedious workaround, or are inflexible.
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Integrative Genomics Viewer (IGV) is a widely used high-performance platform for

rapid inspection of large sequencing datasets. IGV has an efficient display to move

through whole-genome and base-level alignments with quick transitions, making it

possible to make a quick visual assessment of the data at genomic regions, and is

designed to validate sequencing results[27, 28]. IGV does have an interactive interface;

however, it is constrained to some predefined operations, such as grouping and coloring

by selected attributes, with limited flexibility for effective tag-based analyses.

The UCSC Genome Browser is one of the first browsers to introduce track-based

visualization and to add annotations and experimental datasets aligned with refer-

ence genomes [29]. It is a web-based platform designed for genomic annotation and

reference data integration. As a browser with a long-standing presence in the field,

still maintained and developed at the time of writing this thesis, UCSC Genome

Browser is a widely used resource for visualizing sequencing data. However, it offers

very limited interactive options, and the ability to color-code or filter the data by the

user’s preferences is not an integral part of it’s interface. Therefore, the alignment

files must be preprocessed before they can be visualized in the browser.

JBrowse 2 is also a web-based visualization platform, which is primarily used for

read-alignment track-based visualization, like the other genome browsers mentioned

above. JBrowse also provides additional visualizations, such as Circos plots, dot

plot, and synteny views, for improved exploration and interpretation of genomic

relationships[30]. The interactive interface in JBrowse 2 is much better-suited for

scRNA-seq datasets. However, these capabilities may lack fine-grained user-friendly

customization for cluster-based categorization of read alignments. The interface may

not be able to handle filtering multiple single-cell-based attributes, each with hun-

dreds of values.

These differences highlight the broader limitations across existing genome browsers.

While these are powerful tools for visualizing sequencing data, they do not support



17

scalable interaction with read alignments and scRNA-seq critical cluster-based tags

or fields. This gap motivates the development of enhanced visualization controls that

enable flexible color-coding, filtering, and integration of cell-level information directly

within the genome browser environment. Tools such as the Loupe Browser, developed

Figure 2.6: t-SNE diagram of 10k Human DTC Melanoma, Chromium GEM-X Single
Cell 3’ shown in the Loupe Browser, developed by 10x-Genomics. Each cluster is
assigned a color from a predefined palette. Users can download a text file with two
columns- cell barcodes and cluster names.

by 10x-Genomics, enabled easy exploration of UMAP/t-SNE of scRNA-seq data (Fig.

2.6) and supported the export of CB values along with their cluster annotations.

While this functionality facilitates downstream analysis and preserves the relationship

between cells and clusters, it does not provide a mechanism to directly integrate this

information into genome browser environments for alignment-level visualization. This

is another gap in the visualization of single-cell dataset: the necessary mapping data

is available, but without color information, it cannot be used properly in genome

browsers.



CHAPTER 3: METHODOLOGY

As outlined in the background, RNA sequencing data at single-cell resolution pose

challenges for existing genome browsers, which are not necessarily designed to handle

scRNA-seq. While significant progress has been made using gene-by-cell expression

matrices, the lack of tools for visualizing raw sequencing data, similar to how bulk

RNA-seq data is examined, remains a critical blind spot that needs to be addressed.

Typically, for bulk RNA-seq datasets, alignment files (e.g., SAM/BAM) are sup-

ported in a genome browser for visual analysis. However, scRNA-seq datasets can

be large, and individual visual components can be difficult to discern in a genome

browser field of view.

Traditional genome browsers were designed for bulk RNA-seq data, where read

alignments can be directly visualized in the genomic context to assess features such

as splicing, coverage depth, and transcriptional activity. However, most genome

browsers are not equipped to handle the scale and complexity of scRNA-seq data,

particularly its sparse structure and the need to associate reads with individual cells

and metadata such as cluster identity or cell type. This lack of support creates a blind

spot: while high-level summaries and statistical inferences can be drawn from expres-

sion matrices, researchers cannot easily explore the read-level alignment data where

the statistical data is abstracted from in an intuitive, interactive genomic framework.

Count matrices is count of the unique molecular identifiers associated with alignments

from each cell that are aligned to a particular gene.

This gap is a barrier to biological interpretation and validation. For instance, to

validate alternative splicing patterns, to examine noisy gene expression in low-UMI

cells, or to associate expression variability to genomic features remains challenging
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without read-level visualization. In order to address this challenge requires new tools

that can bridge the gap between raw sequencing reads and metadata-rich single-cell

analysis.

I am extending the capabilities of the Integrated Genome Browser (IGB) to support

interactive, cell-aware visualization of scRNA-seq data to address this gap. By incor-

porating metadata-driven coloring, dynamic filtering, and integration with dimension-

ality reduction coordinates (e.g., UMAP, t-SNE), my aim is to enable researchers to

explore raw reads within the full context of both genome and cell identity. This work

represents a crucial step toward unifying statistical insights with visual, read-level

interpretation in single-cell studies.

Figure 3.1: Visualization of GNLY gene of scRNA-seq data using Integrated Genome
Browser (IGB v10.2.0) without proposed features. BAM file source: 10k Human DTC
Melanoma, Chromium GEM-X Single Cell 5’, Universal 5’ Gene Expression dataset
analyzed using Cell Ranger 8.0.0, 10xGenomics, (2024, Mar 13)

3.1 Modifying existing IGB functionality

As explained in Section 2.0.3, the 10xGenomics Chromium pipeline generates BAM

files that can be used to view read alignments of a single-cell analysis experiment in
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IGB. Fig. 3.1 shows what that would look like for an experiment involving 10,000

cells. 10xGenomics public datasets are so massivee that read alignments of a marker

gene, GNLY, for PMBC, are squished together that there is barely any separation

between alignments. Users can zoom in to a specific area of the track, but consider-

ing the number of alignments and the number of cells they are from, it will barely

make any difference. These alignments come from multiple cells, may not align very

well with the reference genome, and may have alternative splicing events. Users

will have a hard time finding and tracking these observations. However, each align-

ment in the BAM file generated by 10xGenomics Chromium includes metadata with

single-cell-specific standard tags from SAMtools, a software package used to parse

and manipulate alignments in SAM(Sequence Alignment/MAP)/BAM file formats.

Standard tags such as CR - Cellular barcode, CB - Cell identifier, MI - Molecular

Identifier, CIGAR - compressed representation of that alignment, etc. Some of the

proposed enhancements to the IGB visualization use these tags to make it easier for

researchers to explore the scRNA-seq data. Some of the features require modifying

the existing functionality of IGB.

3.1.1 Color alignments based on cell-specific information

Each sequencing read alignment is represented by rectangular bars aligned to a

reference genome. The rectangular bars are positioned against the reference genomes

by genomic coordinates. The length of each rectangle corresponds to the number

of base pairs covered by the aligned portion of the alignment. The color-coding

feature in IGB allows coloring each rectangular bar by on tags or fields. The feature

dynamically updates the color-coding controls based on the tags.

The color-coding feature of the interface can be accessed by right-clicking the track

title, which is the label displayed on the left side of the data track. The context menu,

as shown in Fig. 3.2a, holds several options to configure the track properties. To color

the alignments, users click on the ’Color by...’ option, and a small window, titled
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Figure 3.2: Color by SAMtags Features.(a) Context menu appears when the user
right-clicks the track title of the data.(b) When the user chooses Color by... it launches
the window where the user can the SAMtags option from the dropdown menu to color
alignments by SAMtags.

’Color by’, is launched where users can choose a property by which the alignments

can be colored from the drop-down menu. For each choice, the window dynamically

changes to the corresponding control for the menu option. If the user chooses ’Length’

or ’Score’ as the option, an edit button appears that, when clicked, opens a window

to configure a heatmap to color the alignments by length or sequencing quality score.

If the user chooses the ’Property’ option, a few UI components appear: a drop-down

menu to choose predefined properties, a text box to enter the value, and two color

choosers. One color chooser to choose the color if the value of the alignment matches

the user input, and the other color chooser for unmatched alignments. The dynamic

design of the ’Color by’ function allows for adding any color-coding feature without

being constrained by design limitations.

This flexible framework provides a basis for implementing the color-coding features

for scRNA-seq datasets. In single-cell experiments, sequence read alignments include



22

Figure 3.3: Configure SAMtools Tag Color Mapping: (a) SAMtools Tag Color Map-
ping window where users can manually add or import tag values, clusters (optional),
and colors. (b) View in Cluster/View in Tags button toggles between Tag Value view
and Cluster view.

tags such as cellular barcodes (CR), corrected cellular barcodes (CB), or molecular

identifiers(MI). CR is an identifier for the cells from which the RNA reads are ex-

tracted. CB is simply a corrected version of the CR after verifying with the known list

of barcodes. Molecular identifiers refer to Unique Molecular Identifiers(UMIs) that

identify the RNA molecule being sequenced. In dimensionality reduction plots such

as UMAP and t-SNE, the cell barcode (CB) plays an important role, as each point

in the plot represents an individual cell from the sample, as illustrated in Fig. 3.4.

Each point in the image is clustered and colored based on gene expression. There-

fore, considering this representation for the design of the color-coding feature in IGB

for scRNA-seq datasets would help researchers maintain consistency, enabling each

alignment associated with cells or clusters of interest to be distinctly identified in the

IGB visualization.

The SAMtools Tag Color Mapping window, shown in Fig. 3.3, is the interface
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Figure 3.4: UMAP visualization of 10,000 human PBMC cells generated using 10xGe-
nomics Chromium X platform (3’ v3.1 chemistry, including intronic reads). The plot
was produced using the R Markdown workflow Clustering 10K PBMC Cells by Ann
Loraine

designed for scRNA-seq data in IGB. Users can launch this window by choosing the

SAMtags option in the Color by window drop-down and clicking on the Configure

Tag Color Mapping button. Once launched, in the SAMtools Tag Color Mapping

window, users can choose from predefined tags from the SAMtags dropdown or type

in any tag of their choosing. If the user chooses the CB tag, they can add CB values

of cells of interest in the Tag Value column, e.g., AAACCCAAGTAATACG-1. The

Cluster column is used to maintain the cluster context for each CB value, allowing

users to assign the corresponding cluster names to individual cells. Users can also

select a color to represent each CB value. After selecting the desired color, clicking

the "Save and Apply" button displays the read alignments corresponding to that CB

value in the selected color.

Since the number of cells in a dataset can reach the hundreds, a mechanism to

import all the values to this table simultaneously is required. Users can use the



24

Figure 3.5: Visualizing alignments from 10,000 human PBMC cells from 10xGe-
nomics. Each alignment is color-coded by the clusters seen in the UMAP diagram
above. The R Markdown workflow Clustering 10K PBMC Cells by Ann Loraine gen-
erates a mapping text file with cell, cluster name, and cluster color, which has been
imported to IGB.

"Import..." button to read tab-separated or comma-separated text files with the tag,

cluster, and color values. These files can contain either two or three columns, where

the cluster column is optional. The color column in the file must include a ’#’ prefix.

As illustrated by Fig. 3.3, users can switch between the tag view (Fig. 3.3a) and the

cluster view (Fig.3.3b) using the View by Cluster and View by Tags buttons. Cluster

view can be used to change colors or edit the cluster name for all corresponding tags.

These edits do not change any values in the imported text file. Users can select

or deselect the boxes in the first column of the table to deactivate color coding for

the entire cluster of cells, turning all read alignments associated with the cluster dark

gray. Similarly, in tag view, users can select or deselect tags to deactivate color-coding

for read alignments associated with the corresponding CB. Any alignments that are

not associated with the tags listed in the table are assigned a light gray color.

Although initial implementations using the existing color-coding approach resulted

in performance bottlenecks, a lookup table was introduced to optimize the mapping

process, so that all alignments are not compared to the tag values every time the user
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makes a change. This avoids repeated computations and enables IGB to handle large

datasets. Therefore, the tag selection dropdown is designed to be editable, allowing

users to specify any SAM tag of interest, in addition to the predefined ones, and to

apply color mapping to alignments using this efficient approach for large datasets.

Together, these features enable efficient handling of high-dimensional datasets from

single-cell analyses, including customization, tag-based color-coding, cluster-level or-

ganization, and bulk import mechanisms. This design enables scalable visualization

while maintaining clarity and biological relevance.

3.1.2 Filter alignments by cell-specific information

Figure 3.6: Filtered alignments from Cluster 1 cells (orange) and Cluster 5 cells
(green) in two separate tracks after creating a copy of the original track.

Another notable feature in IGB is the Filter feature, which, in line with the Color

by feature design, provides an interactive interface for filtering reads based on the at-

tribute the user chooses. In IGB, multiple filters can be chained together to accurately

filter out alignments and display those of interest precisely.

Users can select the "Filter..." option from the track title context menu to launch

the "Add/Remove/Edit Filters" window, which contains a list-based interface for

managing filters. To filter alignments, users can click the "Add" button, which opens
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a window similar to the Color by interface. In this window, the SAMtags option is

available, allowing users to define filter criteria based on specific tag values. Upon

choosing this option, the interface will be updated to show interface components

similar to the existing Property filter in IGB, which will have a dropdown to choose

SAMtags, a text field to specify values, and another dropdown to choose operators

such as equals or not equals. After choosing a tag, a list of values can be added to

the text field, separated by semicolons. By reusing the existing design of the Property

filter, the interface ensures consistency with established IGB workflows while reducing

the learning curve for users.

As multiple filters can be applied sequentially in IGB, users can refine the read

alignments and clear the field of view. Filter operations for each track are independent

of each other. Therefore, researchers can generate a copy of the track using the

Copy option in Track Operations and apply different filters for the same data in

different tracks, as illustrated in Fig. 3.6. In the figure, alignments from 20 cells

from cluster 5 is displayed in green and 20 cells for cluster 1 is displayed in orange.

Both tracks are filtered versions of the same data shown in Fig. 3.5, as the second

track is a copy of the first. Users can directly compare alignment cluster-specific

patterns, including differences in read coverage, alignment density, and distribution

across genomic regions. Such comparisons can also reveal variation in alternative

splicing events that is not apparent from gene-cell count matrices and gene expression

levels.

3.2 Downsampler App: Enabling Scalable Exploration via Randomized

Sub-sampling

IGB was refactored to provide access points to several internal modular function-

alities, so anyone can develop an IGB app by referring to user’s guide and to openly

available apps with source codes on Bitbucket. The Downsampler app is designed

to use these access points for single-cell visualization. IGB is built on the OSGi
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Figure 3.7: Downsampler App in IGB App Store. (a) Home page of the IGB App
Store with the Downsampler Filter App card on display. (b) Downsampler Filter App
Installation page: Users can install the filter app from this page if IGB is running.

framework, a highly modular framework in which each module or bundle, is loaded

and unloaded as needed. Each bundle is a set of .jar files, along with a configura-

tion file that describes how the bundle fits with the rest of the application. IGB

Apps are such jar files with a configuration file. The IGB Apps repository, available

on bioviz.org(Fig. 3.7), allows users to discover and install applications directly on

the website if IGB is running. Users can also install the application from the App

Manager in IGB, available in the Tools menu. Downsampler allows users to enter

a desired downsampling percentage, e.g., 5%, 10%, 25%. After entering the desired

percentage, the tool will randomly select that percentage of reads alignments from

the input BAM file and render them in the IGB track. A random selection process

mitigates selection bias while viewing the dataset as a whole. This facilitates the as-

sessment of global patterns and data quality. Once the Downsampler is installed, the

Downsampled Random Subset option will be available in the filter interface. When

the option is selected, it is similar to the SAMtags filter

The Downsampler app effectively addresses one of the major challenges in analyzing
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high-dimensional, sparse single-cell RNA sequencing (scRNA-seq) data: the risk of

drawing inaccurate conclusions from visualizations limited to small, manually selected

regions. In the absence of a systematic randomized method for reducing data density,

users may unintentionally focus on non-representative subsets, leading to biased or

misleading interpretations. Downsampler provides an effective sanity-check mecha-

nism and can be used in tandem with other filters, such as SAMtags. Researchers can

quickly assess alignment patterns, verify data integrity, and detect technical artifacts

before proceeding with more computationally intensive or fine-grained analysis.



CHAPTER 4: RESULTS

4.1 Overview of New Features

The single-cell RNA-seq visualization features were implemented in IGB to provide

greater control over the visualization and exploration of read alignments on each IGB

track. The implemented color-coding and filtering features allow users to organize

and selectively display read alignments based on SAMtool tags in the data.

The color-coding feature enables alignments to be visually distinguished by user-

input tag values. The user interface of the feature was designed to make it easy for

users to maintain the context of the clusters or groups identified in prior analyses.

The color coding feature can be used for each alignment track separately.

4.1.1 Implementation and System Integration

As discussed in the Methodology section, the visualization features of scRNA-seq

are incorporated into the alignment track infrastructure that IGB already has, with

existing visual controls. The color-coding and filtering functionalities operate at the

individual track level, thereby maintaining the configuration state for each track.

Encoding alignments with color based on SAMtools tags required some signifi-

cant changes in the IGB interface. To enable seamless use of the interface without

pre-processing datasets, the SAMtool Tags Color Mapping table needed to be im-

plemented, which allows users to add as much mapping information as possible. It

required some changes to the existing codebase to accommodate the new interface,

but most of the interface was designed to interfere with the rest of the software’s

functionality as little as possible. The IGB framework design allows for such de-

sign changes, as it uses OSGi-based architecture. The implementation of the visual



30

controls for scRNA-seq also includes retaining the user-provided information used to

map colors. Users can create copies of the original track and apply the same colors

to the alignments in the copy without having to upload the mapping data over and

over again. The mapping data can be altered and applied to a copy without affecting

the original track. A new algorithm for color-coding read alignments needed to be

included in IGB for scRNA-seq data to accommodate the size of the data, cluster in-

formation, and maintain the multiple color mapping information. The algorithm also

considers that any single user change to the color mapping should not unnecessarily

delay alignment rendering.

The filtering mechanism of IGB, just like the color-coding design, has a dynamic

interface that changes based on user choices, except for one key difference: filter

functionality maintains a list of all filters applied on the alignments. Using the existing

pipeline for filters, the SAMtags filter was implemented by adding and modifying

interface components tailored to single-cell datasets, including the ability to enter a

list of values. The rest of the filter workflow operates similarly to other filters in IGB.

The Downsampler Filter application utilizes the plugin architecture for applications

available in IGB Appstore. As the Downsampler is essentially a filter that requires

no changes to interface components, installing the application in IGB simply adds

an item, "Downsample Random Subset", in the Filter by window drop-down. Users

can install the application while analyzing single-cell datasets via the App Manager

or the IGB Appstore. However, if they are analyzing bulk RNA-seq data they might

not need this application and can uninstall it.

The implementation supports the dynamic configuration in the user interface through

user interaction and allows users to iteratively explore different subsets of the data.

The design maintains consistency while enabling scalable and flexible visualization if

scRNA-seq read alignments.
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4.1.2 Code availability

1. The source code described in this study is publicly available via Bitbucket:

https://bitbucket.org/lorainelab/integrated-genome-browser/src/main/

2. The compiled installable version of the application that includes all the afore-

mentioned workflows for scRNA-seq has been launched as IGB v10.2.0, which

is available for download from the Bioviz website:

https://bioviz.org/download.html

3. The Downsampler Filter App is available for installation in IGB Appstore. De-

tailed installation instructions, dependencies, and user guides are provided on

the website:

https://apps.bioviz.org/apps/downsampler-filter

4.2 Qualitative Results

In implementing these features in IGB v10.2.0, a functional and visual assessment

of the scRNA-seq visualization features was conducted. This evaluation focuses on the

ability of the implemented functionalities, which include color-coding of alignments by

SAMtags, tag-based filtering, downsampling of high-coverage regions, and integration

of information from UMAP/t-SNE clusters, to improve the interpretability of read

alignment data. In this section, I will be using representative genomic regions from

10k Human PBMCs, 3’ v3.1, Chromium X (with intronic reads) dataset, where 10,000

individual peripheral blood mononuclear cells has been sequenced using 10x Genomics

3’ v3.1 chemistry on the Chromium X platform. The following subsections describe

each feature and its impact on visualization and analysis.

4.2.1 Color-coding alignments by SAMtags

The color-coding feature implemented in IGB v10.2.0 enables dynamic coloring of

read alignments using tags or fields for scRNA-seq data. This capability is absent in
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versions of IGB prior to v10.2.0. When RNA molecules are sequenced from multiple

cells, and although the ability to visualize the data in a genome browser exists, not

having the capability to distinguish the alignments from the source cells for large

datasets reveal little to no information that would be relevant to a scRNA-seq exper-

iment. IGB v10.2.0 SAMtags color-coding feature can be used to identify alignments

from cells of interest.

Table 4.1: A representation of the SAMtools Tags Color Mapping text file

Cell Barcode Cluster Color
AAACCCAAGGCCCAAA-1 5 #0CB702
AAACCCAAGTAATACG-1 1 #E68613
AAACCCAAGTCACACT-1 0 #F8766D
AAACCCACAAAGCGTG-1 2 #CD9600
AAACCCACAATCGAAA-1 7 #00C19A

... ... ...

In Fig. 4 .1, alignments from 10K PBMC cells dataset are shown in the FCER1A

gene region. The region shown is not the entire gene but a section of it. The align-

ments are color-coded by clusters, with a color-mapping text file (Table 4.1) imported

into the feature. This file contains 11,997 entries distributed across 15 clusters. This

file is associated with the UMAP plot shown in Fig. 3 .4. As shown in Fig. 4.1a,

a majority of the alignments are displayed in blue, with a subset shown in cyan and

purple. By inspecting the table in SAMtools Tag Color Mapping window on Cluster

View mode, I can identify that the cluster that is color-coded in blue is cluster 10.

The dominance of blue alignments indicates that cells from cluster 10 tend to express

FCER1A gene more prominently than the rest of the clusters.

To further validate this interpretation, when cluster 10 is deselected, as shown in

Fig. 4 .1 b, the alignments from cells associated with that cluster turns light gray.

This confirms that most of the alignments are from cluster 10 because if the mapping

file has different shades of blue (e.g., light blue, dark blue, etc.) assigned to different

clusters it can be visually challenging to differentiate. The exclusion of cluster 10
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Figure 4.1: Color-coding feature in IGB: (a) The entire dataset color-coded by cluster
is dominated by cluster 10 cells represented by blue; (b) After deselecting cluster 10,
alignments from cluster 9 and cluster 12 are clearly visible

alignments from all the other clusters become apparent. Alignments represented by

purple color is from cluster 12 and the one alignment represented by cyan is from a

cell, with cell barcode GTCCCATAGATACTGA-1, from cluster 9.

This example illustrates how users can analysis their data while maintaining the

cluster information from the UMAP plot using this feature. While running further

downstream analysis, like identifying alternative splicing patterns or exon coverage,

users can interactively use the feature in IGB, where they can change the colors for

better visual comprehension. Genome browsers such as IGV, JBrowse 2, and UCSC

provide extensive support for visualization of sequencing alignments and genomic

features. However, with color-coding with the browser interface, IGV and JBrowse

2 have a predefined palette of colors that is auto-assigned when the data is grouped

by tags, with no provision for cluster input. With IGV and UCSC, however, colors

can be added as an RGB value to a tag in the BAM file. However, when a change is

made, or when clusters are selected or deselected, the files must be reprocessed before
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the data is rendered in the IGB browser.

4.2.2 Filter Alignments by SAMtags

By introducing the filter feature in IGB data based on SAMtools tags or fields, the

IGB interface has become more flexible for scRNA-seq data. Using existing features

in IGB became manageable with the filter function for massive datasets, such as find

junctions for determining splice junctions.

To illustrate the flexibility of the filter feature in IGB v10.2.0, Figure 4.2 uses the

example from the previous subsection. A copy of the original track was created from

track operations, and the list of semi-colon-separated cell barcodes of cluster 10 was

created separately using the mapping file. In the original track, the list is added to

the filter feature for CB tag. It filters out all the other alignments and retains the blue

alignments. The copy of the track I used the same list of cell barcodes for the filter

feature and selected unequal option from the comparator drop-down, which filtered

out all the alignments from cluster 10. In this example, the two sets of alignments

are separated using the filter function in combination with the color-coding feature.

Figure 4.2: Filter function in IGB: The track at the top shows all the alignments
after cluster 10 has been filtered out. The second track shows only alignments from
cluster 10 cells.
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Although the previous version of IGB is a powerful tool, with the addition of tag-

based filtering, users will be able to use IGB for scRNA-seq visualization. JBrowse 2

has a powerful filter function where filtering by tag would create multiple tracks based

on each tag value, such as CB[31]. However, rendering could take time if there are too

many CB values. IGV has grouping functions where alignments can be grouped by

predefined attributes, although flexible interaction, where users can specify particular

tag values, is limited. Dynamic filtering of the UCSC Genome Browser based on

SAMtools tag values is also quite limited and might require external pre-processing.

4.2.3 Downsampling High-coverage Regions

Figure 4.3: 10% sample of the data: A random sample of the data shows cluster 10
dominating the region with one cluster 9 alignment, which represents the data well

Datasets that contain genomic regions with extremely high read coverage, which
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usually look like a dense stack of alignments, are very difficult to visually interpret.

Downsampling a random subset alignments would show a representation of the data

(Fig. 4 .3). Users can infer some initial details of the dataset from the sample, such

as which clusters are represented in the data. In Figure 4.3, most of the alignments

shown are from cells in cluster 10, represented by blue; the purple alignment is from

cluster 9. The light gray alignment is from a cell that is not in the color mapping

list. The dark gray rectangle does not have a CB tag at all, which is probably a

sequencing artifact.

The examples in this section demonstrate the combined utility of these features

within the analysis workflow. The interactive capabilities of IGB v10.2.0 enable it-

erative exploration of genomic regions and seamless navigation between high-level

clustering results and detailed alignment inspection.

4.3 Case Study

The impact of these new features in an existing genome browser, such as IGB,

must be evaluated by an experienced IGB user capable of effectively utilizing its

functionalities. The case studies highlights how the visualization prompts relevant

questions about the dataset, the resolution of which could contribute to a more com-

prehensive understanding of gene expression in cell clusters. The case studies were

conducted on 10k Human PBMCs, 3’ v3.1, Chromium X (with intronic reads) from

10XGenomics public datasets by an expert IGB user with extensive experience as a

bioinformatician (hereafter referred to as "the scientist"). The study focuses on the

biologically relevant insights that can be derived from the visualizations. Notes were

taken down of the observations and the questions raised from those observations. Im-

ages in this section were saved from IGB as the study went along to further illustrate

the observations and questions.
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4.3.1 Case 1: Change in PCA Parameters for PPBP gene

The R Markdown mentioned in the context of Fig. 3 .5) was altered to test the

cluster assignments of the algorithm. The only parameter that was changed in this

case was the number of PCA components used in the pre-clustering step to identify the

genes most expressed in the cell. The PCA step results in how the cells are clustered

when the UMAP is generated. The change in PCA should affect the clustering;

however, the approach for comparing the results of the clustering is unclear. The

approach employed in this case study is comparing the clustering in IGB using the

features implemented for scRNA-seq, where scRNA-seq read alignments can be color-

coded by cluster affiliation for each change in the number of PCA components taken

into consideration.

The expectation before the study began is that the genes that are known to be

expressed exclusively by a distinct cell type, in other words, cells with the same

biomarker genes, should be color-coded similarly, hence categorizing the cells into a

distinct type. The parameter setting in the R Markdown was first set at the top 10

principal components, and the corresponding UMAP was generated. A cell-cluster-

color mapping file was generated from this markdown and imported into the new

SAMtags color-coding feature in IGB. As shown in Fig. 4 .4, the color-coded read

alignments at the PPBP gene region are displayed.

The marker gene, Pro-Platelet Basic Protein (PPBP), is largely expressed by one

distinct cell type, which is identified by the pink color of the read alignments, associ-

ated to cluster 14 in this example. These cells correspond to platelet cells which are

generally understood to highly express the PPBP gene. However, when clustering

was performed using the top 5 principal components, the visualization changed sig-

nificantly. As shown in Fig. 4.5, the cells are clustered into multiple different groups.

The multi-colored read alignment pattern raises the question of whether cell types

other than platelet cells may also express the PPBP gene significantly. Given that
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Figure 4.4: Cluster-based visualization of single-cell RNA-seq read align-
ments at the PPBP gene locus with 10 Principal components. Most read
alignments are associated with Cluster 14, highlighting the specificity of PPBP ex-
pression to a distinct cell type within the dataset.

the platelet cells have a distinct biological role, expecting the cells to be clustered

together into a single group, assuming cluster membership corresponds to cell type,

is a reasonable conclusion. However, the top 5 principal components of the expression

profiles of these cells does not support that interpretation. Color-coded read align-

ments in the browser were selected to obtain their corresponding CB (cell barcode),

which was used in R-code to investigate and visualize the associated gene expression

profiles. This workflow exposed the limitations of handling individual gene expression

profiles in R, which led to a more in-depth examination of statistical library functions.

Another artifact observed by viewing these datasets in IGB is the long intronic gaps
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Figure 4.5: Cluster-based visualization of single-cell RNA-seq read align-
ments for the PPBP gene with 5 principal components. The presence of
multi-colored read alignments suggests that cells are now clustered with other cell
types, which may indicate similarity of platelet cells with other cell types.

that span the entire genomic region, as seen in Figures 4.4 and 4.5. Several scRNA-

seq datasets show this artifact, which may indicate a potential uncharacterized issue

with the alignment algorithms. This phenomenon was described as "bizarre" by Ann

Loraine. These reads are color-coded, which indicates that the algorithm has assigned

CB values to these reads. An IGB filter application called "Monster Alignment Filter"

was created by a software engineer at the Loraine lab, an application not very dissim-

ilar from the Downsampler application, to filter out these alignments by using intron

size as the filter parameter. The function and relevance of these alignments, if any,

potentially need further investigation, as we were unable to find any documentation



40

Figure 4.6: Zoomed-in view of single-cell RNA-seq read alignments high-
lighting cluster-specific and excluded cells. Blue and green alignments corre-
spond to known B-cell clusters, while pink alignments represent reads from a distinct
cluster. Gray alignments denote cells that were excluded from the clustering workflow
but remain visible in the visualization, enabling further inspection of their alignment
patterns.

that directly refers to these read alignments.

4.3.2 Case 2: Alternative splicing events at CD79A gene

CD79A/CD79B is a marker gene to diagnose B-cell malignancies as it encodes

essential proteins in B-cells in humans. These proteins are found on the surface of B-

cells throughout their life cycle. The scientist first explored the CD79A genomic region

of the dataset because they have studied both genes for many years and understood

that these genes are prone to alternative splicing patterns. Alternative splicing could

affect how the proteins are developed in the cell. In Fig. 4 .6, the read alignments are

zoomed in, and the blue and green alignments are from known B-cell clusters, and

pink from a different cluster. The gray alignments, which are seen in the visualization
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Figure 4.7: Cluster-based visualization of single-cell RNA-seq read align-
ments at the CD79B genomic region using a 10 principal component clus-
tering pipeline. Green-colored alignments (cluster 5) predominate across the region,
with some blue alignments (clusters 9 and 10) and pink alignments (clusters 12 and
13).

a lot, are cells that were removed from the clustering process. These alignments seem

to match the reference genome, "RefSeq Curated", and yet the corresponding cells

were not included in the clustering, potentially due to some other characteristic in the

cells’ expression profiles. The question that was raised at this juncture of the study

was why these cells were excluded from the clustering workflow. The new color-coding

feature for clusters facilitated the identification of these excluded cells in IGB, which

was not obvious in the previous analysis workflow with the R Markdown.

In Fig. 4 .7, the CD79B genomic region is shown, and the alignments are color-

coded from the 10 principal component clustering pipeline. As seen in the image,

green colored read alignments (cluster 5) dominate the field of view with some shades

of blue (clusters 9 and 10) and pink (clusters 12 and 13) alignments. As indicated by
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Figure 4.8: Identification of potential novel alternative splicing events in
single-cell RNA-seq read alignments. Thirteen highlighted alignments (indicated
by red rectangles) exhibit splicing patterns that do not correspond to the annotated
reference gene models.

the filter icon on the top-right corner of the title track, the "Reads with gaps" filter in

IGB was applied to the read alignments, which show reads that align discontinuously,

skipping regions that should be introns, which indicates exon-exon splice junctions.

"Monster Alignment" filter was also applied to the dataset to filter out potential

artifacts of the dataset that have extreme intronic gaps in them and are potentially

erroneous. The first observation from the visualization is that most alignments match

close to the bottom two isoforms in the "RefSeq Curated(+|-)" track. The 13

highlighted read alignments in Fig. 4.8 (highlighted by red rectangles surrounding

the alignment) show alternative splicing patterns that do not match the reference

gene models loaded here. This raises questions of whether the gene models in the

"RefSeq" track are incomplete or if there are gene models in the public domain that
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Figure 4.9: Human mRNAs reference genome from UCSC was loaded to evaluate
whether the alternative splicing events observed are known. No isoforms were found
to match this pattern, suggesting the presence of potential novel alternative splicing
events. These events appear to occur toward the left end of the gene, which, in this
case, means the 3’ region in minus stran orientation, as indicated by the left-pointing
arrows along the intronic regions in the reference track
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are not yet included in IGB. So, another reference Human mRNAs model from UCSC,

which is available in the Data Access section of IGB, was loaded to check if there

are isoforms that match that pattern. As seen in Fig. 4.9, there are no isoforms

that match that pattern, which suggests potential novel alternative splicing events,

particularly near the end of the left side of the gene, which is referred to as the 3’

region of the gene for genes with minus-strand orientation (indicated by the left-

pointing arrows on the intron lines in the reference genome). These read alignments

are primarily coming from cluster 9 and cluster 13 cells, which were verified in this

study by checking the SAMtags Tag Color Mapping table. This raises the question

of whether the B-cell receptor genes are expressed in other cell types and whether

they have different expression profiles or splicing patterns. Further research would be

needed to answer these questions and find out if there are functions of B-cells that

are previously unknown.

Apart from these deeper research questions gleaned from the visualizations in IGB

using features developed in this research, there are some interactive advantages that

come from these features. A notable situation from this study that highlight this is

that the scientist was not sure which alignment dataset needed to be loaded in IGB,

as two different datasets that are closely named was available. The scientist wanted to

identify the alignment dataset available for IGB to the count matrix dataset used in

the R Markdown analysis workflow that generated the UMAP plot and corresponding

cell-cluster-color mapping file. As seen in Fig. 4.10, the scientist simply loaded both

the alignment datasets, which were rendered in two separate tracks, and imported

the color mapping file to the scRNA-seq color-coding feature in each track. Only the

alignments with corresponding CB values was color-coded, which happens to be the

middle track. The scientist was able to match the alignment file to the data in the

R Markdown using the new feature. The impetus to use the new feature to find the

dataset rather than relying on alternative methods seems to demnostrate the ease of
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Figure 4.10: Identification of the correct alignment dataset using cluster-based color
coding. Two candidate alignment datasets are loaded into separate tracks, and a
cell-cluster color mapping file is applied to each. Only the dataset with matching CB
values is successfully color-coded (middle track)
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use and practical efficiency of the features.



CHAPTER 5: CONCLUSIONS

5.1 Conclusion

In this study, a set of visualization features for the analysis of single-cell RNA-

seq data within IGB was presented: dynamic color-coding of alignments, tag-based

filtering, downsampling of high-coverage regions, and integration of cluster informa-

tion from UMAP or t-SNE with read-level visualization. Interpretation of scRNA-seq

data was confined to the gene-cell count matrix due to the massive size of the raw

data. The goal of these enhancements to IGB is to support researchers working with

such data. By incorporating tag-based customization into existing features, users

can fine-tune how sequencing read alignments are displayed and analyzed. These im-

provements enable tag-aware exploration at the alignment level, effectively bridging

the gap between direct genomic inspection and dimensionality reduction techniques.

The introduction of the new application, Downsampler App, addresses critical us-

ability challenges posed by dataset size. This application improves the user experience

by reducing visual clutter through representative exploration via randomized subsam-

pling.

As single-cell technologies continue to evolve, these visualization tools will become

increasingly vital for researchers seeking to interpret large, rapidly growing datasets.

As single-cell technologies continue to evolve, these visualization tools will play a key

role in helping researchers make sense of the increasingly complex data landscapes

they encounter.
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5.2 Future plan

The scope of this research will be expanded to include more interactive components

to IGB. Filter, just like the color-coding interface, could use a cluster-based filtering

mechanism. In order to streamline the process of viewing the data in the context of

UMAP/t-SNE clusters and selecting the cells or clusters of interest, directly streaming

the mapping data from a clustering tool such as Loupe Browser or a similar open-

source tool would provide better control over the visualization, as well as reducing

the effort of generating the mapping information separately. Integrating the tool with

downstream analyses and evaluating its features using biologically relevant analyses

will be explored to further assess the effectiveness and usability of the features.
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